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Preface

This book grew out of a two day workshop that was held in May 2005

and was funded by the U.S. Defense Advanced Projects Research Agency

(DARPA) and the U.S. National Science Foundation (NSF). The express pur-

pose of this workshop was to gather together key contributors to the field of ac-

tive sensing and sensor management to discuss the state-of-the-art in research,

the main mathematical approaches to design and performance approximation,

the problems solved and the problems remaining. At the end of the workshop

the participants had generated an outline and agreed on writing assignments.

The intended audience for this book are graduate students, engineers and

scientists in the fields of signal processing, control, and applied mathematics.

Readers would benefit from a rudimentary background in statistical signal pro-

cessing or stochastic control but the book is largely self contained. Appendices

cover background material in information theory, Markov processes, and stop-

ping times. A symbol index and a subject index are also included to facilitate

the reader’s navigation through the book.

Thus the book lies somewhere between a coherent textbook and a loose col-

lection of papers typical of many recent edited collections on emerging topics

in engineering. Like an edited collection, the chapters were written by some

of the principal architects of recent advances in sensor management and active

sensing. However, authors and editors attempted to adopt a common notation,

cross reference other chapters, provide index terms, and adhere to an outline

established at the NSF workshop. We hope the reader will find that the book

has benefited from this extra planning and coordination.

Alfred Hero, David Castañón, Douglas Cochran, and Keith Kastella

Ann Arbor, Boston, Tempe, Ypsilanti

July 2007
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Chapter 1

OVERVIEW OF BOOK

Alfred O. Hero III

University of Michigan, Ann Arbor, MI, USA

David A. Castañón

Boston University, Boston, MA, USA

Douglas Cochran

Arizona State University, Tempe, AZ, USA

Keith Kastella

General Dynamics Michigan Research and Development Center, Ypsilanti, MI, USA

1. Introduction

Broadly interpreted, sensor management denotes the theory and applica-

tion of dynamic resource allocation in a diverse system of sensors and sensing

modalities. Over the past few years the problem of sensor management for

active sensing has received an increasing amount of attention from researchers

in areas such as signal processing, automatic control, statistics, and machine

learning. Active sensing is recognized as an enabling technology for the next

generation of agile, multi-modal, and multi-waveform sensor platforms to effi-

ciently perform tasks such as target detection, tracking, and identification. In a

managed active sensing system, the sequence of sensor actions, such as point-

ing angle, modality, or waveform, are selected adaptively based on information

extracted from past measurements. When the adaptive selection rule is care-
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fully designed such an on-line active approach to sensing can very significantly

improve overall performance as compared to fixed off-line approaches. How-

ever, due to the classic curse of dimensionality, design and implementation of

optimal active sensing strategies has been and remains very challenging.

Recently, several U.S. research funding agencies have supported efforts in

areas related to sensor management. There has also been interest in operations

research approaches to sensor management, e.g., multi-armed bandits. This

has led to research activity in academia, government laboratories, and industry

that has borne some fruit in specific technology areas. For example, several

promising new methods to approximate optimal multistage sensor manage-

ment strategies for target tracking have been developed and an understanding

of design challenges and performance tradeoffs is beginning to emerge.

2. Scope of Book

This book provides an overview of the mathematical foundations of sensor

management, presents several of its relevant applications, and lays out some

of the principal challenges and open problems. Stochastic modeling and anal-

ysis play central roles in sensor management. This is because most sensing

systems operate in a complicated noise and clutter degraded environment and

thus the benefit of selecting one sensing modality instead of another cannot be

determined with high certainty. Consequently, any useful theory and practice

of sensor management must be based on a probabilistic formulation and sta-

tistical performance prediction. The nature of the chapters in this book reflect

this fact1.

The mathematics of sensor management grew out of the well-established

fields of stochastic control theory, information theory, and sequential decision

theory. These fields offer powerful design and analysis tools when reliable

statistical models for the measurements are available, e.g. linear or non-linear

Gauss-Markov process models. Three chapters in this book (Chapters 2, 3, 6)

develop the theory of sensor management on these foundations.

More recently there has been interest in machine learning approaches to

sensor management that are capable of learning from data to compensate for

uncertainty in statistical models. Three chapters develop sensor management

theory and algorithms in the context of active learning (Chapters 8 and 9) and

reinforcement learning (Chapter 5), fields that have developed only recently.

1While some background in stochastics and decision theory is provided in the following chapters and ap-

pendices, the reader is assumed to have had exposure to probability theory at the level of an advanced

undergraduate or early graduate course in stochastic processes.
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A major axis for the practice of sensor management has been multiple tar-

get tracking using remote sensors such as radar, sonar, and electro-optical sen-

sors. Four chapters develop sensor management for target detection, tracking,

and classification using particle filtering (Chapter 4), multi-armed bandit the-

ory (Chapter 7), embedded simulation (Chapter 5), and Kalman filtering and

LFM waveform libraries (Chapter 10). Other applications covered in this book

include landmine detection (Chapter 9), underwater mine classification (Chap-

ter 2), active sampling and terrain mapping (Chapter 8), range-Doppler radar

(Chapter 10), and terrain classification (Chapter 3).

3. Book Organization

In the large, the development of topics in this book follows a logical flow

progressing from theory to application.

Chapter 2 introduces the mathematics of sensor management as a problem

of sequential decision making that can be solved by stochastic control theory.

The decisions are tied to control actions that the sensor can take, e.g., select-

ing a transmit waveform or steering a radar beam, based on previous sensor

measurements. The chapter introduces Markov decision processes (MDP) and

controlled Markov processes, partially observed Markov decision processes

(POMDP), reward and value functions, and optimal control policies. Back-

wards induction is introduced and the Bellman equations are derived for recur-

sively computing the optimal policy. As these equations are of high complexity

methods of approximation to the optimal policy are discussed. Chapter 2 ends

by applying this theory to sensor management for active acoustic underwater

target classification.

In sensor management problems, the state of the controlled Markov process

is almost always only partially observed, e.g., due to noise or clutter degrada-

tions. In this case the optimal sequential decisions are functions of the pos-

terior density of the Markov state, called the belief state or the information

state. One of the principal challenges is the choice of reward for making good

decisions, i.e., the objective function that an optimal decision-making policy

should maximize. Unfortunately, many real scenarios are multi-objective in

nature. For example, over the course of a surveillance mission a comman-

der may wish to manage his sensors in order to simultaneously detect new

targets, track them and identify them. To handle this type of scenario, infor-

mation theoretic measures have been proposed by many researchers as surro-

gate reward functions. Chapter 3 gives an overview of information theoretic

approaches to sensor management and several examples are given that demon-
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strate information-based sensor management for single stage (myopic) deci-

sion making.

One of the earliest and most challenging applications of sensor management

is multiple target tracking, a principal application area in this book. Chapter

4 presents background on Bayesian multiple target detection, tracking, and

classification and develops information-driven particle filtering methods for

approximating the posterior density of the target state, the key ingredient for

the sensor manager. Then, building on the material presented in Chapters 2-4,

Chapter 5 presents general algorithms for the sensor manager using value-to-

go approximation and parallel rollout techniques. Then the focus of Chapter 5

turns to the deficiencies of myopic sensor management strategies when there

are time-varying inter-visibility constraints between sensor and target, e.g., loss

of line-of-sight to target in a highly accentuated terrain. Chapters 4 and 5

include studies of radar tracking performance using both simulated and real

multi-track data.

As mentioned earlier, sensor management problems can be solved opti-

mally using stochastic dynamic programming which usually results in com-

putationally intensive solutions. For many applications of sensor management

low computational complexity is more important than optimality. Such ap-

plications call for computationally efficient sub-optimal approaches. Multi-

armed bandit formulations provide a framework of heuristically appealing low-

complexity sub-optimal solutions to sensor management problems. The solu-

tion approach to multi-armed bandit problems is to determine an “index” for

each alternative and choose the alternative with the highest index. Computing

such an index is computationally easier than solving the Bellman equations for

the entire problem. However such an index policy is not always optimal. Chap-

ter 6 describes the formulation of the classical multi-armed bandit and some of

its variants, and explains the intuition behind its solution approach. Chapter 7

explains how to apply the ideas of multi-armed bandits to sensor management

for radar target tracking.

In Chapter 8 the emphasis turns to active learning theory in the context of

adaptive sampling for spatio-temporal change detection. The authors of this

chapter provide motivation by way of an airborne laser topographical mapping

example. For this example, sensor management reduces to finding an optimal

policy for sequential redirection of the laser beam in order to perform quickest

detection of topographical step changes. Using statistical machine learning

techniques the authors prove asymptotic optimality of a myopic probabilistic

bisection method. As compared to standard fixed sampling strategies, e.g.,

Nyquist sampling, they establish that their adaptive sampling method requires

exponentially fewer samples for equivalent change detection performance.
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Chapter 9 continues along the adaptive sampling thread of Chapter 8. The

authors propose an adaptive sampling method, called “plan-in-advance” sam-

pling to improve performance of a sequential classification algorithm. Their

method is closely related to D-optimal design in the theory of optimal de-

sign of experiments (DOE). Their proposed algorithm uses label-independent

matching basis pursuit and a label-dependent weights selection procedure to

sequentially select the most informative sample points and estimate the opti-

mal classifier function. Chapter 9 concludes with an application to landmine

detection and classification using electromagnetic induction (EMI) and mag-

netometric sensors.

Chapter 10 returns to the multiple target tracking theme of Chapters 4-5 but

with different emphasis. The authors discuss sensor management strategies for

the problem of waveform scheduling for multi-target tracking with Doppler

radars. Waveform scheduling is a kind of sensor management “at the trans-

mitter” and must account for radar spatial sensitivity variations in azimuth,

elevation and range-Doppler. Consequently, radar waveform scheduling in-

corporates waveform design and thus requires more sophisticated models of

Doppler-radar processing than were necessary in Chapters 4, 5 and 7. Af-

ter reviewing the mathematics of radar Doppler processing the chapter turns

to probabilistic data association (PDA) methods for multi-target tracking. It

then addresses the problem of waveform design and selection using various

optimization criteria including: the single noise covariance (SNM) matrix, the

integrated clutter measure (ICM), and mutual information (MI).

The book concludes with a chapter on defense applications of sensor man-

agement. The focus of Chapter 11 is on intelligence, surveillance and recon-

naissance (ISR) for vehicle detection and tracking. It provides a historical

overview of ISR sensing systems and discusses a major US DoD research pro-

gram (DARPA-DTT) in which sensor management led to significant improve-

ments in system capabilities. The chapter ends with some perspectives on the

remaining challenges in sensing and sensor management for national defense

and security.

Most of the illustrative examples in this book are drawn from the domain

of national defense and security. However, as pointed out in several of these

chapters, the theory and methods described herein are applicable to a far wider

range of sensing applications. We hope that this book will generate additional

interest in the general area of sensor management and active sensing.





Chapter 2

STOCHASTIC CONTROL THEORY
FOR SENSOR MANAGEMENT

David A. Castañón

Boston University, Boston, MA, USA

Lawrence Carin

Duke University, Durham, NC, USA

1. Introduction

Consider the following scenario: a physician examining a patient for breast

cancer feels a hard area during an initial examination; she subsequently sends

the patient to obtain a mammogram of the area, and sends the mammogram

to a pathologist. The pathologist notes the presence of two local areas with

potentially cancerous growths, but is unable to localize the areas accurately;

he sends the patient to another imaging center, where a full 3-D Computed To-

mography (CT) image is obtained and returned to the pathologist. The new CT

image identifies accurately the location of the potential areas, but does not pro-

vide enough information to identify the nature of the growth. The pathologist

performs two biopsies to extract sample cells from the two areas and examine

them under a microscope to complete the diagnosis.

In a different setting, consider a player at a blackjack table in Las Vegas,

playing two simultaneous games against a dealer. The player sees all the cards

in his hands for both games, but only sees one of the dealer’s two cards. The

player asks for an extra card in his first game; after seeing the card, he asks for

a second one. He sees this card and decides to stop and switch to the second

game. After examining his cards, he chooses to stop asking for cards and let

the dealer draw.
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In a third setting, a phased-array radar is searching for new aircraft, while

trying to maintain accurate track and classification information on known air-

craft in its field of regard. The radar schedules a sequence of short pulses

aimed at areas where new objects may appear, interleaved with short pulses

aimed at positions where known objects are moving to update their position

and velocity information using recursive estimation. Occasionally, the radar

also introduces longer high range resolution (HRR) imaging waveforms into

the mix and focuses these on known objects to collect HRR images of scat-

terers on the moving platforms, thereby providing information for estimating

the object type. The interested reader is referred to Chapters 4, 5, 7 and 10

for radar applications and to Chapter 11 for some history and perspectives on

defense applications of sensor management.

The above examples share a common theme: in each example, decisions

are made sequentially over time. Each decision generates observations that

provide additional information. In each example, the outcome of selecting a

decision is uncertain; each subsequent decision is selected based on the pre-

vious observations, toward the purpose of achieving an objective that depends

on the sequence of decisions. In each example, uncertainty is present, and

the ultimate outcome of the decisions is unknown. In sum, these are sequen-

tial decision problems under uncertainty, where the choice of decisions can be

adapted to the information collected.

Sequential decision problems under uncertainty constitute an active area of

research in fields such as control theory [19–21, 23–25, 154, 251], statistics

[243, 55, 34, 35], operations research [111, 70, 192, 157, 198], computer sci-

ence [41, 227, 121, 16] and economics [17, 202], with broad applications to

problems in military surveillance, mathematical finance, robotics, and manu-

facturing, among others. This chapter presents an overview of mathematical

framework and techniques for representation and solution of sequential deci-

sion problems under uncertainty, with a focus on their application for prob-

lems of dynamic sensor management, where actions are explicitly selected to

acquire information about an underlying unknown process.

The classical model for dynamic decisions under uncertainty is illustrated

in the control loop in Figure 2.1(a). In such systems, information collected

by sensors is used to design activities that change how the underlying system

evolves in time. The problems of interest in this chapter differ from this model

in a substantial manner, as illustrated in Figure 2.1(b). In sensor management,

actions are not selected to change the evolution of a dynamical system; instead,

they are selected to improve the available information concerning the system

state. Thus, the focus is on controlling the evolution of information rather than

state dynamics.
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Dynamical
System

Observed
Signals

Controller

(a)

Dynamical
System

Sensor
Manager

Observed
Signals

Estimation

(b)

Figure 2.1. a) Feedback control loop b) Sensor management control

The foundation of sequential decision theory under uncertainty is a math-

ematical framework for representing the relationship between the underlying

unknown quantities that may evolve in time, the relationship of observables to

these unknowns, the objectives that measure the goals of the problem, and the

effects that actions have on observables, the underlying unknown quantities,

and the problem objectives. In this chapter, this representation is based on a

formal probabilistic framework, with the following characteristics:

Unknown quantities of interest are modeled as states of a dynamical

system, modeled as a Markov process. A quick overview of Markov

processes is included in Section 2 of the Appendix. At any time, the

current state summarizes the statistical information needed to predict the

evolution of future states.

Observed quantities will also be modeled statistically, in terms of their

relationship with the underlying state at the time observations are ac-

quired.

Actions may affect either the evolution of the state of the dynamical

system, or the nature of the observation acquired. The latter will be more

typical for sensor management. The choice of action may be constrained

by the available information collected.

Objectives will depend on the choice of actions and the specific dynamic

trajectories of the state, with an additive structure over stages.

In the rest of this chapter, we differentiate between two classes of prob-

lems: Markov Decision Problems [193, 25, 198], where the observations pro-

vide enough information to determine exactly the current state of the system,

and Partially Observed Markov Decision Problems [219, 218, 173, 248, 162],

where the history of observations leaves residual uncertainty concerning the
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current state. We will overview the formulation for these classes of problems,

selected key theoretical results, discuss algorithms for obtaining solutions. The

chapter concludes with an example application to illustrate the methodology.

2. Markov Decision Problems

We restrict our discussion to decision problems that evolve using a discrete

index, which we refer to as stages.

Definition 2.1 A Markov Decision Process (MDP) consists of

A discrete stage index k ∈ {0, 1, . . . , N}, N ≤ ∞

A set of possible states Sk for each stage index k

An initial value for the state s0 ∈ S0

A set of possible actions Ak

A family of action constraints {Ak(s) ⊂ Ak}, for s ∈ Sk.

A state transition probability kernel Tk(ds′|s, a), where Tk(ds′|s, a) ≡
P(sk+1 ∈ ds′|sk = s, ak = a),

A real-valued single stage reward function Rk(s, a)

The spaces Sk and Ak are assumed to be metric spaces. The reward func-

tions Rk(s, a) and the transition kernels Tk(ds′|s, a) are assumed continuous

functions of s, a. This is trivially satisfied when the spaces Sk,Ak are discrete.

Furthermore, we assume that, for each state, the admissible actions Ak(s) form

a compact subset of Ak. The resulting state evolves according to a Markov pro-

cess given the actions ak, k = 0, . . . , N − 1, so that the effects of an action ak

taken in state sk depend only on the current value of that state and not on the

prior history of the state.1

Observations of past decisions, plus past and current values of the state, are

available to select the choice of next decision. Let Ik denote the information

available at stage k, defined as:

Ik = {s0, a0, . . . , sk−1, ak−1, sk} (2.1)

1The reader is cautioned that this chapter does not adopt the upper/lower case notation to distinguish be-

tween random variables and their realizations, e.g., as in Sk and sk , respectively. In this book, the up-

per/lower case convention is only used when its omission would risk confusing the reader.
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A policy at stage k is a mapping γk(Ik), from the set of all possible infor-

mation states {Ik} to Ak. In this chapter, we define policies as deterministic

mappings from available information into admissible actions. One can also

define stochastic policies that map available information into probability ker-

nels on Ak, but such policies offer no better performance than deterministic

policies for the MDP models discussed here. A policy is said to be Markov if

the mapping γk depends only on the most recent value of the state, sk. That is,

γk : Sk −→ Ak (2.2)

An admissible policy is a sequence γ ≡ {γ0, . . . , γN−1} with the property

that γk(Ik) ∈ Ak(sk), so that the selected decisions given past information

satisfy the constraints imposed by the current state value. An admissible policy

generates a random state trajectory sk, k = 0, . . . , sN and an action trajectory

ak, k = 0, . . . , N − 1. Associated with each trajectory is a total reward R
which is assumed additive across stages:

R ≡ RN (sN ) +
N−1∑

k=0

Rk(sk, ak) (2.3)

This additive structure can be exploited to develop efficient algorithms for solv-

ing MDPs, as discussed later. Under appropriate conditions on the sets Sk,Ak,

the transition kernels Tk(ds′|s, a) and the reward functions Rk(s, a), the pol-

icy γ will generate sequences of well-defined random variables corresponding

to state, action and reward trajectories. These conditions involve measurability

assumptions, and are satisfied in most applications of interest. As discussed in

[25], these conditions will be satisfied whenever the sets Sk,Ak are countable

and the reward functions Rk(s, a) are bounded. Conditions for more general

spaces are beyond the scope of this chapter; see [27, 24] for additional details.

Given an admissible policy Γ, the total reward R becomes a well-defined

random variable with expectation EΓ[R]. The objective of the problem is to

select the admissible policy that maximizes the expected total reward

maxEγ

[
RN (sN ) +

N−1∑

k=0

Rk(sk, ak)

]
(2.4)

An important result in Markov Decision Processes is that, whenever an op-

timal admissible policy γ exists, there exist admissible Markov policies that

achieve the same expected reward, and hence are also optimal. In the remain-

der of this section, we restrict our discussion to Markov policies γk(sk).
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2.1 Dynamic Programming

The above formulation of a Markov decision problem has several important

properties. First, the overall reward can be represented as an additive decom-

position of individual rewards over stages. Second, the choice of admissible

actions at each stage is not constrained by the states and actions that were gen-

erated at previous stages. Under these assumptions, Bellman’s Principle of

Optimality [19, 18, 25] applies:

Definition 2.2 Bellman’s Principle of Optimality:

Let γ∗ be an optimal policy in a Markov Decision Problem. Assume that,

when using γ∗, the state sk is reached with positive probability, where k < N .

Consider the subproblem starting from state sk at stage K, with the expected

reward

max
γk,...,γN−1

E

[
RN (sN ) +

N−1∑

i=k

Ri(si, ai)|sk

]
(2.5)

The policy {γ∗
k , . . . , γ∗

N−1} is an optimal policy for this subproblem.

Bellman’s Principle of Optimality leads to the dynamic programming algo-

rithm, defined as follows. Consider the subproblem starting from a particular

state sk at stage k, and consider an admissible policy γ. Define the value of

policy Γ starting at state sk, stage k as

Vγ(sk, k) = Eγ

[
RN (sN ) +

N−1∑

i=k

Ri(si, γi(si))|sk

]
(2.6)

Define the optimal reward for the subproblem starting at stage K, state sK as

V ∗(sk, k) = max
γ admissible

Eγ

[
RN (sN ) +

N−1∑

i=k

Ri(si, ai)|sk

]
(2.7)

The difficulty with (2.7) is that it represents a functional minimization over

policies. The main result in dynamic programming is the Bellman equation,

which provides a recursive solution for (2.7):

Theorem 2.3 For every initial state s0, the optimal value V ∗(s0, 0) is given

by the backward recursion

V ∗(s, N) = RN (s) (2.8)
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V ∗(s, k) = max
a∈Ak(s)

Rk(s, a) +

∫

s′∈Sk+1

V ∗(s′, k + 1)Tk(ds′|a, s),

k = 0, . . . , N − 1 (2.9)

If there exist policies γk(s) such that

γk(s) ∈ argmax
a∈Ak(s)

R(s, a)+

∫

s′∈Sk+1

V ∗(s′, k+1)Tk(ds′|a, s), k = 0, . . . , N−1

(2.10)

then the policy γ∗ = {γ∗
0 , . . . , γ∗

N−1} is an optimal policy.

Bellman’s equation decomposes the functional optimization problem over

sequences of admissible policies to a sequence of optimizations over admissi-

ble actions for each state at each stage.

2.2 Stationary Problems

In many problems of interest, the Markov Decision Problem (MDP) de-

scription is stage invariant: The sets Ak(s),Sk, the reward functions Rk(s, a)
and the transition probability kernels Tk(ds′|s, a) are independent of the stage

index. These problems are known as stationary MDPs; the number of stages

N may be infinite, or may be a decision variable corresponding to choosing to

stop the measurement process.

For stationary MDPs, define a stationary Markov policy Γ = {γ, γ, . . .},

where the policy at any stage does not depend on the particular stage. We refer

to stationary policy sequences in terms of the single stage policy γ, the policy

that is used at every stage. Stationary MDP formulations often lead to optimal

Markov policies which are also stationary, which allows for a simpler, time-

invariant implementation of the optimal policy. There are three commonly

used MDP formulations that lead to stationary policies with infinite horizon:

discounted reward MDPs, total reward MDPs and average reward MDPs. The

first two are commonly used models in sensor management; average reward

models are seldom used because sensor management problems do not have

statistics that are stage invariant over large numbers of stages. By choosing

the discount factor or by rewarding stopping, one can approximately limit the

horizon of the MDP problem to intervals where the statistics are stage invariant.

2.2.1 Infinite Horizon Discounted Problems. Consider the

case where the number of stages N is infinite. In order to keep the total reward

finite, the reward R includes a nonnegative discount factor β < 1 for future
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rewards, as

R =

∞∑

k=0

βkR(sk, ak) (2.11)

Assume that the rewards R(s, a) are bounded, so that the total discounted cost

R is finite. For these problems, Bellman’s equation becomes

V ∗(s) = max
a∈A(s)

R(s, a) + β

∫

s′∈S
V ∗(s′)T (ds′|a, s) (2.12)

Note that (2.12) does not involve a recursion over stages, unlike (2.9). The con-

nection is given by the following relationship. Define V 0(s) to be a bounded,

measurable function of s ∈ S. Define the sequence of functions V n(s) as

V n(s) = max
a∈A(s)

R(s, a) + β

∫

s′∈S
V n−1(s′)T (ds′|a, s) (2.13)

Then, the sequence V n(s) converges to V ∗(s), the solution of Bellman’s equa-

tion (2.12). Formally, let S, A be complete metric spaces, and let B(S) denote

the space of bounded, real-valued functions f : S −→ R with the (essen-

tial) supremum norm ‖ · ‖∞. Define the dynamic programming operator

T : B(S) −→ B(S) as

Tf(s) = max
a∈A(s)

R(s, a) + β

∫

s′∈S
f(s′)T (ds′|a, s) (2.14)

and the fixed policy operator

Tγf(s) = R(s, γ(s)) + β

∫

s′∈S
f(s′)T (ds′|γ(s), s) (2.15)

The following result characterizes the important property of the dynamic

programming operator:

Theorem 2.4 Assume that R(s, a) is bounded and β < 1. Then, the oper-

ator T is a contraction mapping with contraction coefficient β; i.e., for any

functions V, W ∈ B(S),

‖ TV − TW ‖∞ ≤ β ‖ V − W ‖∞ (2.16)

The contraction mapping theorem [35] guarantees that the sequence V n(s)
converges to a unique fixed point V = T(V ) in B(S) as n → ∞, where the

existence is guaranteed by the completeness of the space B(S) from any initial

estimate of V . This limit satisfies Bellman’s equation (2.12). The main results

in discounted dynamic programming are summarized below:



Stochastic Control Theory for Sensor Management 15

Theorem 2.5 Assume R(s, a) is bounded and β < 1. Then,

1 For any bounded function V ∈ B(S),

V ∗(s) = lim
n→∞

(TnV )(s) (2.17)

2 The optimal value function V ∗ satisfies Bellman’s equation (2.12). Fur-

thermore, the solution to the Bellman equation is unique in B(S).

3 For every stationary policy γ and for any V ∈ B(S), denote by Tγ the

dynamic programming operator when policy γ is the only admissible

policy. The expected value achieved by policy γ for each state s, denoted

as Vγ(s), is the unique solution in B(S) of the equation.

Vγ(s) = (TγVγ)(s) = lim
n→∞

(Tn
γV )(s) (2.18)

4 A stationary policy γ is optimal if and only if it achieves the maximum

reward in the Bellman equation (2.12) for each s ∈ S; i.e.,

TγV ∗ = TV ∗ (2.19)

The last property in Proposition 2.5 provides a verification theorem for es-

tablishing the optimality of a strategy given the optimal value function.

Although most sensor management applications will not have an infinite

horizon, a discounted infinite horizon model is often used as an approximation

to generate stationary policies. The choice of discount factor in these problems

sets an “effective” horizon that can be controlled to reflect the number of stages

in the problem of interest.

2.2.2 Undiscounted Total Reward Problems. Many sensor

management applications are best formulated as total reward problems where

the number of stages N can be infinite and no future discounting of value is

used. For instance, consider a search problem where there is a finite number of

areas to be searched, each of which may have an object present with a known

probability in each area. When there is a cost associated with searching an area

and a reward for finding objects in areas, an optimal strategy will search only

the subset of areas where the expected reward of searching an area exceeds the

expected cost of the search. In this problem, an admissible decision is to stop

searching; however, the number of stages before the search is stopped depends

on the stage evolution of the probabilities of areas containing objects, and is

not specified a priori.
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In undiscounted total reward problems, the accumulated reward may be-

come unbounded. Hence, additional structure is needed in the rewards to guar-

antee that optimal strategies exist, and that the optimal value function remains

finite. Following the exposition in [25], we specify two alternative assumptions

for the undiscounted problems.

Definition 2.6 Assumption P: The rewards per stage satisfy:

R(s, a) ≤ 0, for all s ∈ S, a ∈ A(s) (2.20)

Definition 2.7 Assumption N: The rewards per stage satisfy:

R(s, a) ≥ 0, for all s ∈ S, a ∈ A(s) (2.21)

In discounted reward problems, the presence of a discount factor limits the

effect of future rewards on the current choice of actions to a limited inter-

val. In contrast, undiscounted problems must consider effects of long-term re-

wards. Thus, under Assumption P, the goal must be to bring the state quickly

to a region where one can either terminate the problem or where the rewards

approach 0. Under assumption N, the objective may be to avoid reaching a

termination state for as long as possible.

As before, define the dynamic programming operator T : B(S) −→ B(S)
as

Tf(s) = max
a∈A(s)

R(s, a) +

∫

s′∈S
f(s′)T (ds′|a, s) (2.22)

and the iteration operator for a stationary policy γ as Tγ as

Tγf(s) = R(s, γ(a)) +

∫

s′∈S
f(s′)T (ds′|γ(a), s) (2.23)

A key difference with the discounted rewards problem is that the operators

T, Tγ are no longer contractions. This raises issues as to the existence and

uniqueness of optimal value functions and characterization of optimal strate-

gies. The principal results for these problems are summarized below.

Under Assumption P or N, Bellman’s equation holds, and becomes

V ∗(s) = max
a∈A(s)

R(s, a) +

∫

s′∈S
V ∗(s′)T (ds′|a, s) (2.24)

Similarly, for any stationary policy γ, one has the property that

Vγ(s) = TγVγ(s) (2.25)
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Although Bellman’s equation (2.24) holds, the solution may not be unique.

However, the optimal value is either the largest solution (under Assumption P)

or the smallest solution (under Assumption N). Specifically, under Assump-

tion P, if V satisfies V ≤ 0 and V ≤ TV , then V ≤ V ∗. Similarly, under

Assumption N, if V satisfies V ≥ 0 and V ≥ TV , then V ≥ V ∗.

Characterization of optimal strategies differs for the two cases P and N.

Under Assumption P, a stationary policy γ is optimal if and only if it achieves

the maximum reward in Bellman’s equation (2.24):

TγV ∗(s) = TV ∗(s) for all s ∈ S (2.26)

However, the sufficiency clause is not true under Assumption N. A different

characterization of optimality is needed: under Assumption N, a stationary

policy is optimal if and only if

TγVγ(s) = TVγ(s) for all s ∈ S (2.27)

Another important consequence of losing the contraction property is that

there may be no iterative algorithms for computing the optimal value func-

tion from arbitrary initial estimates. Fortunately, when the iteration is started

with the right initial condition, one can still get convergence. Specifically, let

V 0(s) = 0 for all s ∈ S, and define the iteration

V n = TV n−1, n = 1, 2, . . . (2.28)

Under Assumption P, the operator T generates a monotone sequence

V 0 ≥ V 1 ≥ . . . ≥ V n ≥ · · · , (2.29)

which has a limit (with values possibly −∞) V ∞. Similarly, under Assump-

tion N, the sequence generated by (2.28) yields

V 0 ≤ V 1 ≤ . . . ≤ V n ≤ · · · (2.30)

These limits become the optimal values under simple conditions, as indicated

below:

Theorem 2.8 Under Assumption P, if V ∞ = TV ∞ for all s ∈ S, and

V 0 ≥ V ≥ V ∗, then

lim
n→∞

TnV 0 = V ∗ (2.31)

Under Assumption N, if V 0 ≤ V ≤ V ∗,

lim
n→∞

TnV = V ∗ (2.32)
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Conditions that guarantee that V ∞ = TV ∞ under Assumption N are com-

pactness of the action sets A(s) for each s [25].

Important classes of sensor management problems that satisfy the assump-

tions in this subsection are optimal stopping problems, which are described in

the Appendix, Section 3. In these problems, one must choose between a finite

number of sensing actions, each of which has a cost that depends on the ac-

tion and state c(a, s), or stopping the sensing problem and receive a cost s(a).
For instance, the dynamic classification problems using multimodal sensing

considered in [47, 48] fit this structure: there is a cost for using sensing time

for each mode, and when the decision to stop sensing is made, the system un-

dergoes a cost related to the probability of misclassification of each target. A

similar formulation was used in [119] for underwater target classification using

multiple views. This example is discussed in Section 5.

One can formulate these optimal stopping problems as maximization prob-

lems, redefining rewards R(a, s) = −c(a, s), plus adding an additional termi-

nation state t to the state space S , corresponding to the action of termination.

Once the problem reaches a termination state, the only possible action is to

continue in this state, incurring no further rewards. The resulting problem fits

the model of Assumption P above.

2.3 Algorithms for MDPs

Bellman’s equation (2.9) provides a recursive algorithm for computation

of the optimal value function in finite horizon MDPs. For infinite horizon

problems, Bellman’s equation represents a functional equation for the optimal

value function V ∗(s). The most common algorithm for computing V ∗(s) is

known as value iteration. It consists of starting from a guess at the value func-

tion V 0(s) and generating a sequence V n(s) using the iteration (2.19). For

discounted reward problems, Theorem 2.5 establishes that this sequence con-

verges to V ∗(s) from any initial condition. For total reward problems, the value

iteration algorithm converges to V ∗(s) provided the initial condition V 0(s) is

chosen appropriately, as in Theorem 2.8.

In discounted reward problems, an optimal policy γ∗ can be generated using

(2.19) as

γ∗(s) ∈ arg max
a∈A

R(s, a) + β

∫

s′∈S
V ∗(s′)T (ds′|a, s). (2.33)

For total reward problems under Assumption P, a similar characterization fol-

lows from (2.26). Assumption P is the most appropriate model for sensor
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management with stopping criteria, as illustrated in the example later in this

chapter.

Another approach for the solution of discounted reward problems is policy

iteration. In policy iteration, the algorithm starts with a stationary policy γ0.

Given a policy γn, Bellman’s equation for a single policy is then solved to

obtain the optimal value function Vγn(s), as

Vγn(s) = R(s, γn(s)) + β

∫

s′∈S
Vγn(s′)T (ds′|γn(s), s) (2.34)

A new policy γn+1 is then generated as

γn+1(s) ∈ arg max
a∈A

R(s, a) + β

∫

s′∈S
Vγn(s′)T (ds′|a, s) (2.35)

The policy iteration algorithm requires many fewer iterations than value itera-

tion to converge. However, each iteration is more complex, as it requires the

solution of a functional equation to obtain the value of a single policy. An

approximate form of policy iteration is often used, where (2.34) is solved ap-

proximately using a few value iterations.

3. Partially Observed Markov Decision
Problems

The primary assumption underlying the MDP theory discussed in the previ-

ous section is that the state of the system, sk, is observed perfectly at each stage

k. In many sensor management applications, the full state is not observed at

each stage; instead, some statistics related to the underlying state are observed,

which yield uncertain information about the state. These problems are known

as Partially Observed Markov Decision Problems (POMDPs) as the observa-

tions yield only partial knowledge of the true state. POMDPs are also known

as partially observable Markov decision processes.

Definition 2.9 A Partially Observed Markov Decision Process (POMDP)

consists of

A discrete stage index k ∈ {0, 1, . . . , N}, N ≤ ∞
A finite set of possible states Sk for each stage index k, with cardinality

|Sk|
An initial probability distribution π0(s) over the finite set S0, where

π0(s) ≡ P(s0 = s).
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A finite set of possible actions Ak for each stage index k

State transition probability matrices Tk(s
′|s, a), where Tk(s

′|s, a) ≡
P(sk+1 = s′|sk = s, ak = a),

A real-valued single stage reward function Rk(s, a) and an overall ob-

jective J which is additive across stages

A finite set of possible observations Yk for each stage k

An observation probability likelihood Qk(y|s, a), where

Qk(y|s, a) ≡ P(yk = y|sk = s, ak = a)

Unlike the MDP model, the sets Sk, Ak and the observation sets Yk are as-

sume to be finite. The initial distribution π0(s) and the transition probability

distributions T (s′|s, a) define a controlled Markov chain given a sequence of

decisions a0, a1, . . .. The observations yk are assumed to be conditionally in-

dependent for different k, with distribution depending only on the current state

sk and the current action ak. Note that the choice of action ak affects the gener-

ation of observations; this model represents the sensor management problem,

where choice of sensing actions determine what information is collected.

We assume that past decisions, plus past values of the observations, are

available to select the choice of next decision. Let Ik denote the information

available at stage k for selecting action ak, defined as:

Ik = {a0, y0, . . . , ak−1, yk−1} (2.36)

Note that this information does not include any observations of past states. Due

to the finite assumption on the action and observation spaces, the number of

possible information sets Ik is also finite. As in MDPs, a policy at stage k is

a deterministic mapping γk(Ik), from the set of all possible information states

{Ik} to Ak. Such policies are causal, in that they select current actions based

on past information only. Similarly, an admissible policy for POMDPs is a

sequence Γ ≡ {γ0, . . . , γN−1} with the property that γk(Ik) ∈ Ak.

An admissible policy generates a random state trajectory sk, k = 0, . . . , sN ,

an observation trajectory yk, k = 0, . . . , N−1 and an action trajectory ak, k =
0, . . . , N − 1. The causal sequence corresponds to the following: Given infor-

mation Ik, the policy generates an action ak = γk(Ik). Given this action ak, a

new observation yk is collected, and the state transitions from sk to sk+1. The

action ak and the observation yk are added to the information set Ik to generate

Ik+1. This causal chain is illustrated in figure 2.2. The policy γ will generate

sequences of well-defined random variables corresponding to the state, action

and reward trajectories.
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Figure 2.2. Illustration of sequential actions and measurements

Similar to the MDP formulation, there is a total reward R associated with

these trajectories that is additive across stages:

R ≡ RN (sN ) +
N−1∑

k=0

Rk(sk, ak) (2.37)

Given an admissible policy Γ, the total reward R becomes a well-defined

random variable with expectation EΓ[R]. The objective of POMDP problem

is to select an admissible policy that maximizes the expected total reward

maxEγ

[
RN (sN ) +

N−1∑

k=0

Rk(sk, ak)

]
(2.38)

3.1 MDP Representation of POMDPs

The POMDP problem can be converted to a standard MDP problem, where

the underlying state corresponds to the information sets Ik. Note that these

sets take values in discrete sets, and evolve according to the simple evolution

Ik+1 = Ik ∪ {ak, yk} (2.39)

To show the equivalent MDP problem, consider the objective of maximizing

the expected reward. For any policy Γ, the smoothing property of conditional

expectations yields

Eγ

[
RN (sN ) +

N−1∑

k=0

Rk(sk, ak)

]
(2.40)

= Eγ

[
Eγ [RN (sN )|IN ] +

N−1∑

k=0

Eγ [Rk(sk, ak)|Ik, ak]

]
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Define the equivalent reward function R̂(Ik, ak) as

R̂(Ik, ak) = Eγ [Rk(sk, ak)|Ik, ak] (2.41)

Note that the conditional expectation in (2.41) does not depend on the specific

strategies γ, since all the past action values and past observation values are part

of Ik. To show equivalence to an MDP, we have to establish that (2.39) gener-

ates a Markov transition probability kernel that describes the random evolution

of Ik+1 given Ik. This requires that

P(Ik+1|Ik, ak, Ik−1, . . . , I0) = P(Ik+1|Ik, ak) (2.42)

To show this is true, note that the only conditionally random component of

Ik+1 given Ik, ak is the observation yk. Thus, one has to show that

P(yk|ak, Ik, Ik−1, . . . , I0) = P(yk|ak, Ik), (2.43)

which follows because Ij ⊂ Ik, j < k.

The above argument establishes that a POMDP is equivalent to an MDP

with states corresponding to the information sets Ik, and Markov dynamics

corresponding to (2.39), and Markov transition probabilities given by (2.42).

Hence, all of the results discussed in the previous section can be applied to

this problem. In particular, for N finite, there exists an optimal value function

V ∗(Ik, k) that satisfies Bellman’s equation

V ∗(Ik, k) = max
a∈Ak

R̂(Ik, a) + Eyk
[V ∗(Ik ∪ {yk, a}, k + 1)] (2.44)

and the optimal strategies satisfy

γ∗
k(Ik) ∈ argmax

a∈Ak

R̂(Ik, a) + Eyk
[V ∗(Ik ∪ {yk, a}, k + 1)] (2.45)

However, it is difficult to extend this characterization to infinite horizon

problems because the set of possible information sets Ik grows larger as k
increases. An alternative parameterization is possible using the concept of

sufficient statistics for control [225, 24, 25]. A sufficient statistic is a function

hk(Ik) such that the maximization in (2.45) is achieved by a function of hk(Ik)
instead of all of Ik. To show that a statistic is sufficient for control, it is enough

to show that the right hand side of (2.40) depends on Ik only through hk(Ik).
A sufficient statistic for stochastic control problems such as POMDPs is the

posterior distribution πk(s) = P(sk = s|Ik), the conditional probability that

the state sk takes the value s given past information Ik.
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Given a bounded function g : Sk → R, we use the notation

< g, πk >= E [g(sk)|Ik] =
∑

s∈Sk

g(s)πk(s). (2.46)

Since Sk is a finite set, these bounded functions are real-valued |Sk| dimen-

sional vectors, and < · > is an inner product. Define the function rk(ak)(sk) ≡
R(sk, ak). Then, (2.40) becomes

Eγ

[
RN (sN ) +

N−1∑

k=0

Rk(sk, ak)

]
= Eγ

[
< RN , πN > +

N−1∑

k=0

< r(ak), πk >

]
,

which establishes that the sequence πk, k = 0, . . . , N is a sufficient statistic

for POMDPs.

Given the independence assumptions of the POMDP model, one can com-

pute a controlled Markov evolution for the sufficient statistic πk as follows:

πk(sk) = P(sk|Ik) = P(sk|Ik−1, ak−1, yk−1)

=
∑

sk−1

P(sk, sk−1|Ik−1, ak−1, yk−1)

=
∑

sk−1

P(sk|sk−1, Ik−1, ak−1, yk−1) P(sk−1|Ik−1, ak−1, yk−1)

=
∑

sk−1

T (sk|sk−1, ak−1) P(sk−1|Ik−1, ak−1, yk−1), (2.47)

where the last equality follows from the Markov evolution of sk given the

actions ak. We can further simplify the right hand side using Bayes’ rule as

P(sk−1|Ik−1,ak−1, yk−1) =
P(sk−1, yk−1|Ik−1, ak−1)

P(yk−1|Ik−1, ak−1)

=
P(yk−1|sk−1, ak−1) P(sk−1|Ik−1)

P(yk−1|Ik−1, ak−1)

=
Qk−1(yk−1|sk−1, ak−1)πk−1(sk−1)∑
σ∈Sk−1

Qk−1(yk−1|σ, ak−1)πk−1(σ)
(2.48)

The resulting evolution is given by

πk(s) =
∑

sk−1∈Sk−1

Tk−1(s|sk−1, ak−1)
Qk−1(yk−1|sk−1, ak−1)πk−1(sk−1)∑
σ∈Sk−1

Qk−1(yk−1|σ, ak−1)πk−1(σ)

≡ T̂k−1(πk−1, yk−1, ak−1) (2.49)
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This evolution is a function of the causal dependencies depicted in Figure 2.2.

A different order can be used (e.g. [173, 248, 162]) where the information set

Ik includes the observation yk, which is generated as depending on the states

sk and action ak−1. The reason for the difference is that, in sensor manage-

ment problems, decisions are chosen primarily to control the measurements

obtained, and not the underlying state sk. In contrast, standard POMDP for-

mulations focus on using decisions to control the underlying state evolution.

Using sufficient statistics allows us to define an equivalent MDP with state

πk at stage k, and objectives (2.44). In the POMDP literature, these states are

referred to as information states or belief states (See Appendix, Section 2). In

terms of these information states, Bellman’s equation (2.44) becomes

V ∗(π, k) = max
a∈Ak

< rk(a), π > +
∑

y∈Y

V ∗(T̂k(π, y, a), k + 1) P(y|Ik, a),

(2.50)

where

P(y|Ik, a) ≡ Pk(y|πk, a) =
∑

s′∈Sk

Qk(y|s′, a)πk(s
′) (2.51)

3.2 Dynamic Programming for POMDPs

The use of sufficient statistics allows for a constant-dimension representa-

tion of the underlying MDP state as the horizon increases. The information

state now takes values in π|Sk|, the simplex of probability distributions on Sk.

When Sk ≡ S and Ak ≡ A are constant in k, and the transition probabilities

Tk, measurement probabilities Qk and rewards R(s, a) do not depend on k,

one can define stationary problems as in MDPs with infinite horizons, with or

without discounting, and apply the MDP theory to the POMDP problem with

the information state representation. The resulting discounted cost Bellman

equation with discount factor β is

V ∗(π) = max
a∈A

< r(a), π > +β
∑

y∈Y

V ∗(T̂k(π, y, a)) P(y|π, a) (2.52)

The equivalent MDP using information states has a special structure where

the immediate reward associated with an action is a linear function of the state.

Sondik [219, 218, 220] exploited this property to obtain a unique characteriza-

tion for the solution of Bellman’s equation (2.50). Sondik observed that

V ∗(π, N) =< rN , π > (2.53)

is a linear function of π. Analyzing the recursion, this leads to the conjecture

that, for k < N , there exists a set of real-valued vectors Hk, of dimension |Sk|,
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such that

V ∗(π, k) = max
h∈Hk

< h, π >, (2.54)

which implies that V ∗(π, k) is a piecewise linear, convex function of π. This

can be established by induction, as it is true for k = N . Assuming the inductive

hypothesis that such a representation is valid at k + 1, and Hk+1 is known,

Bellman’s equation yields

V ∗(π, k) = max
a∈Ak

< rk(a), π > +
∑

y∈Yk

V ∗(T̂k(π, y, a), k + 1)Pk(y|π, a)

= max
a∈Ak

< rk(a), π > +
∑

y∈Yk

max
h∈Hk+1

< h, T̂k(π, y, a) > Pk(y|π, a)

= max
a∈Ak

< rk(a), π > +
∑

y∈Yk

max
h∈Hk+1

< h,
∑

s′∈Sk

Tk(·|s, a)Qk(y|s, a)π(s) >

where the denominator in T̂ cancels the multiplication by Pk(y|π, a). This can

further be simplified as

V ∗(π, k)=max
a∈Ak

∑

y∈Yk

max
h∈Hk+1

<
rk(a)

|Yk|
+

∑

σ∈Sk

h(σ)Tk(σ|·, a)Qk(y|·, a), π >,

(2.55)

where |Yk| is the number of possible observation values. Note that the sum

of a finite number of piecewise linear, convex functions of π is also a piece-

wise linear convex function, and the maximum of a finite number of piecewise

linear convex functions is again a piecewise linear, convex function, which

establishes the induction. Furthermore, a new set Hk containing the needed

linear support functions can be computed as

Hk = {h ∈ B(Sk) : h(s) = Rk(a, s) +
∑

y∈Yk

∑

σ∈Sk+1

hy
k+1(σ)·

Tk(σ|s, a)Qk(y|s, a) for some hy
k+1 ∈ Hk+1, a ∈ Ak} (2.56)

The set Hk defined above contains far more linear support functions than are

necessary to define V ∗(π, k) in (2.54); specifically, there are many functions

h ∈ Hk for which there is no information state π such that V ∗(π, k) =
< h, π >. Thus, efficient algorithms for solution of POMDP problems focus

on finding small subsets of Hk which are sufficient for defining V ∗(π, k). The

details of these algorithms are beyond the scope of this overview chapter, and

can be found in review articles such as [162, 45, 46, 159, 189, 173]. The key

in all of these algorithms is that, given a specific information state π at stage k
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and the set Hk+1 of support functions, one can use (2.55) to construct the linear

support function h for which V ∗(π, k) =< h, π >. By judiciously choosing

the information states π for which this is done, one can generate a minimal set

of support functions for defining V ∗(π, k) recursively. In general, the number

of linear support pieces still grows exponentially with the number of stages,

limiting the application of numerical techniques to small horizon problems or

problems with special structure.

4. Approximate Dynamic Programming

The dynamic programming algorithms described above often require exten-

sive computation to obtain an optimal policy. For MDPs, one has to compute

a value function indexed by the number of states, which could be uncountable.

For POMDPs with finite state spaces, the value functions depend on the infor-

mation states, which are probability vectors of dimension equal to the number

of states. This has led to a number of Approximate Dynamic Programming

(ADP) techniques [16, 28, 26] that are used to reduce the required computa-

tions. Such approximations form the basis for the results in Chapters 7 and 5.

We discuss the nature of these approximations briefly for the case of discounted

infinite horizon MDPs.

The foundation for most ADP techniques is the characterization of optimal

strategies in (2.33)

γ∗(s) ∈ arg max
a∈A

R(s, a) + β

∫

s′∈A
V ∗(s′)T (ds′|a, s) (2.57)

If the optimal value function V ∗(s) were available, one can compute the opti-

mal action at the current state s by performing the above maximization. ADP

techniques compute an approximation Ṽ ∗(s) to the optimal value function

V ∗(s) and use (2.57) to generate decisions for each state.

There are three classes of ADP techniques commonly used in the literature.

Offline learning techniques [16, 230] use simulation and exploratory strategies

such as temporal difference learning to learn functional approximations Ṽ ∗(s)
to the optimal value function. These are typically used for problems where the

dynamical model is well-understood; a powerful application was demonstrated

by Tesauro [230] in the context of backgammon. Rollout techniques [26, 207]

use real-time simulation of suboptimal policies to evaluate an approximation to

the future expected reward in (2.57); these are typically used when the problem

instance is not known a priori, so that simulations are not readily implemented.

Problem Approximation techniques [49, 48, 245, 205] use the exact value func-

tion computed for an approximate problem with special structure as surrogates
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for the optimal value function. These techniques exploit special classes of

stochastic control problems that have simple solutions, such as the multi-armed

bandit problems of Chapter 6 or one-step lookahead problems.

The effectiveness of ADP depends on the choice of technique and the prob-

lem structure. Specific ADP techniques tailored to sensor management prob-

lems are discussed in greater detail in Chapters 5 and 7.

5. Example

We conclude this chapter with an example consisting of selecting measure-

ments to classify underwater elastic targets at unknown orientations using ac-

tive acoustic sensors, described in greater detail in [119]. The scattered fields

from each target depend on target type and the target-sensor orientation [200].

Typically, there are contiguous ranges of orientations for which the scattering

physics is relatively stationary for each target type. Assuming that the targets

of interest are rotationally symmetric, and the scattered fields are observed in

a plane bisecting the axis of symmetry, the scattered fields at a fixed radial

distance are characterized by a single orientation angle φ and the target type.

We model this problem as a POMDP. The underlying discrete states Sk con-

sist of five target types and five discrete orientation bins from 0 to 90o. Actions

correspond to taking a measurement of the object from a given angular posi-

tion in a fixed coordinate system. Assuming that the objects are moving, there

is a Markov model for transitions from one relative orientation bin to another

given measurements, since moving the sensor to a different angular location

will change the relative orientation. Furthermore, there will be some random

relative angular changes created by target motion. This is captured by a finite

state Markov chain model that depends on the chosen action (measurement

position).

A sensing action a at stage k corresponds to selecting a change in relative

measurement angle ∆Φ for movement of the sensor position from its previous

position. As discussed above, there is a state transition probability Tk(s
′|s, a)

associated with this action. Furthermore, this action generates an observation

yk which is related to the underlying state: the true object type and the quan-

tized relative observation angle. To continue the development of the POMDP

formulation, one must describe the finite set of possible values Y , and the ob-

servation probability likelihoods Qk(y|s, a). For this application, we collected

measured scattered fields for each target as a function of relative angle, with

data sampled in 1◦ increments. Figure 2.3 shows a plot of the magnitude of the

discrete Fourier transform of the measured scattered fields, for two of the five

targets, as a function of relative sensing angle φ. The time-domain scattered
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fields from each target were processed using matching pursuits [200, 201, 169]

to extract a set of feature vectors. The feature vectors were collected across all

target-sensor orientations and target types, and vector quantization (VQ) was

performed [96], leading to a finite number of possible observation values Y .

The error statistics of the vector quantization algorithm were used to generate

the observation likelihoods Q(y|s, a), which were assumed to be stationary.

For these experiments, the number of VQ codes (possible observations) was

25. The number of possible observation directions was discretized to 11 direc-

tions, at increments of 5◦, with a maximum displacement of 50◦.

Figure 2.3. Scattered fields (magnitude) as a function of sensing angle.

After performing k observation actions, starting at stage 0, the information

state πk can be computed as in (2.49). To complete the POMDP description,

one needs a description of the objective. Let Cuv denote the cost of declaring

the object under interrogation to be target u, when in reality it is target v,

where u and v are members of the five targets of interest. Given the collected

information, one can choose to make a classification decision based on the

current information, or to continue collecting information. If one chooses to

make a classification decision, the selected label will be the one that minimizes

the Bayes cost given the available information:

Target class = arg min
u

5∑

v=1

Cuv

∑

s∈Sv

πk(s), (2.58)

where Sv is the set of discrete states associated with target v. In terms of

the maximization formulation discussed previously, a classification decision

incurs a negative reward, corresponding to the expected Bayes cost. Note that

this increases the set of potential control actions at any stage Ak, as one can
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choose to either select a new measurement, or make one of 5 classification

decisions. Making a classification decision places the state into an absorbing

state, from which there are no further transitions or rewards associated with the

state.

In addition to the classification costs, there are costs associated with any

sensing action, which may depend on the cost of moving the relative angle

displacement ∆φ. This cost will be independent of the underlying state sk

of the system, and is set to the value 1 in the results below, independent of

the angle displacement. Using negative costs as rewards, this implies that, for

sensing actions a, Rk(s, a) ≡ −1 for all s ∈ S. For classification actions

a = u, Rk(s, a) ≡ −Cu,v if s ∈ Sv. The classification costs Cuv have a

uniform penalty for errors as Cuv = Cc for all u �= v, and Cuu = −10 (a

reward of 10 is obtained upon correct classification); the error penalty will be

varied in the experiments. In terms of overall reward R, the goal is to maximize

the discounted infinite horizon reward

R = E

[
∞∑

k=0

βkR(sk, ak)

]
, (2.59)

where the discount factor β is chosen to be 0.99.

Denote by s0 the special state in S which results from making a final classi-

fication decision. Note that πk(s0) = 0 until a classification decision is made,

and πk(s0) = 1 for all k after a classification decision is made. Let Am ⊂ A
be the admissible decisions to collect further measurements, and Ac ⊂ A be

the admissible decisions to make a classification.

Bellman’s equation for this POMDP is given by (2.50), for all π such that
π(s0) = 0, as

V ∗(π) = max[ max
a∈Am

< R(s, a), π >,−1 + β max
a∈Ac

∑

y∈Y

V ∗(T̂ (π, y, a)) P(y|π, a)]

This can be solved using the value iteration algorithm, starting from the

piecewise linear approximation V (π) = maxa∈Am < R(s, a), π >. After a

finite number of iterations, the value function will be a piecewise linear, convex

function (cf. (2.55)).

In the results below, the optimal value function was computed approxi-

mately using the point-based value iteration (PBVI) algorithm [189], which

limits the number of linear support functions to those which support the value

function at a given finite set of information states π ∈ π|S|. This yields a lower

bound on the optimal value function, which converges to the optimal value

function as the discrete set of information states increases to fill the space of

information states [162].
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The POMDP formulation discussed above yields a non-myopic multi-stage

sensor management policy, mapping belief states into actions that trade off im-

mediate rewards for acquiring information to make better decisions. It is an

adaptive stopping policy, in that the decision to make a final classification de-

pends on the information state. However, its computational complexity can be

significant unless the number of discrete linear support functions is restricted.

Alternative sensor management policies with reduced computation require-

ments can be developed using different POMDP formulations. For instance,

one can consider an alternative adaptive policy, generated by a one-step looka-

head POMDP: at each stage k, given an information state πk that has not yet

reached the classification state, select action ak as

ak(πk) = arg max[ max
a∈Am

< R(s, a), πk >,−1+

β max
a∈Ac

∑

y∈Y

max
a∈Am

< R(s, a), T̂ (πk, y, a)) > P(y|π, a)]

That is, decide the current choice of action by evaluating the benefit of making

a classification decision at k, or taking one additional measurement and mak-

ing a classification decision afterward. At every new stage k, this problem is

solved to determine the current action ak; this approach is known in control

theory as receding horizon control or model-predictive control, and yields a

low-complexity approximation to the longer horizon control problems.

Another approach to generating a sensor management policy is to use a

finite horizon POMDP formulation that takes a fixed number of observations

T before making a classification decision. The resulting policy does not stop

adaptively, but instead performs a classification decision at stage T .

Figure 2.4(a) shows the classification accuracy achieved versus expected

number of measurements taken for three algorithms: The POMDP algorithm

with adaptive stopping, the one-step lookahead adaptive stopping algorithm,

and the non-adaptive stopping algorithm with fixed number of views. Each

point in the graph for the adaptive algorithms was generated by varying the

cost of an erroneous classification Cc from 15 to 150. For the non-adaptive

stopping algorithm, the number of measurement actions was varied. The re-

sults represent the average performance of the strategies using Monte Carlo

simulations, averaging over possible initial conditions of the target type and

orientation and measurement values.

Figure 2.4(a) highlights the advantages of adaptive stopping policies over

the fixed stopping policy. Adaptive stopping exploits the availability of good

measurements in determining whether additional measurements would be valu-

able. The results also highlight a small increase in performance when using the
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Figure 2.4. a) Classification performance of the different sensor scheduling algorithms as a

function of the average number of actions. b) Classification performance versus classification

error cost for adaptive stopping policies.
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full POMDP adaptive policy versus the one-step lookahead (single stage) pol-

icy, as expected.

Figure 2.4(b) presents classification performance for the two adaptive stop-

ping algorithms versus the misclassification cost Cc. Note that the one-step

lookahead algorithm underperforms the full horizon algorithm, as it underes-

timates the amount of information that can be acquired in the future (because

it is one-step lookahead). As a consequence, the one-step lookahead algorithm

tends to make classification decisions earlier, resulting in a loss of classifica-

tion performance.

6. Conclusion

This chapter presented an overview of the models and algorithms used for

sequential decision making under uncertainty, with a focus on sensor man-

agement models. Accumulated information is modeled as a Markov state that

evolves in response to selection of sensor actions. Using a reward structure

that is additive over time, we discussed the application of stochastic dynamic

programming to characterize both the optimal rewards and optimal strategies

in these classes of problems. We also presented alternative formulations of

rewards, from finite horizon rewards to infinite horizon discounted and undis-

counted rewards.

The models presented in this chapter form the foundation for sensor man-

agement applications that plan over temporal sequences of sensor actions and

adapt to the information observed. Such models are exploited in Chapters 5,

6, 7, 9 and 10 for addressing specific sensor management applications. The

next chapter develops information theoretic reward functions that are combined

with the joint particle filtering methods of Chapter 4 to implement approximate

POMDP sensor management algorithms discussed in Chapter 5.
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1. Introduction

A good sensor management algorithm should only schedule those sensors

that extract the highest quality information from the measurements. In recent

years, several developers of new sensor management algorithms have used this

compelling “folk theorem” as a fundamental design principle. This principle

relies on tools of information theory to quantify and optimize the information

collection capability of a sensor management algorithm. Any design method-

ology that uses such a guiding principle can be called an information theoretic

approach to sensor management. This chapter reviews several of these ap-

proaches and explains the relevant information theory behind them.

A principal motivation behind information theoretic sensor management

systems is that the system should be able to accommodate changing priori-

ties in the mission of the sensing system, e.g., target detection, classification,
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or identification, as situational awareness evolves. Simply stated, the princi-

pal advantage of the information theoretic approach is that it simplifies system

design by separating it into two independent tasks: information collection and

risk/reward optimization. The sensor manager can therefore focus on the first

task, optimizing information extraction, leaving the more complicated mission-

specific details of risk-optimal tracking or classification to a downstream algo-

rithm. In other words, information theoretic sensor management approaches

substitute a mission-independent surrogate reward function, the extracted in-

formation, for the mission-specific reward function of the standard POMDP

approach described in Chapter 2.

Information theoretic approaches to selecting between different sources (sen-

sors) of measurement have a long history that can be traced back to R. A.

Fisher’s theory of experimental design [82, 81], a field which remains very

active to this day. In this setting one assumes a parametric model for the mea-

surement generated by each sensor. Selecting a sensor is equivalent to selecting

the likelihood function for estimating the value of one of the parameters. The

mean (negative) curvature of the log likelihood function, called the Fisher in-

formation, is adopted as the reward. The optimal design is given by the choice

of sensor that maximizes the Fisher information. When combined with a max-

imum likelihood parameter estimation procedure, the mission-specific part of

the problem, this optimal design can be shown to asymptotically minimize the

mean squared error as the number of measurements increases. Such an ap-

proach can be easily generalized to multiple parameters and to scheduling a

sequence of sensor actions. However, it only has guaranteed optimality prop-

erties when a large amount of data is available to accurately estimate these

parameters.

If one assumes a prior distribution on the parameters one obtains a Bayesian

extension of Fisher’s approach to optimal design. In the Bayesian setting each

sensor’s likelihood function induces a posterior density on the true value of

the parameter. Posterior densities that are more concentrated about their mean

values are naturally preferred since their lower spread translates to reduced pa-

rameter uncertainty. A monotone decreasing function of an uncertainty mea-

sure can be used as a reward function. The standard measure of uncertainty is

the variance of the posterior, which is equal to the mean squared error (MSE)

of the parameter estimator that minimizes MSE. A closely related reward is

the Bayesian Fisher information, which is an upper bound on 1/MSE and has

been proposed by [105]. These measures are only justifiable when minimum

MSE makes sense, i.e., when the parameters are continuous and when the pos-

terior is smooth (twice differentiable). An alternative measure of spread is the

entropy of the posterior. Various measures of entropy can be defined for either

discrete or continuous parameters and these will be discussed below.
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In active sensor management where sensors are adaptively selected as mea-

surements are made a more sensible strategy might be to maximize the rate

of decrease of parameter uncertainty over time. This decrease in uncertainty

is more commonly called the information gain and several relevant measures

have been proposed including: the change in Shannon entropy of successive

posteriors [109, 108]; the Kullback divergence [204, 125, 165]; and the Rényi

divergence [144] between successive posteriors. Shannon and Rényi diver-

gence have strong theoretical justification as they are closely related to the rate

at which the probability of decision error of the optimal algorithm decreases to

zero.

The chapter is organized as follows. We first give relevant information the-

ory background in Section 2, describing various information theoretic mea-

sures that have been proposed for quantifying information gains in sensing and

processing systems. Then in Section 3 we describe methods of single stage

optimal policy search driven by information theoretic measures. In Section 5

we show that in a precise theoretical sense that information gain can be inter-

preted as a proxy for any measure of performance. Finally, we turn to illustra-

tive examples including sensor selection for multi-target tracking applications

in Section 6 and waveform selection for hyperspectral imaging applications in

Section 7.

2. Background

The field of information theory was founded by Claude Shannon in the

mid-twentieth century [208] and has had an enormous impact on science in

general, and in particular on communications, signal processing, and control.

Shannon’s information theory has been the basis for breakthroughs in digi-

tal communications, data compression, and cryptography. A central result of

information theory is the data processing theorem: physical processing of a

signal cannot increase the amount of information it carries (see Section 1 of

the Appendix). Thus one of the main applications of information theory is

the design of signal processing and communication systems that preserve the

maximum amount of information about the signal. Among many other design

tools, information theory has led to optimal and sub-optimal techniques for

source coding, channel coding, waveform design, and adaptive sampling. The

theory has also given general tools for assessing the fundamental limitations

of different measurement systems, e.g., sensors, in achieving particular objec-

tives such as detection, classification, or tracking. These fundamental limits

can all be related to the amount of information gain associated with a specific

measurement method and a specific class of signals. This leads to informa-

tion gain methods of sensor management when applied to systems for which
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the user has the ability to choose among different types of sensors to detect an

unknown signal. This topic will be discussed in the next section of this chapter.

Information theory provides a way of quantifying the amount of signal-

related information that can be extracted from a measurement by its entropy,

conditional entropy, or relative entropy. These information measures play cen-

tral roles in Shannon’s theory of compression, encryption, and communication

and they naturally arise as the primary components of information theoretic

sensor management.

2.1 α-Entropy, α-Conditional Entropy, and
α-Divergence

The reader is referred to Section 1 of the Appendix for background on Shan-

non’s entropy, conditional entropy, and divergence. Here we discuss the more

general α-class of entropies and divergence used in the subsequent sections of

this chapter.

Let Y be a measurement and S be a quantity of interest, e.g., the position

of a target or the target identity (i.d.). We assume that Y and S are random

variables with joint density pY,S(y, s) and marginal densities pY and pS , re-

spectively. By convention, a random variable is denoted by a capital letter,

e.g., Y , and its lowercase counterpart, e.g., y, denotes a realization. To sim-

plify notation we sometimes will drop the subscript on densities, e.g., pS(s)
replaced by p(s), when there is little danger of ambiguity.

As discussed in Section 1 of the Appendix, the Shannon entropy of S, de-

noted H(S), quantifies uncertainty in the value of S before any measurement

is made, called the prior uncertainty in S. High values of H(S) imply high un-

certainty about the value of S. A more general definition than Shannon entropy

is the alpha-entropy, introduced by I. Csiszár and A. Rényi [195]:

Hα(S) =
1

1 − α
logE[pα−1

S (S)] =
1

1 − α
log

∫
pα

S(s)ds, (3.1)

where we constrain α to 0 < α < 1. The alpha-entropy (3.1) reduces to the

Shannon entropy (12.1) in the limit as α goes to one:

H1(S)
def
= lim

α→1
Hα(S) = −

∫
pS(s) log pS(s)ds.

The conditional α-entropy of S given Y is the average α-entropy of the

conditional density pS|Y and is related to the uncertainty of S after the mea-

surement Y is made, called the posterior uncertainty. Similarly to (3.1) the
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conditional alpha-entropy is defined as

Hα(S|Y ) =
1

1 − α
logE[pα−1

S|Y (S|Y )] (3.2)

=
1

1 − α
log

∫ ∫
pα

S|Y (s|y)pY (y)dsdy,

where again 0 < α < 1. A high quality measurement will yield a posterior

density with low Hα(S|Y ) and given the choice among many possible sensors,

one would prefer the sensor that yields a measurement that induces the lowest

possible conditional entropy. This is the basis for entropy-minimizing sensor

management strategies.

We will also need the point conditioned α-entropy of S given Y defined as

Hα(S|Y = y) =
1

1 − α
logE[pα−1

S|Y (S|Y )|Y = y] =
1

1 − α
log

∫
pα

S|Y (s|y)ds.

As contrasted with the point conditioned α-entropy Hα(S|Y = y), which is a

function of the conditional density function pS|Y and y, Hα(S|Y ) is a function

of the joint density function pS,Y but not a function of Y . These two entropies

are related by Hα(S|Y ) =
∫
Hα(S|Y = y)pY (y)dy.

A few comments about the role of the parameter α ∈ [0, 1] are necessary. As

compared to pS|Y , pα
S|Y is a function with reduced dynamic range. Reducing

α tends to make Hα(S|Y ) more sensitive to the shape of the density pS|Y in

regions of s where pS|Y (s|y) ≪ 1. As will be seen in Section 6, this behavior

of Hα(S|Y ) can be used to justify different choices for α in measuring the

reduction in posterior uncertainty due to taking different sensor actions.

As discussed in the Appendix, Section 1, given two densities p, q of a ran-

dom variable S the Kullback-Leibler divergence KL(p‖q) is a measure of simi-

larity between them. Rényi’s generalization, called the Rényi alpha-divergence,

is

Dα(p‖q) =
1

α − 1
log

∫ (
p(s)

q(s)

)α

q(s)ds, (3.3)

0 < α < 1. There are other definitions of alpha-divergence that can be

advantageous from a computational perspective, see e.g., [102], [6, Section

3.2] and [229]. These alpha-divergences are special cases of the information

divergence, or f -divergence [66], and all have the same limiting form as α →
1. Taking this limit we obtain the Kullback-Leibler divergence

KL(p‖q) = D1(p‖q) def
= lim

α→1
Dα(p‖q).
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In the sequel the conditional α-divergence will be extensively used in defin-

ing the information gain. Let pX|Y (x|y) and pX|Z(x|z) be two conditional

densities of a random variable X given random variables Y and Z, respec-

tively. The point conditioned α-divergence given Y and Z is defined as

Dα(pX|Y (·|y)‖pX|Z(·|z)) =
1

α − 1
log

∫ (
pX|Y (x|y)

pX|Z(x|z)

)α

pX|Z(x|z)dx,

and a shorthand notation will sometimes be used for this quantity: Dα(Y, Z).

The simple multivariate Gaussian model arises frequently in applications.

When p0 and p1 are multivariate Gaussian densities over the same domain

with mean vectors μ0, μ1 and covariance matrices Λ0, Λ1, respectively, [106]:

Dα(p1‖p0) (3.4)

= − 1

2(1 − α)
log

|Λ0|α|Λ1|1−α

|αΛ0 + (1 − α)Λ1|
+

α

2
∆μ⊺(αΛ0 + (1 − α)Λ1)

−1∆μ

where ∆μ = μ1 − μ0 and |A| denotes the determinant of square matrix A.

2.2 Relations Between Information Divergence
and Risk

While defined independently of any specific mission objective, e.g., making

the right decision concerning target presence, it is natural to expect a good

sensing system to exploit all the information available about the signal. Or,

more simply put, one cannot expect to make accurate decisions without good

quality information. Given a probability model for the sensed measurements

and a specific task, this intuitive notion can be made mathematically precise.

2.2.1 Relation to Detection Probability of Error: the Cher-
noff Information. Let S be the indicator function of some event, i.e.,

a realization S = s is either 0 or 1, and P(S = 1) = 1 − P(S = 0) = p, for

known parameter p ∈ [0, 1]. Relevant events could be that a target is present

in a particular cell of a scanning radar or that the clutter is of a given type. Af-

ter observing the sensor output Y it is of interest to decide whether this event

occurred or not and this can be formulated as testing between the hypotheses

H0 : S = 0 (3.5)

H1 : S = 1 .

A test of H0 vs. H1 is a decision rule φ that maps Y onto {0, 1} where if

φ(Y ) = 1 the system decides H1; otherwise it decides H0. The 0-1 loss
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associated with φ is the indicator function L0−1(S, φ(Y )) = φ(Y )(1 − S) +
(1−φ(Y ))S. The optimal decision rule that minimizes the average probability

of error Pe = E[L0−1(S, φ)] is the maximum a posteriori (MAP) detector

denoted φ∗

φ∗(Y ) =

{
1, if

p(S=1|Y )
p(S=0|Y ) > 1

0, otherwise
.

The average probability of error P ∗
e of the MAP detector satisfies the Cher-

noff bound [64, Section 12.9]

P ∗
e ≥ exp

(
log

∫
pα∗

Y |S(y|1)p1−α∗

Y |S (y|0) dy

)
, (3.6)

where

α∗ = argmin
0≤α≤1

∫
pα

Y |S(y|1)p1−α
Y |S (y|0)dy.

The exponent in the Chernoff bound is identified as a scaled version of the

α-divergence Dα∗

(
pY |S(·|1)‖pY |S(·|0)

)
, called the Chernoff exponent or the

Chernoff information, and it bounds the minimum log probability of error. For

the case of n conditionally i.i.d. measurements Y = [Y1, . . . , Yn]⊺ given S, the

Chernoff bound becomes tight as n → ∞ in the sense that

− lim
n→∞

1

n
log Pe = (1 − α∗)Dα∗

(
pY |S(·|1)‖pY |S(·|0)

)
.

Thus, in this i.i.d. case, it can be concluded that the minimum probability of

error converges to zero exponentially fast with rate exponent equal to the Cher-

noff information.

2.2.2 Relation to Estimator MSE: the Fisher Information.
Now assume that S is a scalar signal and consider the squared loss (S −

Ŝ)2 associated with an estimator Ŝ = Ŝ(Y ) based on measurements Y . The

corresponding risk E[(S − Ŝ)2] is the estimator mean squared error (MSE),

which is minimized by the conditional mean estimator Ŝ = E[S|Y ]

min
Ŝ

E[(S − Ŝ)2] = E[(S − E[S|Y ])2].

The minimum MSE obeys the so-called Bayesian version of the Cramér-

Rao Bound (CRB) [236]:

E[(S − E[S|Y ])2] ≥ 1

E[J(S)]
,
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or, more generally, the Bayesian CRB gives a lower bound on the MSE of any

estimator of S

E[(S − Ŝ)2] ≥ 1

E[J(S)]
, (3.7)

where J(s) is the conditional Fisher information

J(s) = E

[
−

∂2pS|Y (S|Y )

∂S2
|S = s

]
. (3.8)

When the prior distribution of S is uniform over some open interval J(s) re-

duces to the standard Fisher information for non-random signals

J(s) = E

[
−

∂2pY |S(Y |S)

∂S2
|S = s

]
. (3.9)

2.3 Fisher Information and Information
Divergence

The Fisher information J(s) can be viewed as a local approximation to the

information divergence between the conditional densities ps = pY |S(y|s) and

ps+∆ = pY |S(y|s + ∆) in the neighborhood of ∆ = 0. Specifically, let s be

a scalar parameter. A straightforward Taylor development of the α-divergence

(3.3) gives

Dα(ps‖ps+∆) =
α

2
J(s)∆2 + o(∆2).

The quadratic term in ∆ generalizes to α
2 ∆⊺J(s)∆ in the case of a vector per-

turbation ∆ of a vector signal s, where J(s) is the Fisher information matrix

[6]. The Fisher information thus represents the curvature of the divergence in

the neighborhood of a particular signal value s. This gives a useful interpre-

tation for optimal sensor selection. Specializing to the weak signal detection

problem, H0 : S = 0 vs. H1 : S = ∆, we see that the sensor that minimizes

the signal detector’s error rate also minimizes the signal estimator’s error rate.

This equivalence breaks down when the signal is not weak, in which case there

may exist no single sensor that is optimal for both detection and estimation

tasks.

3. Information-Optimal Policy Search

At time t = k, consider a sensor management system that direct the sensors

to take one of M actions a ∈ A, e.g., selecting a specific sensor modality,
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sensor pointing angle, or transmitted waveform. The decision to take action

a is made only on the basis of past measurements Yk−1 = [Y0, . . . , Yk−1]
⊺

and affects the distribution of the next measurement Yk. This decision rule is a

mapping of Yk−1 to the action space A and is called a policy γ = γ(Yk−1).

As explained in Chapter 2, the selection of an optimal policy involves the

specification of the reward (or risk) associated with different actions. Recall

that in the POMDP setting a policy generates a “(state, measurement, action)”

sequence {(S0, Y0, a0), (S1, Y1, a1), . . .} and the quality of the policy is mea-

sured by the quality of the sequence of rewards {R(S1, a0), R(S2, a1), . . . , }.

In particular, under broad assumptions the optimal policy that maximizes the

discounted rewards is determined by applying Bellman’s dynamic program-

ming algorithm to the sequence of expected rewards

{E[R(S1, a0)|Y0],E[R(S2, a1)|Y0, Y1], , . . . , }.

For simplicity, in this section we will restrict our attention to the case of

k = 1, i.e., an optimal single stage myopic policy seeking to maximize the

predicted reward E[R(S1, a0)|Y0]. The basis for information gain approaches

to sensor management is the observation that the expected reward depends on

the action a0 only through the information state, also called the belief state

(See Appendix, Section 2)

E[R(S1, a0)|Y0] =

∫
R(s, a)pS1|Y0,a0

(s|Y0, a0)ds =

∫
R(s, a)π1(s)ds.

The spread of the information state over state space indicates the uncertainty

associated with predicting the future state S1 given the past measurement Y0

and the action a0 dictated by the policy. Information gain strategies try to

choose the policy that achieves maximum reduction in uncertainty of the fu-

ture state. There are several information measures that can capture uncertainty

reduction in the information state.

Perhaps the simplest measure of uncertainty reduction is the expected re-

duction in the variance of the optimal state estimator after an action a0 is taken

∆U(a0) = E[(S1 − E[S1|Y0])
2|Y0] − E[(S1 − E[S1|Y1, Y0, a0])

2|Y0, a0]

This measure is directly related to the expected reduction in the spread of the

future information state pS1|Y1,ao
relative to that of the observed information

state pS1|Y0,ao
due to action a0. ∆U measures reduction in spread using the

mean-squared error norm, denoted ‖ǫ‖ =
√

E[|ǫ|2|Y0, a0], where ǫ is a pre-

diction error. A wide variety of other types of norms can also be used, e.g., the
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absolute error norm ‖ǫ‖ = E [ |ǫ| |Y0, a0], to enhance robustness or otherwise

emphasize/de-emphasize the tails of the posterior density. The optimum policy

γ∗ will minimize the expected prediction error norm. For example, in the case

of the mean-squared error, the optimal myopic policy is

γ∗(Y0) = argmin
a0

E
[
‖S1 − E[S1|Y1, Y0, a0]‖2

∣∣Y0, a0

]
. (3.10)

Another natural measure of uncertainty reduction is the expected change in

entropy due to scheduling sensor action a = a0

∆U(a0) =

Hα(S1|Y0 = y0) −
∫

Hα(S1|Y1 = y1, Y0 = y0)pY1|Y0
(y1|y0, a0)dy1

Note that only the second term on the right hand side depends on the sensor

action a0, which determines the conditional density function pY1|Y0,a0
.

The entropy-optimal policy γ∗ is obtained by replacing the error norm squared

‖S1 −E[S1|Y1, Y0, a0]‖2 in (3.10) with the function pα
S1|Y1,Y0,a0

for α ∈ (0, 1)

(Rényi entropy) or with − log pS1|Y1,Y0,a0
(Shannon entropy) for α = 1. The

Shannon entropy version of this policy search method was used by Hintz [109]

in solving sensor management problems for target tracking applications.

The expected information divergence, called expected information gain, is

another measure of uncertainty reduction:

IGα(a0) = E
[
Dα

(
pS1|Y1,Y0,a0

‖pS1|Y0

)∣∣Y0, a0

]
. (3.11)

This can be expressed as the conditional expectation E[IGα(Y1, a0)|Y0, a0] of

the Y1-dependent (unobservable) information gain:

IGα(Y1, a0) = (3.12)

1

1 − α
log

∫ (
pS1|Y1,Y0,a0

(s1|Y1, Y0, a0)

pS1|Y0
(s1|Y0)

)α

pS1|Y0
(s1|Y0)ds1.

When α approaches one the gain measure (3.11) reduces to the Kullback-

Leibler divergence studied by Schmaedeke and Kastella [204], Kastella [125],

Mahler [165], Zhao [261] and others in the context of sensor management.

When pS1|Y0
is replaced by the marginal density pS1 , as occurs when S1, Y0

are independent, the α-divergence (3.12) reduces to the α-mutual information

(α-MI) . As α converges to one the α-MI converges to the standard Shannon

MI (see Section 1.4 of the Appendix). The Shannon MI has been applied

to problems in pattern matching, registration, fusion and adaptive waveform
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design. The reader is referred to Chapter 10, Section 7 for more details on the

latter application of MI.

Motivated by the sandwich bounds in Section 5, a definition of expected

information gain that is more closely related to average risk can be defined

∆IGα(a0) (3.13)

=
1

α − 1
logE

[(
pS1|Y1,Y0,a0

(S1|Y1, Y0, a0)

pS1|Y0
(S1|Y0)

)α∣∣∣∣Y0, a0

]
,

which can be expressed as an expectation involving the Y1-dependent informa-

tion gain (3.12):

∆IGα(a0) =
1

α − 1
logE

[
e−(1−α)IGα(Y1,a0)

∣∣∣Y0, a0

]
.

The choice of an appropriate value of α can be crucial to obtaining ro-

bust IG-optimal sensor scheduling policies. This issue will be addressed in

Section 6.

4. Information Gain Via Classification
Reduction

A direct relation between optimal policies for sensor management and as-

sociated information divergence measures can be established using a recent

result of Blatt and Hero [38] for reducing the search for an optimal policy to

an equivalent search for an optimal classifier. This strategy is called classifi-

cation reduction of optimal policy search (CROPS) and leads to significantly

more flexibility in finding approximations to optimal sensor management poli-

cies (see [39] and [38] for examples). The focus of this section is to show how

CROPS leads us to a direct link between optimal policy search and information

divergence measures.

The process of obtaining this relation is simple. An average reward max-

imizing policy is also a risk minimizing policy. A risk minimizing policy is

equivalent to a classifier that minimizes a certain weighted probability of error

(the risk) for a related label classification problem. After a measure transfor-

mation the weighted probability of error is equivalent to an unweighted prob-

ability of error, which is related to information divergence via the Chernoff

bound. For simplicity of presentation, here we concentrate on binary action

space and single stage policies. The general case is treated in [39].

Let the binary action space A consist of the two actions a0, a1 and define

the associated (random) rewards R0 = R(S1, a0) and R1 = R(S1, a1), respec-
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tively, when state S1 is observed after taking the specified action. Straightfor-

ward algebraic manipulations yield the following expression for the reward

associated with policy γ [38]:

R(S1, γ(Y0)) = b − |R0 − R1|I(γ(Y0) �= C)

where I(A) denotes the indicator of the event A, C is the random label C =
argmaxa=a0,a1

R(S1, a), and b is a constant independent of γ. With this ex-

pression the optimal single stage policy satisfies

argmaxγE[R(S1, γ(Y0))|Y0] = argminγẼ[I(γ(Y0) �= C)|Y0], (3.14)

where, defining g(R0, R1, Y0) = I(γ(Y0) �= C), Ẽ[g(R0, R1, Y0)|Y0] denotes

conditional expectation

Ẽ[g(R0, R1, Y0)|Y0] =

∫ ∫
g(r0, r1, Y0)p̃R0,R1|Y0

(r0, r1|Y0)dr0dr1,

and p̃R0,R1|Y0
is the “tilted” version of the density pR0,R1|Y0

p̃R0,R1|Y0
(r0, r1|y0) = w(r0, r1)pR0,R1|Y0

(r0, r1|y0),

with weight factor

w(r0, r1) =
|r0 − r1|

E [ |R0 − R1| |Y0 = y0]
.

The relation (3.14) links the optimal reward maximizing policy γ to an op-

timal error-probability minimizing classifier of the random label C with pos-

terior label probabilities: P(C = i|Y0) = Ẽ[I(C = i)|Y0], i = 0, 1. Fur-

thermore, by Chernoff’s bound (3.6), the average probability of error of this

optimal classifier has error exponent:

(1 − α∗)Dα∗(p0‖p1), (3.15)

where p0 = p(Y0|C = 0) and p1 = p(Y0|C = 1) are conditional densities

of the measurement Y0 obtained by applying Bayes’ rule to P(C = 0|Y0) and

P(C = 1|Y0), respectively. This provides a direct link between optimal sensor

management and information divergence: the optimal policy is a Bayes opti-

mal classifier whose probability of error decreases to zero at rate proportional

to the information divergence (3.15).

5. A Near Universal Proxy

Consider a situation where a target is to be detected, tracked and identified

using observations acquired sequentially according to a given sensor selection
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policy. In this situation one might look for a policy that is “universal” in the

sense that the generated sensor sequence is optimal for all three tasks. A truly

universal policy is not likely to exist since no single policy can be expected

to simultaneously minimize target tracking MSE and target misclassification

probability, for example. Remarkably, policies that optimize information gain

are near universal: they perform nearly as well as task-specific optimal policies

for a wide range of tasks. In this sense the information gain can be considered

as a proxy for performance for any of these tasks.

The fundamental role of information gain as a near universal proxy has been

demonstrated both by simulation and by analysis in [142] and we summarize

these results here. First we give a mathematical relation between marginalized

alpha divergence and any task based performance measure. The key result is

the following simple bound linking the expectation of a non-negative random

variable to weighted divergence. Let U be an arbitrary random variable, let p
and q be densities of U , and for any bounded non-negative (risk) function g
define Ep[g(U)] =

∫
g(u)p(u)du. Assume that q dominates p, i.e. q(u) = 0

implies p(u) = 0. Then, defining w = ess inf g(u) and W = ess sup g(u),
Jensen’s inequality immediately yields

wEq

[(
p(U)

q(U)

)α1
]
≤ Ep[g(U)] ≤ WEq

[(
p(U)

q(U)

)α2
]

, (3.16)

where α1 ∈ [0, 1) and α2 > 1. Equality holds when p = q. This simple

bound sandwiches any bounded risk function between two weighted alpha di-

vergences.

Using the notation in Section 3 of this chapter, (3.16) immediately yields

an inequality that sandwiches the predicted risk after taking an action a0 by

the expected information gain of form (3.13) with two different values of the

Rényi divergence α parameter

we−(1−α1)∆IGα1 (a0) ≤ E[g(S1)|Y1, a0] ≤ We−(1−α2)∆IGα2 (a0), (3.17)

where w = infy0 E[g(S1)|Y0 = y0], W = supy0
E[g(S1)|Y0 = y0]. This

inequality is tight when α1 and α2 are close to one, and the conditional risk

E[g(S1)|Y0] is only weakly dependent on the current measurement Y0.

When the state variable S is a vector S one may only be concerned with

estimation of certain of its elements. For example, for target tracking, the

target state may be described by position velocity and acceleration but only the

position of the target is of interest. In such cases, the state can be partitioned

into variables of interest U and nuisance parameters V. For simplicity assume

that the state consists of two scalar variables S = [U, V ]. If only U is of interest

the risk function will be specified as constant with respect to V , i.e., g(S) =
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g(U). According to (3.16), the appropriate sandwich inequality is modified

from (3.17) by replacing S by U . Specifically, the expected information gain

(3.13) in the resultant bounds on the right and left of the inequality in (3.17)

are replaced by expected IG expressions of the form

∆IGα(a0) = (3.18)

1

α − 1
logE

[(
pU1|Y1,Y0,a0

(U1|Y1, Y0, a0)

pU1|Y0
(U1|Y0)

)α∣∣∣∣Y0, a0

]
,

which, as contrasted to the information gain (3.11), is expected IG between

marginalized versions of the posterior densities, e.g.,

pU1|Y0
(U1|Y0) =

∫
pS1|Y0

(U1, v1|Y0)dv1,

where U1, U2 are state components: S1 = [U1, V1]. We call the divergence

(3.18) the marginalized information gain (MIG).

The sandwich inequality (3.17) is a theoretical result that suggests that the

expected information gain (3.13) is a near universal proxy for arbitrary risk

functions. Figure 3.1 quantitatively confirms this theoretical result for a sim-

ple single target tracking and identification example. In this simulation the

target moves through a 100 × 100 cell grid according to a two dimensional

Gauss-Markov diffusion process (see Section 6.1 for details). The moving tar-

get is one of 10 possible target types. At each time instant a sensor selects one

of two modes, identification mode or tracking mode, and one of the 10,000

cells to query. In identification mode the sensor has higher sensitivity to the

target type, e.g., a high spatial resolution imaging sensor, while in tracking

mode the sensor has higher sensitivity to target motion, e.g., a moving target

indicator (MTI) sensor. The output of these sensors was simply an integer-

valued decision function taking values from 0 to 10. Output “0” denotes the

“no target present” decision, output “Not 0” the “target present” decision, and

output “k”, k ∈ {1, . . . , 10} the “target is present and of class k” decision. The

parameters (false alarm and miss probability, confusion matrix) of the sensor

were selected to correspond to a realistic multi-function airborne surveillance

system operating at 10dB SNR and to exhibit the tradeoff between tracking

and identification performance.

The optimal target tracker and classifier are non-linear and intractable, as

the measurement is non-Gaussian while state dynamics are Gaussian, and they

were implemented using a particle filter as described in Chapter 4 of this book.

Several policies for making sequential decisions on sensor mode and point-

ing direction were investigated: (1) a pure information gain (IG) policy that

maximizes divergence between predicted posterior distributions of the four di-

mensional target state (position and velocity); (2) the marginalized IG (MIG)
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Figure 3.1. Left: comparisons between target position tracking RMS error of a tracker that ac-

quires data using sensor selection policies optimized under the information gain (IG), marginal-

ized information gain (MIG), and tracking (RMS) error reward functions. Right: same as left

for target classification performance. (Adapted from Figure 1 in [142] - c©2005 IEEE used with

permission).

policy that maximizes the predicted divergence between posteriors of the two

dimensional sub-state corresponding to position coordinate only; (3) a policy

(RMS) that minimizes predicted tracking mean squared error.

Studying the topmost curve in the left panel of Figure 3.1, it is evident that

the IG optimized policy is not optimal for target tracking since it deprives the

optimal non-linear tracker of the best sequence of measurements. On the other

hand, even though it is based only on information gain, the MIG optimized

policy is nearly optimal for tracking as measured by the performance of the

optimal tracker that uses MIG generated data. Conversely, from the right panel

of Figure 3.1, we see that the IG policy does a much better job at classifying

the target type. Thus, as predicted by the theoretical near-universality results

in this section, the IG policy achieves a good compromise between tracking

and classification tasks.

6. Information Theoretic Sensor Management
for Multi-target Tracking

In this section, we illustrate the efficacy of a specific information theoretic

approach to sensor management which is based on the alpha divergence. We

specialize to a multiple target tracking application consisting of estimating po-

sitions of a collection of moving ground targets using a sensor capable of in-

terrogating portions of the surveillance region. Here the sensor management

problem is one of selecting, on-line, the portion of the surveillance region to be

interrogated. This is done by computing the expected gain in information, as
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measured by the Rényi divergence, for each candidate action and scheduling

the one of highest value.

6.1 The Model Multi-target Tracking Problem

The model problem is constructed to simulate a radar or EO platform, e.g.,

JSTARS, whose task is to track a collection of moving ground targets. The

targets are assumed to be moving in a planar surveillance region. Specifically,

there are ten ground targets moving in a 5km × 5km region. Each target is

described by its own 4 dimensional state vector X(t) corresponding to target

position and velocity and assumed to follow the 2D diffusion model: Ẋi(t) =
ρXi(t) + BWi(t), where ρ is the diffusion coefficient, B = [0, 0, σi, σi]

⊺,

and W (t) is a zero-mean, unit variance white Gaussian noise process. The

probability distribution of the target states is estimated on-line from sensor

measurements via the joint multi-target probability density (JMPD) model (see

Chapter 4. This captures the uncertainty present in the estimate of the states

of the targets. The target trajectories were extracted from GPS data on vehi-

cle positions collected as part of a battle training exercise at the U.S. Army’s

National Training Center.

The sensor simulates a moving target indicator (MTI) system in that at any

time tk, k = 1, 2, . . ., it lays a beam down on the ground that is one resolu-

tion cell (1 meter) wide and 10 resolution cells deep. The sensor is at a fixed

location above the targets and there are no obscurations that would prevent a

sensor from viewing a region in the surveillance area. The objective of the sen-

sor manager is to select the specific 10 meter2 MTI strip of ground to acquire.

When measuring a cell, the imager returns either a 0 (no detection) or a 1 (a de-

tection) which is governed by a probability of detection (Pd) and a per-cell false

alarm rate (Pf ). The signal to noise ratio (SNR) links these values together. In

this illustrative example, we assume Pd = 0.5 and Pf = P
(1+SNR)
d , which is a

model for a Doppler radar using envelope detection (thresholded Rayleigh dis-

tributed returns - see Chapter 4, Section 2.5). When there are T targets in the

same cell the detection probability increases according to Pd(T )=P
1+SNR

1+T SNR

d ;

however the detector is not otherwise able to discriminate or spatially resolve

the targets. Each time a beam is formed, a vector of measurements (a vector

of zeros and ones corresponding to non-detections and detections) is returned,

one measurement for each of the ten resolution cells.
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6.2 Rényi Divergence for Sensor Scheduling

As explained above, the goal of the sensor scheduler is to choose which

portion of the surveillance region to measure at each time step. This is accom-

plished by computing the value for each possible sensing action as measured by

the Rényi alpha-divergence (3.3). In this multi-target tracking application we

use the JMPD (see Chapter 4) to capture uncertainty about the current multi-

target state Xk = [xk
1, . . . ,x

k
T ]⊺ and number T k of targets conditioned on all

the previous measurements Yk−1 = {Y1, . . . , Yk−1}. In the expression for the

JMPD the integer m (m = 1, . . . , M ) will refer to the index of a possible sens-

ing action am ∈ {a1, . . . , aM} under consideration, including but not limited

to sensor mode selection and sensor beam positioning.

First, given all the measurements, the conditional Rényi divergence between

the JMPD p(Xk, T k|Yk−1) and the updated JMPD p(Xk, T k|Yk) must be

computed. Therefore, we need the point conditioned alpha-divergence

Dα(Yk) = Dα

(
p(·|Yk)||p(·|Yk−1)

)
(3.19)

=
1

α − 1
log

∫
pα(xk, T k|Yk)p1−α(xk, T k|Yk−1)dxk .

Using Bayes’ rule, this takes the form

(3.20)

1

α − 1
log

1

pα(Yk|Yk−1, am)

∫
pα(Yk|xk, T k, am)p(xk, T k|Yk−1)dxk .

Our aim is to choose the sensing action to take before actually receiving the

measurement Yk. Specifically, we would like to choose the action that makes

the divergence between the current density and the density after a new mea-

surement as large as possible. This indicates that the sensing action has max-

imally increased the information content of the measurement updated density,

p(Xk, T k|Yk), with respect to the density before a measurement was made,

p(Xk, T k|Yk−1). However, we cannot choose the action that maximizes the

divergence as we do not know the outcome of the action before taking it. An

alternative, as explained in Section 5, is to calculate the expected value of

(3.20) for each of the M possible sensing actions and choose to take the action

that maximizes the expectation. Given past measurements Yk−1, the expected

value of (3.20) may be written as an integral over all possible measurement

outcomes Yk = y when performing sensing action am as

E[Dα(Yk)|Yk−1, am] =

∫
p(y|Yk−1, am)Dα

(
y,Yk−1)

)
dy . (3.21)
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In analogy to (3.13) we refer to this quantity as the expected information gain

associated with sensor action am.

6.3 Multi-target Tracking Experiment

The empirical study shown in Figure 3.2 shows the benefit of the infor-

mation theoretic sensor management method. In this figure, we compare the

performance of the information theoretic method where sensing locations are

chosen based on expected information gain, a periodic method where the sen-

sor is sequentially scanned through the region, and two heuristic methods based

on interrogating regions where the targets are most likely to be given the kine-

matic model and the estimated positions and velocities at the previous time step

(see [146] for a more detailed explanation). We compare the performance by

looking at root-mean-square (RMS) error versus number of sensor resources

available (“looks”). All tests use the true SNR (= 2) and are initialized with

the true number of targets and the true target positions.

Figure 3.2. A comparison of the information-based method to periodic scan and two other

methods. The performance is measured in terms of the (median) RMS error versus number of

looks and the (average) number of targets in track. The α-divergence strategy out-performs the

other strategies, and at 35 looks performs similarly to non-managed with 750 looks. (Left panel

is Figure 6 of [146] - c©2005 IEEE used with permission).

6.4 On the Choice of α

The Rényi divergence has been used in many applications, including content-

based image retrieval, image georegistration, and target detection [107, 106].

These studies provide guidance as to the optimal choice of α.
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In the georegistration problem [106] it was empirically determined that the

value of α leading to highest resolution clusters around either α = 1 or α = 0.5
corresponding to the KL divergence and the Hellinger affinity respectively. The

determining factor appears to be the degree of to which the two densities under

consideration are different. If the densities are very similar then the index-

ing performance of the Hellinger affinity distance (α = 0.5) was observed to

be better than that of the KL divergence (α = 1). Furthermore, the asymp-

totic analysis of [106] shows that α = 0.5 provides maximum discrimination

between two similar densities. This value of α provides a weighting which

stresses the tails, or the minor differences, between two distributions. In target

tracking applications with low measurement SNR and slow target dynamics

with respect to the sampling rate, the future posterior density can be expected

to be only a small perturbation on the current posterior density, justifying the

choice of α = 0.5.

Figure 3.3 gives an empirical comparison of the performance under different

values of α. All tests assume the detector has receiver operating characteristic

(ROC) Pd = 0.5 and Pf = P
(1+SNR)
d with SNR = 2. See Equation (4.24)

of Chapter 4 for justification of this choice of ROC for radar multiple target

tracking detectors. We find that α = 0.5 performs best here as it does not lose

track on any of the 10 targets during any of the 50 simulation runs. Both cases

of α ≈ 1 and α = 0.1 cause frequent loss of track of targets.

Figure 3.3. A comparison of sensor management performance under different values of α.

On simulations involving ten real targets, alpha = 0.5 leads to the best tracking performance.

(Figure 5 of [146] - c©2005 IEEE used with permission).

6.5 Sensitivity to Model Mismatch

Here we present empirical results regarding the performance of the algo-

rithm under model mismatch. As discussed in Chapter 4, computation of the

JMPD and information gain requires accurate models of target kinematics and

the sensor. In practice, these models may not be well known. Figure 3.4 shows

the effect of mismatch between the assumed target kinematic model and the
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true model. Specifically, Figure 3.4 shows the sensitivity to mismatch in the

assumed diffusion coefficient ρ and the noise variance σi = σ, equivalently,

the sensor SNR, relative to their true values used to generate the data. The

vertical axis of the graph shows the true coefficient of diffusion of the target

under surveillance. The horizontal axis shows the mismatch between the fil-

ter estimate of kinematics and the true kinematics (matched = 1). The color

scheme shows the relative degradation in performance present under mismatch

(< 1 implies poorer performance than the matched filer). The graph in Figure

3.4 shows (a) how a poor estimate of the kinematic model affects performance

of the algorithms, and (b) how a poor estimate of the sensor SNR affects the

algorithm. In both cases, we find that the information gain method is remark-

ably robust to model mismatch, with a graceful degradation in performance as

the mismatch increases.

Figure 3.4. Left: Performance degradation when the kinematic model is mismatched. Per-

formance degrades gradually, particularly for high SNR targets.

6.6 Information Gain vs Entropy Reduction

Another information theoretic method that is very closely related to maxi-

mizing the Rényi divergence is maximization of the expected change in Rényi

entropy. This method proceeds in a manner nearly identical to that outlined

above, with the exception that the metric to be maximized is the expected
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change in entropy rather than the expected divergence. It might be expected

that choosing sensor actions to maximize the decrease in entropy may be better

than trying to maximize the divergence since entropy is a more direct measure

of concentration of the posterior density. On the other hand, unlike the diver-

gence, the Rényi entropy difference is not sensitive to the dissimilarity of the

old and new posterior densities and does not have the strong theoretical jus-

tification provided by the error exponent (3.15) of Section 3. Generally we

have found that if there is a limited amount of model mismatch, maximizing

Rényi either divergence or entropy difference gives equivalent sensor schedul-

ing results. For example, for this multi-target tracking application, an empiri-

cal study (Figure 3.5) shows that the two methods yield very similar tracking

performance.

Figure 3.5. Performance, in terms of the number of targets successfully tracked, when using a

sensor management strategy predicated on either the Rényi divergence or the change in entropy.

7. Terrain Classification in Hyperspectral
Satellite Imagery

A common problem in passive or active radar sensing is the waveform se-

lection problem. For more detailed discussion of active radar waveform design

and selection the reader is referred to Chapter 10. Different waveforms have

different capabilities depending on the target type, the clutter type and the prop-

agation characteristics of the medium. For example, accurate discrimination

between some target and clutter scenarios may require transmission of the full

set of available waveforms while in other scenarios one may get by with only

a few waveforms. In many situations the transmitted energy or the processed

energy are a limited resource. Thus, if there is negligible loss in performance,

reduction of the average number of waveforms transmitted is desirable. the
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problem of selection of an optimal subset of the available waveforms is rele-

vant. This is an instance of an optimal resource allocation problem for active

radar.

This section describes a passive hyperspectral radar satellite-to-ground imag-

ing application for which the available waveforms are identified with different

spectral bands. To illustrate the methods discussed in this chapter we use the

Landsat satellite image dataset [222]. This dataset consists of a number of ex-

amples of ground imagery and is divided into training data (4435 examples)

and test data (2000 examples) segments. The ground consists of six differ-

ent classes of earth: “red soil,” “cotton crop,” “grey soil,” “damp grey soil,”

“soil with vegetation subtle,” and “very damp grey soil.” For each patch of the

ground, the database contains a measurement in each of four spectral bands,

ranging from visible to infra-red. Each band measures emissivity at a particu-

lar wavelength in each of the 6435 pixelated 3×3 spatial regions. Thus the full

four bands give a 36 dimensional real valued feature vector. Furthermore, the

database comes with ground truth labels which associates each example with

the type of earth corresponding to the central pixel of each 3× 3 ground patch.

We consider the following model problem. Assume that the sensor is only

allowed to measure a number b < 4 of the four spectral bands. When we come

upon an unidentified type of earth the objective is to choose the collection

of bands that will give the most information about the class. Thus here the

state variable x is the unknown class of the terrain type. We assume that at

initialization only prior information extracted from the data in the training set

is available. Specifically, denote by p(x) the prior probability mass function

for class x, x ∈ {1, 2, 3, 4, 5, 7}. The set of relative frequencies of class labels

in the training database implies that p(x = 1) = 0.24, p(x = 2) = 0.11,

p(x = 3) = 0.22, p(x = 4) = 0.09, p(x = 5) = 0.11, and p(x = 7) = 0.23.

Denote by p(Y |x = c) the multivariate probability density function of the

(9b)-dimensional measurement Y = [Yi1 , . . . , Yib ]
⊺ of the 3 × 3 terrain patch

when selecting the combination B = {i1, . . . , ib} of spectral bands and when

the class label of the terrain is x = c.

7.1 Optimal Waveform Selection

Here we explore optimal off-line waveform selection based on maximizing

information gain as compared to waveform selection based on minimizing mis-

classification error Pe. The objective in off-line waveform selection is to use

the training data to specify a single best subset of b waveform bands that en-

tails minimal loss in performance relative to using all 4 waveform bands. Off-

line waveform selection is to be contrasted to on-line approaches that account
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for the effect on future measurements of waveform selection based on current

measurements Y0. We do not explore the on-line version of this problem here.

Online waveform design for this hyperspectral imaging example is reported

in [39] where the classification reduction of optimal policy search (CROPS)

methodology of Section 4 is implemented to optimally schedule measurements

to maximize terrain classification performance.

7.1.1 Terrain Misclassification Error. The misclassification

probability of error Pe of a good classifier is a task specific measure of perfor-

mance that we use as a benchmark for studying the information gain measure.

For the Landsat dataset the k-nearest neighbor (kNN) classifier with k = 5 has

been shown to perform significantly better than other more complex classifiers

[101] when all four of the spectral bands are available. The kNN classifier

assigns a class label to a test vector z by taking a majority vote among the

labels of the k closest points to z in the training set. The kNN classifier is

non-parametric, i.e., it does not require a model for the likelihood function

{p(zB|x = c)}6
c=1. However, unlike model-based classifiers that only require

estimated parameter values obtained from the training set, the full training set

is required to implement the kNN classifier. The kNN classifier with k = 5
was implemented for all possible combinations of 4 bands to produce the re-

sults below (Section 7.1.3).

7.1.2 Terrain Information Gain. To compute the information

gain we assume a multivariate Gaussian model for the likelihood p(Yk|Xk)
and infer its parameters, i.e., the mean and covariance, from the training data.

Since x is discrete valued the Rényi divergence using the combination of bands

B is simply expressed:

E[Dα(zB)] =

∫

zB

p(zB)
1

α − 1
log

6∑

x=1

pα(x)p1−α(x|zB)dzB , (3.22)

where

p(x|zB) =
p(x|∅)p(zB|x)

p(zB)
. (3.23)

All of the terms required to compute these integrals are estimated by empiri-

cal moments extracted from the training data. The integral must be evaluated

numerically as, to the best of our knowledge, there is no closed form.

7.1.3 Experimental Results. For the supplied set of Landsat

training and test data we find the expected gain in information and misclassifi-

cation error Pe as indicated in the Tables below.
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Table 3.1. Expected gain in information and Pe of kNN classifier when only a single band

can be used. The worst band, band 3, provides the minimum expected gain in information and

also yields the largest Pe. Interestingly, the single bands producing maximum information gain

(band 4) and minimum Pe (band 2) are different.

Single Band Mean Info Gain Pe(kNN)

1 0.67 0.379

2 0.67 0.347

3 0.45 0.483

4 0.75 0.376

Table 3.2. Expected gain in information and Pe of kNN classifier when a pair of bands can be

used. The band pair (1,4) provides the maximum expected gain in information followed closely

by the band pair (2,4), which is the minimum Pe band pair.

Band Pair Mean Info Gain Pe(kNN)

1,2 0.98 0.131

1,3 0.93 0.134

1,4 1.10 0.130

2,3 0.90 0.142

2,4 1.08 0.127

3,4 0.95 0.237

Table 3.3. Expected gain in information and Pe of kNN classifier when only three bands can

be used. Omitting band 3 results in the highest expected information gain and lowest Pe.

Band Triple Mean Info Gain Pe(kNN)

2,3,4 1.17 0.127

1,3,4 1.20 0.112

1,2,4 1.25 0.097

1,2,3 1.12 0.103

These numbers are all to be compared to the “benchmark” values of in-

formation gain, 1.30, and the misclassification probability, 0.96, when all 4

spectral bands are available. Some comments on these results will be useful.

First, if one had to throw out a single band, use of bands 1,2,4 entails only a

very minor degradation in Pe from the benchmark and the best band to elimi-

nate (band 3) is correctly predicted by the information gain. Second, the small

discrepancies between the ranking of bands by Pe and information criteria can

be explained by several factors: 1) the kNN is non-parametric while the in-

formation gain imposes a Gaussian assumption on the measurements; 2) the

information gain is only related to Pe indirectly, through the Chernoff bound;
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3) the kNN classifier is not optimal for this dataset - indeed recent results show

that a 10% to 20% decrease in Pe is achievable using dimensionality reduction

techniques [194, 101]. Finally, as these results measure average performance

they are dependent on the prior class probabilities, which have been determined

from the relative frequencies of class labels in the training set. For a different

set of priors the results could change significantly.

8. Conclusion and Perspectives

The use of information theoretic measures for sensor management and wave-

form selection has several advantages over task-specific criteria. Foremost

among these is that, as they are defined independently of any estimation of

classification algorithm, information theoretic measures decouple the problem

of sensor selection from algorithm design. This allows the designer to hedge on

the end-task and go after designing the sensor management system to optimize

a more generic criterion such as information gain or Fisher information. In this

sense, information measures are similar to generic performance measures such

as front end signal-to-noise ratio, instrument sensitivity, or resolution. Further-

more, as we have shown here, information gain can be interpreted as a near

universal proxy for any performance measure. On the other hand, informa-

tion measures are more difficult to compute in general situations since, unlike

SNR, they may involve evaluating difficult non-analytical integrals of func-

tions of the measurement density. There remain many open problems in the

area of information theoretic sensor management, the foremost being that no

general real-time information theory yet exists for systems integrating sensing,

communication, and control.

A prerequisite to implementation of information theoretic objective func-

tions in sensor management is the availability of accurate estimates of the

posterior density (belief state) of the state given the measurements. In the

next chapter a general joint particle filtering approximation is introduced for

constructing good approximations for the difficult problem of multiple target

tracking with target birth/death and possibly non-linear target state and mea-

surement equations. In Chapter 5 this approximation will be combined with

the information gain developed in this chapter to perform sensor management

for multiple target trackers. Information theoretic measures are also applied in

Chapter 10 for adaptive radar waveform design.
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1. Introduction

In this chapter we review the Joint Multi-target Probability Density (JMPD)

for target tracking and sensor management applications and show how it can be

evaluated using particle filtering methods. The JMPD is a belief state, i.e., the

posterior density given past measurements, for multiple targets. Specifically, it

specifies the probability that: 1) there are T targets present, T = 0, . . . ,∞; and

2) given T , the targets are in states x1, . . . xT . Because it captures the proba-

bility distribution across target number, target state and target type, the JMPD

serves as the essential starting point for any multiple target tracking and sensor

management task. Indeed, as discussed in Chapter 2 and Chapter 3, respec-



60 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

tively, the JMPD specifies the crucial information required for implementation

of POMDP or information theoretic sensor management algorithms.

Consider an Intelligence, Surveillance and Reconnaissance (ISR) system

tasked with detecting, tracking and identifying all ground vehicles within a 100

square kilometer region. For perspectives on ISR in defense systems the reader

is referred to Chapter 11. The system consists of one or more Ground Moving

Target Indicator (GMTI) radars deployed on a set of airborne, near-space or

space platforms. The system has agile radar beams that can be selectively

pointed and operated in a number of different resolution modes. The sensor

manager must automatically determine the best beam pointing directions and

resolution modes. This is a sensor scheduling problem.

When the system is first deployed there is great uncertainty about how many

targets are present as well as their locations and identities, so it operates in a

low-resolution wide-area search mode. This wide-area search mode produces

a number of tentative detections which are revisited using a higher resolution

mode that has improved signal-to-noise+clutter ratio (SNCR). This reduces the

uncertainty regarding the number of targets but the system still has great uncer-

tainty regarding their locations and identities. Once targets are detected, they

will be tracked and localized. Then the sensors will be tasked to produce high

range resolution profiles or inverse synthetic aperture radar (ISAR) images that

are used for automatic target identification. The JMPD captures the uncertain-

ties of target positions and number of targets given past measurements.

At each stage in this process the sensor manager deploys the sensors so as

to minimize the uncertainty regarding the targets in the scene. It may appear

that this problem can be neatly solved by moving through a sequence of oper-

ations: detect, localize, track, identify. However, in reality one has a complex

task mixture. Some tracking operations may also provide detection informa-

tion on new targets; identification tasks include localization information and

so on. Additionally, the system must constantly search for new targets that

may have entered the scene. This requires a single entity that captures the in-

formation quality for all aspects of the problem: this is the role of the joint

multi-target probability density. If we can develop numerically tractable meth-

ods to evaluate this JMPD, then its information content can be evaluated using

methods developed in Chapter 3 and we can predict how the JMPD informa-

tion content will change on average for a wide set of alternative sensing actions

(alternative modes, beam pointing angles and so on). The optimal sensor man-

ager is then the one that produces the largest expected increase in information

for each action.

There are two features of the JMPD belief state approximation developed

in this Chapter that should be emphasized: 1) the permutation symmetry of
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the JMPD has significant impact on algorithm design; and 2) the ability of

the JMPD to perform multi-target tracking without the need for data associa-

tion. To see why we require that the JMPD be symmetric under permutation

of target indices, consider the scenario that a jeep is near hill A and a tank

is near hill B. When we construct a probability density to describe this situ-

ation, the ordering of the arguments in the density cannot effect its value. If

x1 = {jeep, x1} and x2 = {tank, x2}, where the xi are position and velocity

states of the two objects, then we require that the probability density satisfy

p(x1,x2) = p(x2,x1). Proper treatment of this permutation symmetry has a

significant impact on the development of efficient particle sampling methods

for the JMPD.

Most target tracking solutions developed from about 1960 to the mid-1990’s

relied heavily on the use of the Kalman filter, linear Gaussian state dynamics,

linear Gaussian measurements, and data association methods for assigning dif-

ferent measurements to different tracks. Recent progress on this approach is

described in Chapter 10. Unlike methods depending on Kalman filtering and

data association, developed in Chapter 10, the particle filtering approximation

to the JMPD belief state described in this chapter is a fully Bayesian approach

that can handle non-linear states, non-Gaussian measurements, and multiple

targets-per-measurement.

Until recently, the literature in multi-target tracking was focused on Kalman

filtering-based techniques such as multiple hypothesis tracking (MHT) and

joint probabilistic data association (JPDA) [33, 13, 14], again discussed in

Chapter 10. The fully Bayesian perspective on multiple target tracking adopted

in this Chapter is more recent. Stone [223] developed a mathematical theory of

multiple target tracking from a Bayesian point of view and Srivistava, Miller

[172], and Kastella [124] did early work in this area. The issue with fully

Bayesian approaches is computation of the JMPD - which suffers from the

curse of dimensionality as the number of targets increases. The particle filter-

ing approximation to the JMPD developed in this chapter is one way to reduce

the complexity of the fully Bayesian approach.

Particle filters have been previously applied by others to extend MHT multi-

target tracking approaches to non-linear and non-Gaussian target dynamics. In

[113], Hue introduces the probabilistic multiple hypothesis tracker (PMHT),

which is a blend between the traditional MHT and particle filtering. Others

have blended JPDA and particle filtering ideas [122, 40].

The use of particle filters in fully Bayesian multi-target tracking problems

also has a recent history. By directly approximating the JMPD, the BraM-

BLe [114] system, the independent partition particle filter (IPPF) of Orton and

Fitzgerald [187] and the work of Maskell [168] eliminate the need for data as-
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sociation while retaining the flexibility of non-linear and non-Gaussian mod-

eling.

The approach described in this chapter builds on these fully Bayesian par-

ticle filtering approaches and adds a significant innovation with respect to nu-

merics: the adaptive particle proposal method. By utilizing an adaptive sam-

pling scheme that exploits independence when present, the particle filtering

JMPD method described here provides significant computational advantages

over brute-force methods.

In our work (as in [187]) each particle encapsulates multiple targets simul-

taneously. Put another way, instead of using one particle per target we use

one particle per scenario. That is, a particle encodes a hypothesis about the

entire multi-target state – which includes the number of targets and the state

(position, velocity, etc.) of each target.

Finally, the fully Bayesian approach is distinguished from traditional ap-

proaches of MHT and JPDA as well as the approaches of Hue [113, 112] and

others [122, 206, 74], which require thresholded measurements (detections)

and a measurement-to-track association procedure. Further, by estimating the

joint multi-target density rather than a many single target densities, our method

explicitly models target correlations. These two features together, combined

with the tractable numerical implementation discussed here, make the JMPD

method a quite broadly applicable approach.

2. The Joint Multi-target Probability Density

The JMPD is the probability density on a jump-diffusion system of the type

introduced for target-tracking applications in [223, 172]. The basic building

block is the single target state space s. For ground target applications the

target inertial state is x = [x, ẋ, y, ẏ]⊺ ∈ s = R
4, where z⊺ denotes trans-

pose of vector z. At any instant the inertial state of the surveillance volume

is determined by X ∈ S ≡ ∅ ∪ ⋃∞
T=1 sT where ∅ is a system with no tar-

gets and sT is a T -target system characterized by the concatenated target state

X =
[
x⊺

1 , . . . ,x
⊺

T

]
⊺
. The non-negative integer T is the number of targets in

the scene. For fixed T the target motion element of the dynamics undergoes a

diffusive evolution obeying an Itô equation of the type used in many non-linear

filtering applications. Since T can vary in time, it makes discrete jumps as tar-

gets enter or depart the scene. This is the “jump” part of the jump-diffusion

dynamics.

For tracking and sensor management applications we construct the posterior

density conditioned on a set of observations yi occurring at times τ i. Then
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Yk is the collection of measurements up to and including time τk, Yk =
{y1,y2, ...yk}. Each observation or “scan” yi may be a single measurement

or a vector of measurements made at time i. The posterior p(Xk, T k|Yk) is

what we mean by the “Joint Multi-target Probability Density” (JMPD). The

JMPD is the belief state as defined in Sec. 2.5 of the Appendix.

For simplicity, we will typically suppress time indices when they are not

important to the discussion. Furthermore, when it is clear by context, we may

write the JMPD p(X, T |Y) = p(x1, . . . ,xT |Y) as simply p(X|Y) and simi-

larly for transition densities and likelihood functions. For example,

p(∅|Y), is the posterior probability density for no targets in the surveil-

lance volume

p(x1|Y), is the posterior probability density for one target with state x1

p(x1,x2,x3|Y), is the posterior probability density for three targets

with respective states x1,x2 and x3

The subset of the state space S corresponding to a fixed number T of targets

is called the T -target sector of S. The parts xt of the state vector corresponding

to single targets induces a partition of X. The JMPD permutation symmetry

discussed in the introduction can now be made precise: the JMPD is symmetric

on each sector under partition permutation,

p(x1, ...,xT |Yk) = p(xΠ(1), ...,xΠ(T )|Yk), (4.1)

where Π is any of the T ! permutations of the T labels, Π : i → Π(i).

We can gain insight into the role of this permutation symmetry by examining

the entropy of the JMPD compared with an unsymmetrical density. As defined

in Section 1 of the Appendix, the entropy is

H(p) ≡ −
∞∑

T=0

∫
p(X|Y) log(p(X|Y))dx1 · · · dxT . (4.2)

For illustration consider the case of two well-localized targets restricted to

the real line with separation 2d given by the Gaussian sum

p(x1, x2) = δ2,T (1/4π)
[
exp

(
−[(x1 − d)2 + (x2 + d)2]/2

)
(4.3)

+ exp
(
−[(x1 + d)2 + (x2 − d)2]/2

) ]
,
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where δi,j is the Kronecker δ-function. When d ≫ 1 (4.3) gives two well-

separated peaks near (x1, x2) = ±(d,−d) and the entropy can be approxi-

mately evaluated as Hd≫1 ≈ 1 + log(4π). On the other hand as d → 0 the

peaks coalesce to form a single mono-modal distribution, reducing the entropy

to Hd=0 = 1 + log(2π).

If we model this 2-target problem using the permutation non-symmetric ex-

pression pNS(x1, . . . , xT ) = δ2,T 1/2π exp
(
−[(x1 − d)2 + (x2 + d)2]/2

)
di-

rect calculation shows that the entropy is HNS = 1 + log(2π) independent of

the target separation. For the properly symmetrized density there is a relative

reduction in entropy when targets are close together. This corresponds to a re-

duction in the relevant phase space for the density in order to develop efficient

particle sampling schemes. To treat this aspect of the problem, we have devel-

oped sampling techniques that explicitly account for the permutation symme-

try. This is one of the key features of the JMPD approach that differentiates

it from other popular trackers such as the Multiple Hypothesis Tracker (MHT)

or Joint Probability Density Association (JPDA) tracker.

2.1 General Bayesian Filtering

Construction of a filter to update the posterior density as measurements

come in proceeds according to the usual rules of Bayesian filtering. Define

the aggregate target state at time k as the vector [Xk, T k]. Under a Markovian

model, the conditional density of the current target state given the past states

is given by p(Xk, T k|Xk−1, T k−1) and will be referred to as the kinematic

prior (KP). The kinematic prior describes probabilistically how the state of

the multi-target system evolves over time. It includes models of target motion,

target birth and death, and any additional prior information that may exist such

as terrain- and road-constraints. The time-updated density is computed via the

time update equation:

p(Xk, TK |Yk−1) =
∞∑

T (k−1)=0

∫
dXk−1p(Xk, T k|Xk−1, T k−1)p(Xk−1, T k−1|Yk−1). (4.4)

Observe that the number of targets in the scene can change with time update

when T k �= T (k−1) to capture the effect of target birth and death. The mea-

surement update equation uses Bayes’ rule to update the posterior density with

a new measurement yk:

p(Xk, T k|Yk) =
p(yk|Xk, T k)p(Xk, T k|Yk−1)

p(yk|Yk−1)
. (4.5)
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2.2 Non-Linear Bayesian Filtering for a Single
Target

Non-linear Bayesian filtering generalizes the linear filtering equations that

govern the Kalman filter for linear Gaussian dynamics and measurements. A

convenient starting point is the continuous-discrete non-linear filtering theory

developed in Jazwinsky [118, Ch. 5]. To apply this theory, let xτ denote the

vector of inertial coordinates (position, velocity) of one of the targets indexed

over the continuous time variable τ . In this notation the discrete time state

vector xk = xτk
is the time sample of xτ at discrete time τ = τk, k = 1, 2, . . ..

We assume that the continuous time state vector xτ evolves according to the

Itô stochastic differential equation

dxτ = f(xτ , τ)dτ + g(xτ , τ)dβτ , τ ≥ τ0, (4.6)

where f is a known vector valued non-linear diffusion function, g is a matrix

valued noise scaling function, and βτ , τ ≥ τ0 is a vector valued Brownian mo-

tion process with covariance E[dβτdβ⊤
τ ] = Q(τ)dτ . Note that both f and g

can be non-linear functions of xτ in which case the target state evolves as a

non-Gaussian process.

Using the Itô state equation model (4.6) and measurement update equation

(4.5) the continuous time posterior density p(xτ |Yk) for τ ∈ [τk, τk+1] of the

state can be obtained by solving the Fokker-Planck Equation (FPE)

∂

∂τ
p(xτ |Yk) = L

(
p(xτ |Yk)

)
, τk ≤ τ < τk+1, (4.7)

with initial condition

p(xτ |Yk)
∣∣∣
τ=τk

= p(xk|Yk),

obtained from (4.5). In (4.7) the linear differential operator L is specified by

the functions f and g.

L(p) ≡ −
n∑

i=1

∂(fip)

∂xi
+

1

2

n∑

i,j=1

∂((gQg⊤)ijp)

∂xi∂xj
, (4.8)

with i, j indexing components of xτ .

In the case that the measurements Yk are Gaussian and linear in the state xk,

and the Itô diffusion functions f and g are linear functions, the posterior density

is Gaussian and the measurement and time update equations of the Bayesian

filter can be solved by the linear Kalman filter for estimating the state [118].
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2.3 Accounting for Target Birth and Death

The FPE operator (4.8) determines how the single target probability density

evolves in time due to the stochastic target kinematics. The time evolution of

the full multi-target JMPD is simply a linear superposition of FPE operators

acting on the partitions of each T -target segment of the concatenated inertial

state vector X,

∂

∂t
p(X)

∣∣∣
FPE

=
T∑

t=1

Lt (p(X)) . (4.9)

The other aspect of temporal evolution that must be addressed is the effect

of changes in the number of targets, sometimes referred to as target birth and

death. Here we adopt a Markovian birth-death process model. Births of targets

occur with birth rate Λ+(x, t), where the arguments x and t denote the loca-

tions and times at which a target emerges. For simplicity assume that the birth

rate is constant over time so that Λ+(x, t) = Λ+(x).

Target birth must maintain the JMPD permutation symmetry property. This

requires explicit symmetrization through summation over all T -target permu-

tations

∂

∂t
p(X)

∣∣∣
T−1→T

=
1

T !

∑

Π

p
(
xΠ1

, . . . ,xΠT−1

)
Λ+(xΠT

) (4.10)

=
1

T

∑

ρ

p
(
xρ1 , . . . ,xρT−1

)
Λ+(xρT ),

where ρ is the subset of permutations ρi : (1, . . . , T ) → (1, . . . , i − 1, T, i +
1, . . . , T − 1), i = 1, . . . , T . Since p (x1, . . . ,xT−1) is permutation symmet-

ric, only T terms are required in this summation. Target birth also contributes

a loss term in the T -target density through transitions from T -target states to

(T + 1)-target states

∂

∂t
p(X)

∣∣∣
T→T+1

= −
T∑

t=1

∫
dxtΛ

+(xt)p (x1, . . . ,xT ) . (4.11)

Target death is treated similarly defining the state-space dependent death

rate Λ−(x). The T -target JMPD sector decreases when the T targets are

present and one dies while it increases when there are T + 1 targets and one
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dies. These contribute time dependencies

∂

∂t
p(X)

∣∣∣
T→T−1

= −
T∑

t=1

Λ−(xt)p (x1, . . . ,xT ) (4.12)

= −TΛ−(xT )p (x1, . . . ,xT ) ,

and

∂

∂t
p(X)

∣∣∣
T+1→T

= +

T+1∑

t=1

∫
dxtΛ

−(xt)p (x1, . . . ,xT+1) (4.13)

= (T + 1)

∫
dxT+1Λ

−(xT+1)p (x1, . . . ,xT+1) .

Combining these terms leads to the full multi-target Fokker-Planck equation

∂

∂t
p(X) =

T∑

t=1

Lt (p(X)) (4.14)

+
1

T

∑

ρ

p
(
xρ1 , . . . ,xρT−1

)
Λ+(xρT ) −

T∑

t=1

∫
dxtΛ

+(xt)p (x1, . . . ,xT )

−TΛ−(xT )p (x1, . . . ,xT ) + (T + 1)

∫
dxT+1Λ

−(xT+1)p (x1, . . . ,xT+1) .

2.4 Computing Renyi Divergence

Chapter 3 discusses several alternative information theoretic metrics that

can be used in sensor management applications. The expected Renyi diver-

gence can be evaluated for JMPD and used to predict the information gain

expected for a set of alternative sensing actions. For sensor management the

relevant quantity is the point conditioned divergence between the predicted

density p(Xk, T k|Yk−1) and the updated density after a measurement is made,

p(Xk, T k|Yk), (see Sec. 2.1 of Chapter 3) given by

Dα(Yk) =

1

α − 1
log

∞∑

T k=0

∫
dXkp(Xk, T k|Yk)αp(Xk, T k|Yk−1)1−α.(4.15)

We follow the principle that measurements should be selected that maximize

the information gain, i.e., the divergence between the post-updated density,

p(Xk, T k|Yk), and the pre-updated density, p(Xk, T k|Yk−1). To do this, let
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a (1 ≤ a ≤ A) index feasible sensing actions such as sensor mode selection

and sensor beam positioning. The expected value of equation (4.15) can be

written as an integral over all possible outcomes yk when performing sensing

action a:

E[Dα(Yk)|Yk−1, a] =

∫
p(y|Yk−1, a)Dα

(
p(·|Yk)||p(·|Yk−1)

)
dy.

(4.16)

2.5 Sensor Modeling

Implementing the Bayes update (4.5) requires evaluating the measurement

likelihood function p(y|X). We use an association-free model instead of the

more common associated measurement model. In the associated measurement

model, e.g. JPDA, an observation vector consists of M measurements, denoted

y = [y1, . . . , yM ]⊺ where y is composed of threshold exceedances, i.e., valid

detections and false alarms. The model usually assumes that each measure-

ment is generated by a single target (the valid measurements) or by clutter

and noise (false alarms). The valid measurements are related (possibly non-

linearly) to the target state in a known way. If measurement m is generated

by target t, then it is a realization of the random process ym ∼ Ht(xt, wt).
False alarms have a known distribution independent of the targets and the tar-

gets have known detection probability Pd (often modeled as constant for all

targets). The origin of each measurement is unknown so a significant portion

of any algorithm based on the associated measurement model goes to deter-

mining how the measurements correspond to possible targets either through

some sort of likelihood weighting (MHT and PDA) or a maximum likelihood

assignment process (e.g., multidimensional assignment).

The associated measurement model is widely used and a number of success-

ful tracking systems are based on it. Its practical advantage is that it breaks the

tracking problem into two disjoint sub-problems: data association and filtering.

While the data association problem is challenging, filtering can be performed

using a linearized approach, such as the extended Kalman filter, which is quite

efficient. However, there are two disadvantages to the associated measurement

model. First, it is based on an artificial idealization of how sensors work in

that it assumes each valid detection comes from a single target. This makes it

challenging to treat measurement interactions amongst close targets. Second,

it requires solution of the data association problem, which usually consumes a

large amount of computing resources.

While most data association systems ultimately rely on some variant of the

Kalman filter, the use of non-linear filtering methods such as the particle filter
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frees us to explore new approaches such as association-free methods for com-

puting the full Bayesian posterior density. This type of model has been used

in track-before-detect algorithms, such as the “Unified Data Fusion” work of

Stone et al. [223] and in [124]. There are several advantages to the association-

free method. First, it requires less idealization of the sensor physics and can

readily accommodate issues such as merged measurements, side-lobe interfer-

ence amongst targets and velocity aliasing. Second, it eliminates the combina-

torial bottleneck of the associated-measurement approach. Finally, it simplifies

the processing of unthresholded measurements to enable improved tracking at

lower target SNR.

The starting point for developing an association-free model is the recogni-

tion that nearly all modern sensor systems produce multidimensional arrays of

pixelized data in some form. The sensor measures return energy from a scene,

digitizes it and performs signal processing to produce measurements consisting

of an array real or complex amplitudes. This can be 1-dimensional (a bearing-

only passive acoustic or electronic sensing measures system), 2-dimensional

(an electro-optical imager), 3-dimensional (the range, bearing, range-rate mea-

surements of a GMTI system), or higher dimensional data.

The measurement likelihood p(y|X) describes how amplitudes in the pixel

array depend on the state of all of the targets and background in the surveillance

region. To be precise, a sensor scan consists of M pixels, and a measurement y
consists of the pixel output vector y = [y1, . . . , yM ]⊺, where yi is the output of

pixel i. The measurement yi can be an integer, real, or complex valued scalar,

a vector or even a matrix, depending on the sensor. If the data are thresholded,

then each yi will be either a 0 or 1. Note that for thresholded data, y consists of

both threshold exceedances and non-exceedances. The failure to detect a target

at a given location can have as great an impact on the posterior distribution as

a detection.

In the simulation studies described below we model pixel measurements as

conditionally independent, yielding

p(y|X) =
∏

i

p(yi|X). (4.17)

Let χi(xt) denote the indicator function for pixel i, defined as χi(xt) = 1
when a target in state xt projects into sensor pixel i (i.e., couples to pixel i)
and χi(xt) = 0 when it does not. A pixel can couple to multiple targets and

single target can contribute to the output of multiple pixels, say, by coupling

through side-lobe responses. The indicator function for the joint multi-target
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state is the logical disjunction

χi(X) =

T∨

t=1

χi(xt) (4.18)

The set of pixels that couple to X is

iX = {i|χi(X) = 1} (4.19)

For the pixels that do not couple to any targets the measurements are char-

acterized by the background distribution, denoted p0(yi) (this can generally

depend on where the pixel is within the scene but here we assume a constant

background). With this, (4.17) becomes

p(y|X) =
∏

i∈iX

p(yi|X)
∏

i/∈iX

p0(yi) ∝
∏

i∈iX

p(yi|X)

p0(yi)
(4.20)

In the last step of (4.20) we have dropped the X-independent factor
∏

i p0(yi)
since it makes no contribution to the JMPD measurement update.

To completely specify the measurement likelihood we must determine how

targets couple to the individual pixels. In our simulations the sensor response

within pixel i is uniform for targets in i and vanishes for targets outside pixel

i. This is equivalent to modeling the point-spread function as a boxcar. It is

convenient to define the occupation number ni(X) for pixel i as the number of

targets in X that lie in i. The single target signal-noise-ratio (SNR), assumed

constant across all targets, is denoted λ. We assume that when multiple targets

lie within the same pixel their amplitudes add non-coherently. Then the effec-

tive SNR when there are n targets in a pixel is λn = nλ and we use pn(yi) to

denote the pixel measurement distribution. In this model the measurement dis-

tribution in pixel i depends only on its occupation number and (4.20) becomes

p(y|X) ∝
∏

i∈iX

pni(X)(yi)

p0(yi)
. (4.21)

The effect of the sensor on the measurement likelihood can be determined

by detailed modeling, e.g. studying the radar ambiguity function and radar pro-

cessing noise statistics for different waveforms as in Chapter 10. We adopt a

simpler approximation here which reduces the effect of the sensor to two scalar

parameters: the range-azimuth-elevation cell resolution and the SNR. In partic-

ular, we assume a cell-averaged scalar Rayleigh-distributed measurement cor-

responding to envelope detected signals under a Gaussian noise model. Such

a model has been used to model interfering targets in a monopulse radar sys-

tem [36, 233] and to model clutter and target returns in turbulent environments
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[95]. Rayleigh models are also often used for diffuse fading channels. In the

unthresholded case, the likelihood function is

pn(y) =
y

1 + nλ
exp

(
− y2

2(1 + nλ)

)
. (4.22)

When the tracker only has access to thresholded measurements, we use a

constant false-alarm rate (CFAR) model for the sensor. The background false

alarm rate is set to a level Pf ∈ [0, 1] by selecting a threshold η such that:

P(y > η|clutter alone) =

∫ ∞

η
pn(y)dy = Pf . (4.23)

Under the Rayleigh model the detection probability is

Pd,n = P
1

1+nλ

f , (4.24)

where n is the number of targets in the cell. This extends the usual relation

Pd = P
1

1+λ

f for thresholded Rayleigh random variables at SNR λ [33].

Note that this simple thresholded Rayleigh model can be easily extended

to account for other sensor characteristics, e.g. its non-Gaussian noise, am-

plitude saturation, or other non-linearities. Once the likelihood function has

been specified, as in (4.20), the posterior density (JMPD) can be updated with

new measurements via (4.5). However, as the likelihood function (4.20) is

not Gaussian this requires some form of function approximation. In the next

section the particle filtering approximation to the JMPD is described.

3. Particle Filter Implementation of JMPD

We begin with a brief review of the Sampling Importance Resampling (SIR)

particle filter for single targets. This can be generalized directly to produce a

SIR JMPD particle filter for multiple targets. The salient feature of the SIR

filter is that it uses the kinematic prior as the so-called importance density

used to propose new particle states in the time update step.

The SIR filter is a relatively inefficient particle filter and the JMPD SIR filter

requires a very large number of particles to track even a modest number of

targets. This is largely due to the high dimensionality of the multi-target phase

space. Also, when targets are close together we have seen that the entropy of

the JMPD is reduced relative to that of a permutation non-symmetric multi-

target density. The smaller entropy means that the relevant phase space region

is further reduced, placing a great premium on efficient sampling methods.
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While the kinematic prior automatically preserves permutation symmetry, care

is required when using more sophisticated schemes and has led us to develop

Independent Partition (IP), Coupled Partition (CP), Adaptive Partition (AP)

and Joint Sampling (JS) methods detailed below.

3.1 The Single Target Particle Filter

To implement a single target particle filter, the single target posterior density,

p(x|Y) is approximated by a set of Npart weighted samples (particles) [10,

93]:

p(x|Y) ≈
Npart∑

p=1

wpδD(x − xp), (4.25)

where δD is the Dirac delta function and the weight wp is a function of Y.

Here, as elsewhere, for simplicity we have dropped the time index k and denote

x = xk as the state and Y = Yk = [y1, . . . ,yk] as all available observations

at time k.

The time update (4.4) and measurement update (4.5) are simulated by the

following three step recursion of Table 4.1. First, the particle locations at

time k are generated using the particle locations xp at time k − 1 and the

current measurements yk by sampling from an importance density, denoted

q(xk|xk−1,yk). The design of the importance density is a well studied area

[73] since it plays a key role in the efficiency of the particle filter algorithms. It

is known that the optimal importance density (OID) is p(xk|xk−1,yk), but

this is usually prohibitively difficult to sample from. The kinematic prior

p(xk|xk−1) is a simple but suboptimal choice for the importance density.

The second step in the implementation of the particle filter is to update par-

ticle weights according to [10].

wk
p = wk−1

p

p(yk|xk
p)p(xk

p|xk−1
p )

q(xk
p|xk−1

p ,yk)
. (4.26)

When using the kinematic prior as the importance density, the weight equation

reduces to wk
p = wk−1

p p(yk|xk
p).

Finally, particle resampling is performed to prevent particle degeneracy.

Without resampling, the variance of the particle weights increases with time,

yielding a single particle with all the weight after a small number of iterations

[72]. Resampling may be done on a fixed schedule or adaptively, based on

variance of the weights. The particle filter algorithm that uses the kinematic
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prior as the importance density q(xk
p|xk−1

p ,yk) and resamples at each time step

is called the sampling importance resampling (SIR) algorithm.

Table 4.1. SIR Single Target Particle Filter (Table I from [145] which is c©2005 IEEE - used

with permission).

1 For each particle p, p = 1, · · · , Npart,

(a) Particle proposal: Sample xk
p ∼ q(xk|xk−1,yk) = p(x|xk−1

p )

(b) Particle weighting: Compute wk
p = wk−1

p p(y|xp) for each p.

2 Weight normalization: Normalize wk
p to sum to one over p

3 Particle resampling: Resample Npart particles with replacement

from xp based on the distribution defined by wp

3.2 The Multi-target Particle Filter

To implement the particle filter for approximating the multiple target JMPD

we must sample from the surveillance volume belief state defined by (4.5).

We approximate the joint multi-target probability density p(X|Y) by a set of

Npart weighted samples. For p = 1, . . . , Npart, particle p has Tp targets and

is given by

Xp = [x⊺

p,1, . . . ,x
⊺

p,Tp
]⊺. (4.27)

Defining

δ(X − Xp) =

{
0 T �= Tp

δD(X − Xp) otherwise
, (4.28)

the particle filter approximation to the JMPD is given by a set of particles Xp

and corresponding weights wp as

p(X|Y) ≈
Npart∑

p=1

wpδ(X − Xp), (4.29)

where
∑

wp = 1. This is analogous to a multiple hypothesis tracker in that

different particles in the sample may correspond to different hypotheses for the

number Tp of targets in the surveillance region.

With these definitions the SIR particle filter extends directly to JMPD filter-

ing, as shown in Table 4.2. This simply proposes new particles at time k using

the particles at time k− 1 and the target kinematics model (4.6) while (4.21) is

used in the weight update. Target birth and death given in (4.14) corresponds

to probabilistic addition and removal of partitions within particles.
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Table 4.2. SIR Multi-target Particle Filter (Table II from [145] which is c©2005 IEEE - used

with permission).

1 For each particle p, p = 1, ..., Npart,

(a) Particle proposal: Sample Xk
p ∼ q(X, T |Xk−1

p , T k−1
p ,yk) =

p(X, T |Xk−1
p , T k−1

p )

(b) Particle weighting: Compute wk
p = wk−1

p p(y|Xk
p) for each p.

2 Weight normalization: Normalize wk
p to sum to one over p

3 Particle resampling: Resample Npart particles with replacement

from Xk
p based on wk

p

3.3 Permutation Symmetry and Improved
Importance Densities for JMPD

The probability of generating a high-likelihood particle proposal using the

kinematic prior of the SIR filter decreases as the number of partitions in a par-

ticle grows. This is due to the fact that the likelihood of multi-target proposal is

roughly the product of the likelihoods for each partition on its own (this is made

precise below). As a result, if a few partitions fall in low-likelihood regions the

entire joint proposal likelihood is low. This suggests that improved JMPD

importance densities can be developed by first generating high-likelihood pro-

posals for each partition and then combining high-likelihood partition propos-

als to generate multi-target proposals. The key challenge is that, due to the

JMPD permutation symmetry, there is no unique ordering of the partitions in

the JMPD particles: the single target state vector corresponding to a particular

target can appear in different partitions in different particles. Even if we ini-

tialize a filter with ground truth so that all of the particles correspond to the

same target ordering, the order generally changes in some particles as targets

approach each other and there is measurement-to-target association uncertainty

(we refer to this as “partition swapping”). The key to addressing this issue is

to impose a particular ordering on the partitions in all of the targets. Then the

correspondence between partitions in different particles is well defined, allow-

ing us to develop partition-based proposal schemes that significantly improve

the efficiency of the JMPD-PF. This partition ordering does not violate the

permutation symmetry requirement of the JMPD if we approximate it by an

appropriately symmetrized function of the sample particles.

To gain more insight into this issue, consider the JMPD for two targets in

one dimension introduced in (4.3). For widely separated, well-localized targets

the JMPD has two distinct peaks in the (x1, x2) plane. Samples from p(x1, x2)
can fall in either the upper or lower diagonal half-plane. For convenience we
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can choose to approximate p using samples with a particular permutation sym-

metry, say only those in the upper half plane x2 ≥ x1, explicitly symmetrizing

as needed. Now as the targets approach each other, the peaks of the JMPD

approach the diagonal x1 = x2. Even if we initially approximate the density

with particles that only lie in the upper half-plane, when the targets approach

each other two peaks coalesce along the diagonal. This effect leads to the en-

tropy reduction noted in Section 2. If we generate random samples from the

JMPD where the targets are close together, some samples will lie in the upper

half-plane while others are in the lower half-plane. This suggests the following

strategy: When the targets are widely separated we can impose a fixed partition

ordering on the particles and use that ordering to construct efficient proposals.

When the targets are close together, we must account for the fact that different

samples may have different partitions as we construct proposals. Proposals that

are more efficient than kinematic proposals can be constructed, but we incur

additional overhead when the targets are close together.

3.4 Multi-target Particle Proposal Via
Individual Target Proposals

While the kinematic prior is simple to implement, it requires a large number

of particles (see Figure 4.5 below). The kinematic prior does not account for

the fact that a particle represents many targets. Targets that are far apart in

measurement space behave independently and should be treated as such. An-

other drawback to kinematic prior is that current measurements are not used

when proposing new particles. These considerations taken together result in a

very inefficient use of particles and therefore require large numbers of particles

to successfully track.

To overcome the deficiencies mentioned above, we have employed alterna-

tive particle proposal techniques which bias the proposal process toward the

measurements and allow for factorization of the target state when permissible.

These strategies propose each partition (target) in a particle separately, and

form new particles as the combination of the proposed partitions. We describe

several methods here, beginning with the independent partitions (IP) method of

[187] and the coupled partitions (CP) method. The basic idea of both CP and

IP is to construct particle proposals at the target level, incorporating the mea-

surements so as to bias the proposal toward the optimal importance density. We

show that each has benefits and drawbacks and propose an adaptive partition

(AP) method which automatically switches between the two as appropriate.

The permutation symmetry of the JMPD must be carefully accounted for

when using these sampling schemes. The CP method proposes particles in a
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permutation invariant manner, however it has the drawback of being computa-

tionally demanding. When used on all partitions individually, the IP method

is not permutation invariant. Our solution is to perform an analysis of the par-

ticle set to determine which partitions require the CP algorithm because they

are involved in partition swapping and which partitions may be proposed via

the IP method. This analysis leads to the AP method of proposal which is

permutation invariant.

3.4.1 Independent-Partition (IP) Method. Summarized in

Table 4.3, the independent partition (IP) method of Orton [187] is a convenient

way to propose particles when part or all of the joint target posterior density

factors. The IP method proposes a new partition independently as follows. For

a partition t, each particle at time k − 1 has its tth partition proposed via the

kinematic prior and weighted by the measurements. From this set of Npart

weighted estimates of the state of the tth target, we select Npart samples (with

replacement) to form the tth partition of the particles at time k.

Note that the importance density q is no longer simply the model of target

kinematics p(Xk|Xk−1) as in the SIR Multi-target particle filter. Therefore

the weight given by the weight equation (4.26) does not simply become the

likelihood p(yk|Xk). There is a bias added which emphasizes partitions with

high likelihood. To account for this sampling scheme, the biases corresponding

to each particle for each target, bp,t, are retained to use in conjunction with the

likelihood p(yk|Xk) when computing particle weights.

The IP method is predicated on the assumption that partition t in each par-

ticle corresponds to the same target. Therefore, the partitions in each particle

must be identically ordered before this method is applied. If IP is applied

to particles that have different orderings of partitions, multiple targets will

be grouped together and erroneously used to propose the location of a single

target.

3.4.2 Coupled Partition (CP) Proposal Method. When

the marginal posterior target distributions for different targets begin to overlap,

the corresponding partitions are coupled and the IP method is no longer appli-

cable. This situation requires a Coupled Partition (CP) scheme. We proceed as

follows (see Table 4.4). To propose partition t of particle p, CP generates R
possible realizations of the future state using the kinematic prior. The R pro-

posed future states are then given weights using the current measurements and

a single representative is selected. This process is repeated for each particle

until the tth partition for all particles has been formed. This is an auxiliary
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Table 4.3. Independent Partition Particle Filter (Table III from [145] which is c©2005 IEEE -

used with permission).

1 For each partition, t = 1 · · ·Tmax,

(a) Partition Proposal: Propose partition t via Independent Partition

Subroutine

2 Particle weighting: Compute wk
p = wk−1

p ∗
p(y|Xp)

∏Tp
t=1

bp,t

3 Weight normalization: Normalize wk
p to sum to one over p.

Independent Partition Subroutine for Target t:

1 For each particle p = 1, ..., Npart,

(a) Particle partition proposal: Sample X∗
p,t ∼ p(x|Xk−1

p,t )

(b) Particle partition weighting: Compute ωp = p(y|X∗
p,t)

2 Partition weight normalization: Normalize ω to sum to one over p.

3 For each particle p = 1, ..., Npart,

(a) Index selection: Sample an index j from the distribution defined

by ω

(b) Particle partition selection: Set Xp,t = X∗
j,t

(c) Bias balancing: Retain bias of sample, bp,t = ωj

particle filter of the type suggested in [190] where the multiplicity R plays the

role of the auxiliary variable. As in the IP method, the final particle weights

must be adjusted for biased sampling.

Stated in the language of genetic algorithms, the difference between CP and

IP is that CP “maintains pedigree,” i.e., all of the partitions in a new proposed

particle must have come from a common ancestor while IP permits cross-

breeding from different ancestors. Target birth and death are included in both

CP and IP algorithms by adding or deleting partitions as determined by the

target birth and death rates.

3.4.3 Adaptive Particle Proposal Method. IP and CP can

be combined adaptively to provide a scheme that delivers the speed advantage

of IP for partitions that correspond to widely separated targets (usually the

majority of targets) together with improved tracking for coupled targets. The

Adaptive-Partition (AP) method analyzes each partition separately. Partitions

that are sufficiently well separated according to a given metric (see below)

from all other partitions are treated as independent and proposed using the IP

method. When targets are not well-separated, the CP method is used.
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Table 4.4. Coupled Partition Particle Filter (Table IV from [145] which is c©2005 IEEE -

used with permission).

1 For each partition, t = 1 · · ·Tmax

(a) Partition proposal: Propose partition t via Coupled Partition Sub-

routine

2 Particle weighting: Compute wk
p = wk−1

p ∗
p(y|Xp)

∏Tp
t=1

bp,t

3 Weight normalization: Normalize wk
p to sum to one over p

Coupled Partition Subroutine for Target t

1 For each particle p = 1, ..., Npart,

(a) Particle partition proposals: For each proposal r = 1, ..., R

i Sample X∗
p,t(r) ∼ p(x|Xk−1

p,t )

ii Compute ωr = p(y|X∗
p,t(r))

(b) Proposal weight normalization: Normalize ω to sum to one.

(c) Index selection: Sample an index j from the distribution defined

by ω

(d) Partition selection: Set Xp,t = X∗
p,t(j)

(e) Bias balancing: Retain bias of sample, bp,t = ωj

To provide a criterion for partition separation, we threshold based on dis-

tance in sensor space between the estimated state of the ith partition and the

jth partition. Denote by x̂i the estimated x and y positions of the ith partition

(4.42). Notice only the spatial states are used (i.e., velocities are neglected), as

these are the states that measure distance in sensor space. We have computed

the distance between two partitions using a Euclidean metric between the esti-

mated centers, and the Mahalanobis metric (4.30), where Λ̂j is the covariance

associated with the estimate of the jth partition (4.43).

r2 = (x̂i − x̂j)
⊺Λ̂−1

j (x̂i − x̂j). (4.30)

We have studied the use of a nearest neighbor criterion, where partitions are

considered coupled if any sample from partition i is closer to the center of

partition j than any sample from partition j. In practice, we find that the

Euclidean distance is less computationally burdensome and provides similar

performance.
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Table 4.5. Adaptive Proposal Method (Table V from [145] which is c©2005 IEEE - used with

permission).

1 For each partition t = 1 : Tmax

(a) Distance computation: d(t) = minj �=t ||x̂t − x̂j ||

(b) Partition proposal: if d(t) > τ

Propose partition t using IP method

else

Propose partition t using CP method

2 Particle weighting: For each particle p = 1, ..., Npart

wk
p = wk−1

p ∗
p(y|Xp)

∏Tp
t=1

bp,t

3 Weight normalization: Normalize wk
p to sum to one.

3.5 Multi-target Particle Proposal Via Joint
Sampling

In the IP, CP and AP methods as described above, samples are drawn in-

dependently for each target. Recall that this approach is motivated by the ap-

proximate factorization of the JMPD for well-separated targets. However, this

approximate factorization does not hold for closely-spaced targets. As a result,

if multiple targets are in close proximity drawing samples independently for

each target leads to many particles being proposed in undesirable parts of the

multi-target state space. Instead, particles for closely spaced targets should be

drawn jointly, conditional on the previous target states and the current mea-

surement.

Therefore a joint sampling refinement to the method promises to improve

performance. In this method, those partitions that are deemed to be coupled are

clustered according to the method of Section 3.3. This results in “partitions”

that contain multiple targets – some with 2 targets, some with 3 targets, etc.

Then instead of proposing each target individually, the clustered pairs (triplets,

etc.) of targets are proposed all at once. This method is summarized in Table

4.6. Note that the idea of a partition containing multiple targets is present in the

work of Orton [187], but adaptively deciding partition boundaries and partition

clustering is a more recent innovation [145].

To understand how this joint sampling method works, Figure 4.1 illustrates

a scenario with two targets moving along the real line in opposite directions

with equal speed. The importance density should propose as many particles as

possible with the correct arrangement of targets, in this case one target in each

of the cells.
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Table 4.6. Modified Adaptive Proposal Method

1 Partition clustering: Construct non-overlapping target clusters

C1, . . . , Cs, s ≤ r such that ∪s
l=1Cl = {1, . . . , T}, and if i ∈ Cl then

‖x̂i − x̂j‖ < Γ ⇒ j ∈ Cl where Γ is a threshold.

2 For each cluster, l = 1 · · · s

(a) Cluster proposal: if cluster Cl has one entry,

Propose group c using IP method

else

Propose group c using CP method

3 Particle weighting: Compute the weights wk
p = wk−1

p
p(y|Xp)∏

s
l=1

bp,l

4 Weight normalization: Normalize wk
p to sum to one.

Let xk
i = (ρk

i , v
i
k) denote the state of target i with ρk

i the position and vk
i

the velocity. The weight given to a particular arrangement of targets can be

measured by the probability

I(V1, V2) =

∫

V1

dρk
1

∫ ∞

−∞
dvk

1

∫

V2

dρk
2

∫ ∞

−∞
dvk

2q(Xk|Xk−1,yk) (4.31)

where the Vi are cell volumes. Ideally we would have I([0, 1], [−1, 0]) = 1,

i.e., all samples for each target would be placed in the cell occupied by that

target. If both targets are detected, the joint sampling importance density has

I([0, 1], [−1, 0]) = 0.977 while the independent sampling importance density

has I([0, 1], [−1, 0]) = 0.754. Thus, the joint sampling density places a higher

proportion of particles in the correct cells compared to the independent sam-

pling density. The benefits of joint sampling become even more apparent if

only one target is detected. In this case I([0, 1], [−1, 0]) = 0.692 for joint

sampling and I([0, 1], [−1, 0]) = 0.003 for independent sampling.

Figure 4.1. Crossing target scenario for demonstration of joint target proposals.

Joint sampling of particles is more computationally expensive than inde-

pendent sampling. In particular, the computational expense of jointly drawing
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samples for a group of targets increases exponentially with the number of tar-

gets. Fortunately, this intractable increase in computational expense can be

avoided by exploiting the approximate factorization of the JMPD for well-

separated targets. This approximate factorization is illustrated in Figure 4.2

which shows the probability of correct placement of the particles plotted against

target separation for joint and independent sampling. Results are given for the

cases where both targets are detected and only one target is detected. It can be

seen that for a sufficiently large separation the independent sampling density

will almost certainly place particles in the correct location. In such cases the

computational expense of joint sampling is unnecessary and should be avoided.
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Figure 4.2. Probability of correct placement of particles for joint sampling (solid) and inde-

pendent sampling (dashed) plotted against target separation when (a) both targets are detected

and (b) only one target is detected.

In certain circumstances, the optimal importance density can be even more

efficiently approximated than the sample based approach discussed here. In

particular, if target dynamics are linear/Gaussian and measurements are made

on a grid, the optimal proposal involves sampling from truncated normals

[174]. In this case, a similar AP approach is used wherein partitions are first

separated into groups that are uncoupled and then each group is treated by

sampling from multidimensional truncated normals. This results in optimal

sampling from each of the clusters giving even more efficient particle utiliza-

tion.

3.6 Partition Ordering

As we have seen, the permutation symmetry associated with the JMPD

discussed in Section 2 is inherited by the particle filter representation of the
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JMPD. Each particle contains many partitions (as many as the number of tar-

gets it hypothesizes to exist) and the permutation symmetry of JMPD manifests

through the fact that the relative ordering of targets may change from particle

to particle.

The fact that partitions are in different orders from particle to particle is of no

consequence when the object of interest is an estimate of the joint multi-target

density. Each particle contributes the correct amount of mass in the correct

location to the multi-target density irrespective of the ordering of its partitions.

However, the IP scheme gains efficiency by permitting hybridization across

particles and so requires that particles be identically ordered. Furthermore, es-

timating the multi-target states from the particle filter representation of JMPD

must also be done in a way that is invariant to permutations of the particles.

Therefore, when estimating target states, we permute the particles so that each

particle has the targets in the same order. We use a K-means [101] algorithm

to cluster the partitions of each particle, where the optimization is done across

permutations of the particles. In practice, this engenders a very light computa-

tional burden. The are two reasons for this. First, partitions corresponding to

widely separated targets are not coupled and so remain ordered. Second, since

ordering is applied at each time step, coupled partitions are always nearly or-

dered and so one iteration of the K-means algorithm is usually enough to find

an optimal permutation.

As shown in Table 4.7, the K-means algorithm consists of the following.

Under the permutation Πp, the particle

Xp = [xp,1,xp,2, · · · ,xp,Tp ], (4.32)

is reordered as

Xp = [xp,Πp(1),xp,Πp(2), · · · ,xp,Πp(Tp)]. (4.33)

The mean of the tth partition under the permutation Π is

X̄t(Π) =

Npart∑

p=1

wpXp,Πp(t), (4.34)

where it is understood that the summation is taken over only those particles

that have partition t. Further, define the χ2 statistic

χ2(Π) =

Npart∑

p=1

Tp∑

t=1

wp(Xp,Πp(t) − X̄t(Πp))
2. (4.35)
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To reorder the particles, the goal is to find the set of permutations Π that

minimize χ2, i.e.,

Π̂ = min
Π

χ2(Π). (4.36)

The K-means algorithm is a well known method of approximately solving

problems of this type. An initial permutation Π is assumed and perturbations

about that value are made to descend and find the best (local) Π.

Table 4.7. K-means Algorithm Optimizing Over Partition Orderings (Table VI from [145]

which is c©2005 IEEE - used with permission).

1 Initialize ordering: Initialize with Π = current ordering of partitions

2 Compute means: Compute X̄t(Π) for t = 1 · · ·Tp using (4.34)

3 Permute particles: For each particle p, permute the particle (update Πp)

to yield

Πp ← arg min
Πp

Tp∑

t=1

(X
p,Πp(t)

− X̄t(Πp))2

4 Attempt termination: If no particles have changed permutation, quit.

Otherwise set Π = (Π1, · · · , Πp, · · · , ΠNpart
) and go to 2

3.7 Estimation

Particle estimates of various interesting quantities can be computed. The

central quantity of interest for sensor management is the expected Renyi Di-

vergence. Using the particle filter representation for the JMPD and inserting

that into (4.16) yields the estimate of information gain

Ê[Dα(Yk)|Yk−1, a] =
1

α − 1

1∑

y=0

p(y) log
1

p(y)α

Npart∑

p=1

wpp(y|Xp)
α (4.37)

To compute the probability of exactly n targets in the surveillance volume,

first define the indicator variable Ip(n) for p = 1...Npart,

Ip(n) =

{
1 if Tp = n
0 otherwise

(4.38)

Then the probability of n targets in the surveillance volume, p(n|Y), is given

by
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p(n|Y) =

Npart∑

p=1

Ip(n)wp (4.39)

The estimate of the probability that there are n targets in the surveillance

volume is the sum of the weights of the particles that have n partitions. Note

that the particle weights, wp, are normalized to sum to unity for all equations

given in this section.

To compute the estimated target state and covariance of target i, we first

define a second indicator variable Ĩp(i) which indicates if particle p has a par-

tition corresponding to target i. This is necessary as each particle is a sample

drawn from the JMPD and hence may have a different number of partitions

(targets):

Ĩp(i) =

{
1 if target i exists in particle p
0 otherwise

(4.40)

Note that the sorting procedure of Section 3.3 has already identified an or-

dering of particles to allow Ĩp(i) to be determined. Furthermore, we define the

normalized weights to be

ŵp =
wpĨp(i)

∑Npart
l=1 Ĩl(i)wl

(4.41)

So ŵp is the relative weight of particle p, with respect to all particles track-

ing target i. Then the estimate of the state of target i is given by

X̂(i) = E[X(i)] =

Npart∑

p=1

ŵpXp,i (4.42)

which is simply the weighted summation of the position estimates from those

particles that are tracking target i. The covariance estimate is

Λ̂(i) =

Npart∑

p=1

ŵp(Xp,i − X̂(i))(Xp,i − X̂(i))⊺ (4.43)
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3.8 Resampling

In the traditional method of resampling, after each measurement update,

Npart particles are selected with replacement from Xp based upon the particle

weights wp. The result is a set of Npart particles that have uniform weight

which approximate the multi-target density p(X|Y). The particular resam-

pling that was used in this work is systematic resampling [10]. This resampling

strategy is easily implemented, runs in order Npart, is unbiased, and minimizes

the Monte Carlo variance. Many other resampling schemes and modifications

are presented in the literature [73]. Of these methods, we have found that adap-

tively choosing at which time steps to resample [160] based on the number

of effective particles leads to improved performance while reducing compute

time. All results presented herein use the method of [160] to determine which

times to resample and use systematic resampling [10] to perform resampling.

We have also found that Markov Chain Monte Carlo (MCMC) moves using

a Metropolis-Hastings scheme [73] leads to slightly improved performance in

our application.

4. Multi-target Tracking Experiments

In this section we present performance results for the particle filtering tech-

niques described above, focusing on tracking applications. Chapter 5 presents

sensor management results obtained using these techniques. We begin with

a set of experiments that shows the impact of the different proposal methods

on tracking accuracy and numerical requirements. We then present a few re-

sults showing the effect of thresholding on tracker performance and the perfor-

mance gain that can be achieved from using prethresholded measurements in

our association-free approach.

We illustrate the performance of our multi-target tracking scheme by con-

sidering the following scenario. Targets move in a 5000m × 5000m sur-

veillance area. Targets are modeled using the four-dimensional state vector

x = [x, ẋ, y, ẏ]⊺. The target motion in the simulation is taken from a set of

recorded data based on GPS vehicle measurements collected as part of a bat-

tle training exercise at the U.S. Army’s National Training Center. This battle

simulation provides a large number of real vehicles following prescribed tra-

jectories over natural terrain. Based on an empirical fit to the data, we found

that a nearly constant velocity model was adequate to model the behavior of

the vehicles for these simulation studies and is therefore used in all experimen-

tal results presented here. (Estimation performance can be improved with a

moderate increase in computational load using a multiple model particle filter
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with modes corresponding to nearly constant velocity, rapid acceleration, and

stationarity [140].)
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Figure 4.3. A schematic showing the motion of three of the ten targets in the simulation

scenario. The target paths are indicated by the lines, and direction of travel by the arrows.

There are two instances where the target paths cross (i.e., are at the same position at the same

time). (Figure 1 from [145] - c©2005 IEEE used with permission).

We use the simple scalar sensor model described in Section 2.5. The sensor

scans a fixed rectangular region of 50 × 50 pixels, where each pixel repre-

sents a 100m × 100m area on the ground plane. The sensor returns Rayleigh-

distributed measurements in each pixel, depending on the number of targets

that occupy the pixel. Unthresholded measurements return energy according

to (4.22) while thresholded measurements behave according to (4.24).

4.1 Adaptive Proposal Results

In Figure 4.4, we compare the performance of the Independent Partitions

(Table 4.3), Coupled Partitions (Table 4.4), and Adaptive Partitions (Table 4.5)

approaches with the traditional method of sampling from the kinematic prior

(Table 4.2), in terms of RMS tracking error. In this example we use 3 tar-

gets with motion taken from recorded ground vehicle trajectories. The targets

remain close in sensor space for about 50% of the time. Thresholded measure-

ments with Pd = 0.5 are used and the SNR parameter λ is varied from 1 to 21.

Each proposal scheme uses 100 particles to represent the JMPD. The filter is

initialized with truth. Each point on the curve is an average of 100 runs. Table

4.8 shows the rough computational burden of the 4 methods, obtained using

the “FLOPS” command of MATLAB R©.
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Figure 4.4. The Performance of the Coupled Partitions (CP), Independent Partitions (IP), and

Adaptive Partitions (AP) schemes in comparison to simply using the kinematic prior. Perfor-

mance is measured in terms of RMS position error. The units in the figure are sensor cells. For

this simulation, we have extracted 3 targets from our large database of real recorded target tra-

jectories. The targets were chosen so that they spent approximately one-half of the simulation

in close proximity. The IP algorithm used alone is inappropriate during target crossings and so

performs poorly here. The CP algorithm is always appropriate, but computationally demand-

ing. The AP algorithm adaptively switches between IP and CP resulting in good performance

at reduced computation (Figure 2 from [145] - c©2005 IEEE used with permission).

At low SNR all of the methods provide similar tracking performance. As

SNR increases, the performance of all for methods improves (lower RMS er-

ror), but CP and AP provide consistently better estimation performance. The

performance of KP is relatively low since it does not use the measurements in

the proposal. IP adversely effected due to its failure to account for the corre-

lation effects of nearby targets. The CP method makes no assumption about

the independence of the targets and therefore performs very well, but at sig-

nificantly higher computational cost. Most importantly, the adaptive method,

which uses IP on partitions that are independent and CP otherwise, performs

nearly as well as the CP method. AP achieves approximately a 50% reduction

in computational burden (measured by floating point operations) as compared

to the CP method alone.

To gain further insight into the relative performance of the IP, CP and KP

methods, we simulate linear Gaussian target motion for five well-separated tar-

gets and examine the estimation performance as a function of the number of

particles used in the different filters. The results are shown in Figure 4.5. In

this model problem the Kalman filter is optimal and can therefore be used as
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Table 4.8. FLOPS for KP, CP, IP, and AP Methods (Table VII from [145] which is c©2005

IEEE - used with permission).

Method Flops

Coupled Partition 1.25e+8

Independent Partition 6.74e+6

Adaptive Partition 5.48e+7

Kinematic Prior 6.32e+6

a basis for comparison. We use the nearly constant velocity motion model

for both the simulation of target motion and the filter. In each case, the filter

is initialized with truth and run until it achieves steady state where the mean

track error is measured. The interesting result is that IP and CP achieve the

(optimum) Kalman filter performance bound with 200 and 1000 particles re-

spectively while KP still has not quite met the bound with 20,000 particles.

Thus even for this idealized problem for which the Kalman filter is optimal,

KP performs poorly due to the high dimensionality of the multi-target state

space.
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Figure 4.5. The performance of the CP and IP Proposal Schemes, in comparison to sampling

from the Kinematic Prior. For the purposes of this example, we consider well separated targets

with linear motion and linear state-to-measurement coupling. Therefore, in this simple example,

the Kalman filter is optimal and is shown as a performance bound (Figure 3 from [145] - c©2005

IEEE used with permission).
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4.2 Partition Swapping

Figures 4.6 and 4.7 illustrate how partition swapping occurs and how it is

reduced by using the K-means partition sorting algorithm. Partition swapping

leads to poor performance when it occurs while using the Independent Par-

tition proposal algorithm. Figure 4.6 shows several snapshots of the particle

distribution from a crossing target example without partition sorting (the num-

ber of particles has been reduced for illustration purposes here). Initially, the

targets are well separated and identically ordered (e.g., Time=44) and the IP

method is used for particle proposal. When the targets cross (Time=60), par-

tition swapping occurs and the CP method must be used. The targets remain

in the same detection cell for several time steps. Without partition sorting us-

ing the K-means algorithm of Section 3.3, this swapping persists even after

the targets separated and the CP method must be used even at Time=84. This

results in an inefficient algorithm, as the CP method is more computationally

demanding.

Figure 4.7 is analogous to Figure 4.6, but this time we utilize the parti-

tion sorting algorithm outlined in Section 3.3 at each time step. While the CP

method must still be used when the targets are occupying the same detection

cell, when they separate (Time=72) the IP method may be used again. The

partition sorting allows for the more computationally efficient IP method to be

used for proposal by reordering the particles appropriately.

4.3 The Value of Not Thresholding

One of the strengths of association-free methods is their ability to use non-

thresholded measurements without modification. Using non-thresholded mea-

surements should improve performance because targets that are missed due to

thresholding might be detected without thresholding. Here we quantify the rel-

ative performance of the tracker for a set of scenarios in which the target mo-

tion and the underlying measurement probability density functions are iden-

tical. The only difference is that in one case we threshold to obtain binary

measurements with distribution (4.24) while in the other case we use unthresh-

olded measurements and the envelope detected amplitude (4.22) is input into

the tracker.

If one is using thresholded measurements, then the first step is to opti-

mize the threshold. For Rayleigh measurements with a given SNR, setting

the threshold is equivalent to setting the false alarm probability (see (4.23)).

To assess performance, we again use the 3-crossing target data shown in Fig-

ure 4.3. The filters are initialized with ground truth and we assess the number
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Figure 4.6. This figure illustrates the phenomenon of partition swapping that occurs in direct

particle filter implementation of the SIR filter for JMPD. True target locations are indicated by

a solid circle. The two partitions for each particle, plotted with × and ◦, are well separated at

time 44. From time 60 to 66, they occupy the same detection cell. At time 84, some partition

swapping has occurred, indicated by the fact that there are mixtures of × and ◦ corresponding

to each target location (Figure 10 from [145] - c©2005 IEEE used with permission).

of targets in track at the conclusion of the vignette. Figure 4.8 shows a contour

plot of the result as a function of Pd and SNR that increases with SNR and is

broadly peaked around Pd = 0.4.

Figure 4.9 shows the performance of the algorithm using optimized thresh-

olded measurements at Pd = 0.4 and the non-thresholded measurement al-

gorithm. We see that non-thresholded measurements provide similar tracking

performance at an SNR of 1 as the thresholded measurements provide at an

SNR of 5, corresponding to a thresholding-induced loss of about 7dB.

4.4 Unknown Number of Targets

The ability of the JMPD joint particle filtering algorithm to determine the

number of targets is illustrated in Figure 4.10 for the same data as in Figure 4.3.
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Figure 4.7. An example of the behavior of the particle filter based multi-target tracker during

target crossing when partition sorting is employed. The nine time-sequential images focus on

one of the ten targets that the filter is tracking. The ground truth location of the target (projected

into the XY plane) is denoted by a solid circle. The partitions associated with the two targets

are denoted by × and ◦. The sensor cells are given by the gridlines. As discussed earlier, the

sensor measures on a grid and receives energy from the target density if the cell is occupied or

the false alarm density if the cell is empty. Initially (before time 50), this target is well separated

from all of the others. At these points the IP algorithm is being used for proposal. During times

50 to 66, a second target is crossing (coming within sensor resolution) of the target of interest.

Near time 72, the targets complete their crossing and again move apart (Figure 11 from [145] -

c©2005 IEEE used with permission).

There are three targets in this simulation. We initialized the filter uniformly in

target number space, allocating one-sixth the probability to 0, 1, · · · , 5 targets.

Over time, the filter is able to accurately estimate the number of targets in the

surveillance region. As the SNR improves, the time until correctly determining

the number of targets decreases.

5. Conclusions

There is a need to develop sensor management techniques that are applicable

across a broad range of Intelligence, Surveillance and Reconnaissance assets.
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Figure 4.8. A contour plot showing the number of targets successfully tracked in this three

target experiment versus Pd and SNR when using thresholded measurements (Figure 4 from

[145] - c©2005 IEEE used with permission).
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Figure 4.9. A plot of the number of targets successfully tracked in the three target experiment

for thresholded measurements and unthresholded measurements as a function of SNR (Figure 5

from [145] - c©2005 IEEE used with permission).

A critical component to sensor management is the accurate approximation of

the joint posterior density of the targets, i.e., the belief state. The belief state

is captured by the Joint Multi-target Probability Density and it quantifies the

effect of uncertainty within the scene and permits the use of information-based
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Figure 4.10. The estimate of number of targets in the surveillance region versus time with

SNR=4. The filter is initialized with probability uniform for 0, 1, · · · , 5 targets. Measurements

taken over time allow the filter to properly estimate the number of targets in the surveillance

area (Figure 6 from [145] - c©2005 IEEE used with permission).

methods to quantify this uncertainty and select most informative sensing ac-

tions. The need to treat non-linear target motion and target birth and death

motivates the use of non-linear techniques such as particle filtering. The inher-

ent permutation invariance of the JMPD must be treated properly in developing

proposal methods for the particle filter, leading to the IP, CP, AP and OID meth-

ods described in this chapter. These can be implemented with a moderate com-

putational cost and can provide order-of-magnitude reductions in the amount

of sensor resource required to achieve a given level of tracker performance. A

side benefit is that these non-linear methods lead naturally to association free-

trackers that can make use of unthresholded measurements, providing further

improvement and effectively increasing the target SCNR by 3-5 dB.

The future directions for this work include expanding the information based

sensor scheduling to long term planning discussed elsewhere in this volume

(Chapters 2, 6). Another area requiring further work is in optimizing proposals

during the track initiation phase as the work reported here focuses on optimiz-

ing proposals for firm tracks. The studies presented here have been performed

in the context of air- and space-based sensors tracking ground moving targets.

These results are readily extendable to other domains such as missile defense

or tracking air targets.

In the next chapter the joint particle filtering methods introduced here will

be applied to several sensor management scenarios.
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1. Introduction

This chapter discusses a class of approximation methods for sensor manage-

ment under the partially observable Markov decision process (POMDP) model

introduced in Chapter 2. In contrast to Chapter 2, which focuses on analytic

methods for bounding and solving POMDPs, here we discuss methods based

on heuristics and simulation. Our aim is to develop methods that are imple-

mentable on-line and find nearly optimal policies.

While the methods described herein are more generally applicable, the fo-

cus application will be sensor management for target tracking. Information

theoretic measures discussed in Chapter 3 and particle filter approximations

discussed in Chapter 4 will be implemented to illustrate these approximations.

It is informative to distinguish between myopic and non-myopic (also known

as dynamic or multistage) resource management policies, a topic of much cur-

rent interest (see, e.g., [139, 103, 104]). In myopic resource management, the
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objective is to optimize performance on a per-decision basis. For example,

consider sensor scheduling for tracking a single target, where the problem is to

select, at each decision epoch, a single sensor to activate. An example sensor-

scheduling scheme is closest point of approach (CPA), which selects the sensor

that is perceived to be the closest to the target. Another (more sophisticated)

example is the method described in [141], where the authors present a sensor

management method using alpha-divergence (or Rényi divergence) measures.

Their approach is to make the decision that maximizes the expected informa-

tion gain, which is measured in terms of the alpha-divergence.

Myopic sensor-management schemes may not be ideal when the perfor-

mance is measured over a horizon of time. In such situations, we need to

consider schemes that trade off short-term for long-term performance. We call

such schemes non-myopic. Several factors motivate the consideration of non-

myopic schemes:

Heterogeneous sensors. If we have sensors with different locations, charac-

teristics, usage costs, and/or lifetimes, the decision of whether or not to

use a sensor should consider what the overall performance will be, not

whether or not its use maximizes the current performance.

Sensor motion. The future location of a mobile sensor affects how we should

act now. To optimize a long-term performance measure, we need to be

opportunistic in our choice of sensor decisions.

Target motion. If a target is moving, there is potential benefit in sensing the

target before it becomes unresolvable (e.g., too close to other targets or to

clutter, or shadowed by large objects). In some scenarios, we may need

to identify multiple targets before they cross, to aid in data association.

The rest of this chapter is organized as follows. In Section 2, we give a con-

crete motivating example that advocates for the use of non-myopic scheduling.

Next, in Section 3, we review the basic principles behind Q-value approxima-

tion. Then, in Section 4, we illustrate the basic lookahead control framework

and describe the constituent components. In Section 5, we describe a host of

Q-value approximation methods. Among others, this section includes descrip-

tions of Monte Carlo sampling methods, heuristic approximations, and rollout

methods. In Section 6, we provide a set of simulation results on a model prob-

lem that illustrate several of the approximate non-myopic scheduling methods

described in this chapter. We conclude in Section 7 with some summary re-

marks.
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2. Motivating Example

We now present a concrete motivating example that will be used to explain

and justify the heuristics and approximations used in this chapter. This exam-

ple involves a remote sensing application where the goal is to learn the contents

of a surveillance region via repeated interrogation.

Consider a single airborne sensor which is able to image a portion of a

ground surveillance region to determine the presence or absence of moving

ground targets. At each time epoch, the sensor is able to direct an electrically

scanned array so as to interrogate a small area on the ground. Each interroga-

tion yields some (imperfect) information about the small area. The objective is

to choose the sequence of pointing directions that lead to the best acquisition

of information about the surveillance region.

A further complication is the fact that at each time epoch the sensor position

causes portions of the ground to be unobservable due to obscuration. Obscu-

ration is due to varying degrees of terrain elevation that can block line-of-sight

from the sensor to the target on the ground. We assume that given the sen-

sor position and the terrain elevation, the sensor can compute a visibility mask

which specifies how well a particular spot on the ground can be seen by the

sensor. As an example, in Figure 5.1 we give binary visibility masks that are

computed from a sensor positioned (a) below and (b) to the left of the topo-

graphically nonhomogeneous surveillance region. As can be seen from the

figures, sensor position causes “shadowing” of certain regions. These regions,

if measured, would provide no information to the sensor.

This example illustrates a situation where non-myopic scheduling is highly

beneficial. Using a known sensor trajectory and known topographical map,

the sensor can predict locations that will be obscured in the future. This in-

formation can be used to prioritize resources so that they are used on targets

that are predicted to become obscured in the future. Extra sensor dwells im-

mediately before obscuration (at the expense of not interrogating other targets)

will sharpen the estimate of target location. This sharpened estimate will allow

better prediction of where and when the target will emerge from the obscured

area. This is illustrated graphically with a six time-step vignette in Figure 5.2.
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(a) The visibility mask for a sensor posi-

tioned below the region

(b) The visibility mask for a sensor posi-

tioned to the left of the region

(c) Elevation map of the surveillance region

Figure 5.1. Visibility masks for a sensor positioned below and left of the surveillance region.

We show binary visibility masks (non-visible areas are black and visible areas are white). In

general, visibility may be between 0 and 1 indicating areas of reduced visibility, e.g., regions

that are partially obscured by foliage (Figure 1 from [139] - c©2005 IEEE used with permission).

3. Basic Principle: Q-value Approximation

3.1 Optimal Policy

In general the action chosen at each time k should be allowed to depend on

the entire history up to time k (i.e., the action at time k is a random variable

that is a function of all observable quantities up to time k). However, it turns

out that if an optimal choice of such a sequence of actions exists, then there is

an optimal choice of actions that depends only on “belief-state feedback.” In

other words, it suffices for the action at time k to depend only on the belief

state (or information state) πk at time k (See Appendix, Section 2). Let π be

the set of distributions over the underlying state space X (we call π the belief-

state space). So what we seek is, at each time k, a mapping γ∗
k : π → A such
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Figure 5.2. A six time step vignette where a target moves through an obscured area. Other

targets are present elsewhere in the surveillance region but outside the area shown in the figures.

The target is depicted by an asterisk. Areas that are obscured from the sensor point of view are

black and areas that are visible are white. Extra dwells just before becoming obscured (time =

1) aid in localization after the target emerges (Figure 2 from [139] - c©2005 IEEE used with

permission).

that if we perform action ak = γ∗
k(πk), then the resulting objective function is

maximized. As usual, we call such a mapping a policy.

3.2 Q-values

Let V ∗
H(π0) be the optimal objective function value (over horizon H). Then,

as discussed in Chapter 2, Bellman’s principle states that

V ∗
H(π0) = max

a
(r(π0, a) + Ea[V

∗
H−1(π1)|π0])

where r(π0, a) is the reward associated with taking action a at belief state

π0, and π1 is the random next belief state, with distribution depending on a.

Moreover,

γ∗
0(π0) = arg max

a
(r(π0, a) + Ea[V

∗
H−1(π1)|π0]).
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Define the Q-value of taking action a at state πk as

QH−k(πk, a) = r(πk, a) + Ea[V
∗
H−k−1(πk+1)|πk],

where πk+1 is the random next belief state. Then, Bellman’s principle can be

rewritten as

γ∗
k(πk) = arg max

a
QH−k(πk, a)

In other words, the optimal action to take at belief-state πk (at time k, with a

horizon-to-go of H−k) is the one with largest Q-value at that belief state. This

principle, called lookahead, forms the heart of approaches to solving POMDPs.

3.3 Stationary policies

In general, an optimal policy is a function of time k. It turns out that if H
is sufficiently large, then the optimal policy is approximately stationary (inde-

pendent of time k). This seems intuitively clear: if the end of the time horizon

is a million years away, then how we should act today given a belief-state x is

the same as how we should act tomorrow given the same belief state. To put it

differently, if H is sufficiently large, the difference between QH and QH−1 is

negligible. Henceforth we will assume that there is a stationary optimal policy,

and this is what we seek. We will use the notation γ for stationary policies

(with no subscript k).

3.4 Receding horizon

Assuming that H is sufficiently large and that we seek a stationary optimal

policy, at any time k we will write:

γ∗(π) = arg max
a

QH(π, a).

Notice that the horizon is taken to be fixed at H , regardless of the current time

k. This is justified by our assumption that H is so large that at any time k, the

horizon is still approximately H time steps away. This approach of taking the

horizon to be fixed at H is called receding horizon control. For convenience,

we will also henceforth drop the subscript H from our notation unless it is

needed for clarity.

3.5 Approximating Q-values

Recall that Q(π, a) is simply the reward r(π, a) of taken action a at belief-

state π, plus the expected cumulative reward of applying the optimal policy
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Figure 5.3. Basic lookahead framework.

for all future actions. This second term in the Q-value is in general difficult to

obtain, especially for a problem with a large belief-state space. For this reason,

approximation methods are necessary to obtain Q-values. Note that the quality

of an approximation to the Q-value is not so much in the accuracy of the actual

values obtained, but in the ranking of the actions reflected by their relative

values.

In Section 5, we describe a variety of methods to approximate Q-values.

But before discussing such methods, in the next section we first describe the

basic control framework for using Q-values to inform control decisions.

4. Control Architecture

By Bellman’s principle, knowing the Q-values allows us to make optimal

control decisions. In particular, if we are currently at belief-state π, we need

only find the action a with the largest Q(π, a). This principle yields a basic

control framework that is illustrated in Figure 5.3.

The top-most block represents the sensing system, which we treat as having

an input and two forms of output. The input represents actions (external con-

trol commands) we can apply to control the sensing system. Actions usually

include sensor-resource controls, such as which sensor(s) to activate, at what

power level, where to point them, what waveforms to use, and what sensing

modes to activate. Actions may also include communication-resource controls,

such as the data rate for transmission from each sensor.

The two forms of outputs from the sensing system represent:
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1 Fully observable aspects of the internal state of the sensing system (which

we call observables), and

2 Measurements (observations) of those aspects of the internal state that

are not directly observable (which we refer to simply as measurements).

We assume that the underlying state-space is the Cartesian product of two sets,

one representing unobservables and the other representing observables. Target

states are prime examples of unobservables. So, measurements are typically

the outputs of sensors, representing observations of target states. Observables

include things like sensor locations and orientations, which sensors are acti-

vated, battery status readings, etc. In the remainder of this section, we describe

the components of our control framework. Our description starts from the ar-

chitecture of Figure 5.3 and progressively fills in the details.

4.1 Controller

At each decision epoch, the controller takes the outputs (measurements and

observables) from the tracking system and, in return, generates an action that is

fed back to the tracking system. This basic closed-loop architecture is familiar

to mainstream control system design approaches.

The controller consists of two main components. The first component is the

measurement filter, which takes as its input the measurements, and provides as

its output the posterior distribution of the unobservable internal states (which

we henceforth simply call unobservables). In the typical situation where these

unobservables are target states, the measurement filter outputs posterior distri-

bution of the target states given the measurement history. We describe the mea-

surement filter further below. The posterior distribution of the unobservables,

together with the observables, form the belief state, the posterior distribution

of the underlying state.

The second component of the controller is the action selector, which takes

the belief state and computes an action (which is the output of the controller).

The basis for action selection is Bellman’s principle, using Q-values. We dis-

cuss this below.

4.2 Measurement filter

The measurement filter computes the posterior distribution given measure-

ments. This component is present in virtually any target tracking system. It
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turns out that the posterior distribution can be computed iteratively: each time

we obtain a new measurement, the posterior distribution can be obtained by up-

dating the previous posterior distribution based on knowing the current action,

the transition law, and the observation law. This update is based on Bayes’ rule

(see Chapter 2).

The measurement filter can be constructed in a number of ways. If we know

beforehand that the posterior distribution always resides within a family of

distributions that is conveniently parameterized, then all we need to do is keep

track of the belief-state parameters. This is the case, for example, if the belief

state is Gaussian. Indeed, if the unobservables evolve in a linear fashion, then

these Gaussian parameters can be updated using a Kalman filter. See Chapter

10 for a detailed development of the Kalman filter for multiple target tracking

with data association. In general, however, it is not practical to keep track of

the exact belief state. A variety of options have been explored for belief-state

representation and simplification (e.g., [203, 199, 258]). We will have more to

say about belief-state simplification in Section 5.10.

Particle filtering is a Monte Carlo sampling method for updating posterior

distributions. Instead of maintaining the exact posterior distribution, we main-

tain a set of representative samples from that distribution. It turns out that

this method dovetails naturally with Monte Carlo sampling-based methods for

Q-value approximation, as we will describe later in Section 5.7.

4.3 Action selector

As shown in Figure 5.4, the action selector consists of a search (optimiza-

tion) algorithm that optimizes an objective function, the Q-function, with re-

spect to an action. In other words, the Q-function is a function of the action—it

maps each action, at a given belief state, to its Q-value. The action that we seek

is one that maximizes the Q-function. So, we can think of the Q-function as a

kind of “action-utility” function that we wish to maximize.

As is typical, the search algorithm iteratively generates a candidate action

and evaluates the Q-function at this action (this numerical quantity is the Q-

value), searching over the space of candidate actions for one with the largest

Q-value. Methods for obtaining (approximating) the Q-values are described in

the next section.
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Figure 5.4. Basic components of the action selector.

5. Q-value Approximation Methods

5.1 Basic approach

Recall the definition of the Q-value,

Q(π, a) = r(π, a) + Ea[V
∗(π′)|π], (5.1)

where π′ is the random next belief state, with distribution depending on a. In

all but very special problems, it is impossible to compute the Q-value exactly.

In this section, we describe a variety of methods to approximate the Q-value.

Because the first term on the right-hand side of (5.1) is usually easy to compute,

most approximation methods focus on approximating the second term. As

pointed out before, it is important to realize that the quality of an approximation

to the Q-value is not so much in the accuracy of the actual values obtained, but

in the ranking of the actions reflected by their relative values.

5.2 Monte Carlo sampling

In general, we can think of Monte Carlo methods simply as the use of com-

puter generated random numbers in estimating expectations of random vari-

ables through averaging over many samples. With this in mind, it seems natural

to consider using Monte Carlo methods to compute the value function directly

based on Bellman’s equation:

V ∗
H(π0) = max

a0

(r(π0, a0) + Ea0 [V
∗
H−1(π1)|π0]).

Notice that the second term on the right-hand side involves expectations (one

per action candidate a0), which can be estimated using Monte Carlo sampling.

However, the random variable inside each expectation is itself an objective

function value (with horizon H − 1), and so it too involves a max of an expec-
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tation via Bellman’s equation:

V ∗
H(π0)

= max
a0

(
r(π0, a0) + Ea0

[
max

a1

(r(π1, a1) + Ea1 [V
∗
H−2(π2)|π1])

∣∣∣∣π0

])
.

Notice that we now have two “layers” of max and expectation, one “nested”

within the other. Again, we see that the inside expectation involves the value

function (with horizon H − 2), which yet again can be written as a max of

expectations. Proceeding this way, we can write V ∗
H(π0) in terms of H layers

of max and expectations. Each expectation that appears in this way of express-

ing the value function V ∗
H can be computed using Monte Carlo sampling. The

question that remains is, how computationally burdensome is this task?

Kearns, Mansour, and Ng [128] have provided a method to calculate the

computational burden of approximating the value function using Monte Carlo

sampling as described above, given some prescribed accuracy in the approx-

imation of the value function. Unfortunately, it turns out that for practical

POMDP problems this computational burden is prohibitive, even for modest

degrees of accuracy. So, while Bellman’s equation suggests a natural Monte

Carlo method for approximating the value function, the method is not useful

in practice. For this reason, we seek alternative approximation methods. In the

next few subsections, we explore some of these methods.

5.3 Relaxation of optimization problem

Some problems that are difficult to solve become drastically easier if we re-

lax certain aspects of the problem. For example, by removing a constraint in

the problem, the “relaxed” problem may yield to well-known solution meth-

ods. This constraint relaxation enlarges the constraint set, and so the solution

obtained may no longer be feasible in the original problem. However, the ob-

jective function value of the solution bounds the optimal objective function

value of the original problem.

The Q-value involves the quantity V ∗(π′), which can be viewed as the op-

timal objective function value corresponding to some optimization problem.

The method of relaxation, if applicable, gives rise to a bound on V ∗(π′), which

then provides an approximation to the Q-value. For example, a relaxation of

the original POMDP may result in a bandit problem (see Chapter 6), or may

be solvable via linear programming (see Chapter 2). For further discussion on

methods based on bandit approximation, see Chapter 7.
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5.4 Heuristic approximation

In some applications, although we are unable to compute Q-values directly,

we can use domain knowledge to develop some idea of how it behaves. If so,

we can heuristically construct a Q-function based on this knowledge.

Recall from (5.1) that the Q-value is the sum of two terms, where the first

term (the immediate reward) is usually easy to compute. Therefore, it often

suffices to approximate only the second term in (5.1), which is the mean opti-

mal objective function value starting at the next belief state, which we call the

expected value-to-go (EVTG). Note that the EVTG is a function of both π and

a, because the distribution of the next belief state is a function of π and a. In

some problems, it is possible to construct a heuristic EVTG based on domain

knowledge. If the constructed EVTG properly reflects tradeoffs in the selec-

tion of alternative actions, then the ranking of these actions via their Q-values

will result in the desired “lookahead.”

For example, consider the motivating example of tracking multiple targets

with a single sensor. Suppose we can only measure the location of one target

per decision epoch. The problem then is to decide which location to measure

and the objective function is the aggregate (multi-target) tracking error. The

terrain over which the targets are moving is such that the measurement errors

are highly location dependent, for example because of the presence of topo-

graphical features which cause some areas to be invisible from a future sensor

position. In this setting, it is intuitively clear that if we can predict sensor and

target motion so that we expect a target is about to be obscured, then we should

focus our measurements on that target immediately before the obscuration so

that its track accuracy is improved and the overall tracking performance maxi-

mized in light of the impending obscuration.

The same reasoning applies in a variety of other situations, including those

where targets are predicted to become unresolvable to the sensor (e.g., two

targets that cross) or where the target and sensor motion is such that future

measurements are predicted to be less reliable (e.g., a bearings-only sensor

that is moving away from a target). In these situations, we advocate a heuris-

tic method that replaces the EVTG by a function that captures the long-term

benefit of an action in terms of an “opportunity cost” or “regret.” That is, we

approximate the Q-value as

Q(π, a) ≈ r(π, a) + wN(π, a), (5.2)

where N(π, a) is an easily computed heuristic approximation of the long-term

value, and w is a weighting term that allows us to trade the influence of the

immediate value and the long-term value. As a concrete example of a useful
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heuristic, we have used the “gain in information for waiting” as a choice of

N(π, a) [140]. Specifically, let ḡk
a denote the expected myopic gain when

taking action a at time k. Furthermore, denote by pk
a(·) the distribution of

myopic gains when taking action a at time k. Then, in the notation of Chapter

4, a useful approximation of the long-term value of taking action a is the gain

(loss) in information received by waiting until a future time step to take the

action,

N(π, a) ≈
M∑

m=1

γm sgn
(
ḡk
a − ḡk+m

a

)
Dα

(
pk

a(·)||pk+m
a (·)

)
(5.3)

where M is the number of time steps in the future that are considered.

Each term in the summand of N(π, a) is made up of two components. First,

sgn
(
ḡk
a − ḡk+m

a

)
signifies if the expected reward for taking action a in the

future is more or less than the present. A negative value implies that the future

is better and that the action ought to be discouraged at present. A positive value

implies that the future is worse and that the action ought to be encouraged at

present. This may happen, for example, when the visibility of a given target

is getting worse with time. The second term, Dα

(
pk

a(·)||pk+m
a (·)

)
, reflects the

magnitude of the change in reward using the divergence between the density

on myopic rewards at the current time step and at a future time step. A

small number implies that the present and future rewards are very similar, and

therefore the non-myopic term will have little impact on the decision making.

Therefore, N(π, a) is positive if an action is less favorable in the future

(e.g., the target is about to become obscured). This encourages taking actions

that are beneficial in the long term, and not just taking actions based on their

immediate reward. Likewise, the term is negative if the action is more favor-

able in the future (e.g., the target is about to emerge from an obscuration). This

discourages taking actions now that will have more value in the future.

5.5 Parametric approximation

In situations where a heuristic Q-function is difficult to construct, we may

consider methods where the Q-function is approximated by a parametric func-

tion (by this we mean that we have a function approximator parameterized by

one or more parameters). Let us denote this approximation by Q̃(π, θ), where

θ is a parameter (to be tuned appropriately). For this approach to be useful, the

computation of Q̃(π, θ) has to be relatively simple, given π and θ. Typically,

we seek approximations for which it is easy to set the value of the parameter

θ appropriately, given some information of how the Q-values “should” behave
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(e.g., from expert knowledge, empirical results, simulation, or on-line obser-

vation). This adjustment or tuning of the parameter θ is called training.

As in the heuristic approximation approach, the approximation of the Q-

function by the parametric function approximator is usually accomplished by

approximating the EVTG, or even directly approximating the objective func-

tion V ∗.1 In the usual parametric approximation approach, the belief state π
is first mapped to a set of features. The features are then passed through a

parametric function to approximate V ∗(π). For example, in the problem of

tracking multiple targets with a single sensor, we may extract from the belief

state some information on the location of each target relative to the sensor,

taking into account the topography. These constitute the features. For each

target, we then assign a numerical value to these features, reflecting the mea-

surement accuracy. Finally, we take a linear combination of these numerical

values, where the coefficients of this linear combination serve the role of the

parameters to be tuned.

The parametric approximation method has some advantages over methods

based only on heuristic construction. First, the training process usually in-

volves numerical optimization algorithms, and thus well-established method-

ology can be brought to bear on the problem. Second, even if we lack imme-

diate expert knowledge on our problem, we may be able to experiment with

the system (e.g., by using a simulation model, e.g., a generative model [128]).

Such empirical output is useful for training the function approximator. Com-

mon training methods found in the literature go by the names of reinforcement

learning, Q-learning, neurodynamic programming, and approximate dynamic

programming.

The parametric approximation approach may be viewed as a systematic

method to implement the heuristic-approximation approach. But note that even

in the parametric approach, some heuristics are still needed in the choice of

features and in the form of the function approximator. For further reading, see

[28].

1In fact, given a POMDP, it turns out that the Q-value can be viewed as the objective function value for a

related problem; see [28].
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5.6 Action-sequence approximations

Let us write the value function (optimal objective function value as a func-

tion of belief state) as

V ∗(π) = max
γ

Eγ

[
H∑

k=1

r(πk, γ(πk))

∣∣∣∣∣π
]

= E

[
max

a1,...,aH :ak=γ(πk)

H∑

k=1

r(πk, ak)

∣∣∣∣∣π
]

, (5.4)

where the notation maxa1,...,aH :ak=γ(πk) means maximization subject to the

constraint that each action ak is a (fixed) function of the belief state πk. If

we relax this constraint on the actions and allow them to be arbitrary random

variables, then we have an upper bound on the value function:

V̂upper(π) = E

[
max

a1,...,aH

H∑

k=1

r(πk, ak)

∣∣∣∣∣π
]

.

In some applications, this upper bound provides a suitable approximation to the

value function. The advantage of this approximation method is that in certain

situations the computation of the “max” above involves solving a relatively

easy optimization problem. This method is called hindsight optimization [58,

256].

One implementation of this idea involves averaging over many Monte Carlo

simulation runs to compute the expectation above. In this case, the “max”

is computed for each simulation run by first generating all the random num-

bers for that run, and then applying a static optimization algorithm to compute

optimal actions a1, . . . , aH . It is easy now to see why we call the method

“hindsight” optimization: the optimization of the action sequence is done after

knowing all uncertainties over time, as if making decisions in hindsight.

As an alternative to relaxing the constraint in (5.4) that each action ak is a

fixed function of the belief state πk, suppose we further restrict each action to

be simply fixed (not random). This restriction gives rise to a lower bound on

the value function:

V̂lower(π) = max
a1,...,aH

Ea1,...,aH [r(π1, a1) + · · · + r(πH , aH)|π].

To use analogous terminology to “hindsight optimization,” we may call this

method foresight optimization—we make decisions before seeing what actu-

ally happens, based on our expectation of what will happen. For an application

of this method to tracking, see [57].
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5.7 Rollout

In this section, we describe the method of policy rollout The basic idea is

simple. First let Vγ(π0) be the objective function value corresponding to policy

γ. Recall that V ∗ = maxγ Vγ . In the method of rollout, we assume that we

have a candidate policy γbase (called the base policy), and we simply replace

V ∗ in (5.1) by Vγbase
. In other words, we use the following approximation to

the Q-value:

Qγbase
(π, a) = r(π, a) + Ea[Vγbase

(π′)|π].

We can think of Vγbase
as the performance of applying policy γbase in our sys-

tem. In many situations of interest, Vγbase
is relatively easy to compute, either

analytically, numerically, or via Monte Carlo simulation.

It turns out that the policy γ defined by

γ(π) = arg max
a

Qγbase
(π, a) (5.5)

is at least as good as γbase (in terms of the objective function); in other words,

this step of using one policy to define another policy has the property of policy

improvement. This policy-improvement result is the basis for a method known

as policy iteration, where we iteratively apply the above policy-improvement

step to generate a sequence of policies converging to the optimal policy. How-

ever, policy iteration is difficult to apply in problems with large belief-state

spaces, because the approach entails explicitly representing a policy and iter-

ating on it (remember that a policy is a mapping with the belief-state space π

as its domain).

In the method of policy rollout, we do not explicitly construct the policy

γ in (5.5). Instead, at each time step, we use (5.5) to compute the output of

the policy at the current belief-state. For example, the term Ea[Vγbase
(π′)|π]

can be computed using Monte Carlo sampling. To see how this is done, ob-

serve that Vγbase
(π′) is simply the mean cumulative reward of applying policy

γbase, a quantity that can be obtained by Monte Carlo simulation. The term

Ea[Vγbase
(π′)|π] is the mean with respect to the random next belief-state π′

(with distribution that depends on π and a), again obtainable via Monte Carlo

simulation. We provide more details in Section 5.9. In our subsequent dis-

cussion of rollout, we will assume by default that the method is implemented

using Monte Carlo simulation. For an application of the rollout method to

sensor scheduling in target tracking, see [103, 104].
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5.8 Parallel rollout

An immediate extension to the method of rollout is to use multiple base

policies. So suppose that ΓB = {γ1, . . . , γn} is a set of base policies. Then

replace V ∗ in (5.1) by

V̂ (π) = max
γ∈ΓB

Vγ(π).

We call this method parallel rollout [54]. Notice that the larger the set ΓB ,

the tighter V̂ (π) becomes as a bound on V ∗(π). Of course, if ΓB contains the

optimal policy, then V̂ = V ∗. It follows from our discussion of rollout that

the policy improvement property also holds when using a lookahead policy

based on parallel rollout. As with the rollout method, parallel rollout can be

implemented using Monte Carlo sampling.

5.9 Control architecture in the Monte Carlo case

The method of rollout provides a convenient turnkey (systematic) proce-

dure for Monte-Carlo-based decision making and control. Here, we specialize

the general control architecture of Section 4 to the use of particle filtering for

belief-state updating and a Monte Carlo method for Q-value approximation

(e.g., rollout). Particle filtering, which, as discussed in Chapter 4, is a Monte

Carlo sampling method for updating posterior distributions, dovetails naturally

with Monte Carlo methods for Q-value approximation. An advantage of the

Monte Carlo approach is that it does not rely on analytical tractability—it is

straightforward in this approach to incorporate sophisticated models for sensor

characteristics and target dynamics.

Figure 5.5 shows the control architecture specialized to the Monte Carlo set-

ting. Notice that, in contrast to Figure 5.3, the a particle filter plays the role of

the measurement filter, and its output consists of samples of the unobservables.

Figure 5.6 shows the action selector in this setting. Contrasting this figure with

Figure 5.4, we see that a Monte Carlo simulator plays the role of the Q-value

approximator (e.g., through the use of rollout).

As a specific example, consider applying the method of rollout. In this case,

the evaluation of the Q-value for any given candidate action relies on a simula-

tion model of the sensing system operating some base policy. This simulation

model is a “dynamic” model in the sense that it evaluates the behavior of the

sensing system over some horizon of time (which is specified beforehand).

The simulator requires as inputs the current observables together with samples

of unobservables from the particle filter (to specify initial conditions) and a

candidate action. The output of the simulator is a Q-value corresponding to
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Figure 5.5. Basic control architecture with particle filtering and rollout.

Figure 5.6. Components of the action selector.
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the current measurements and observables, for the given candidate action. The

output of the simulator represents the mean performance of applying the base

policy, depending on the nature of the objective function. For example, the

performance measure of the system may be the negative mean of the sum of

the cumulative tracking error and the sensor usage cost over a horizon of H
time steps, given the current system state and candidate action.

To elaborate on exactly how the Q-value approximation using rollout is im-

plemented, suppose we are given the current observables and a set of samples

of the unobservables (from the particle filter). The current observables together

with a single sample of unobservables represent a candidate current underly-

ing state of the sensing system. Starting from this candidate current state, we

simulate the application of the given candidate action (which then leads to a

random next state), followed by application of the base policy for the remain-

der of the time horizon—during this time horizon, the system state evolves

according to the dynamics of the sensing system as encoded within the simu-

lation model. For this single simulation run, we compute the “action utility”

of the system (e.g., the negative of the sum of the cumulative tracking error

and sensor usage cost over that simulation run). We do this for each sample of

the unobservables, and then average over the performance values from these

multiple simulation runs. This average is what we output as the Q-value.

The samples of the unobservables from the particle filter that are fed to

the simulator (as candidate initial conditions for unobservables) may include

all the particles in the particle filter (so that there is one simulation run per

particle), or may constitute only a subset of the particles. In principle, we may

even run multiple simulation runs per particle.

The above Monte Carlo method for approximating POMDP solutions has

some beneficial features. First, it is flexible in that a variety of sensor manage-

ment scenarios can be tackled using the same framework. This is important

because of the wide variety of sensors that may be encountered in practice.

Second, the method does not require analytical tractability; in principle, it is

sufficient to simulate a system component, whether or not its characteristics

are amenable to analysis. Third, the framework is modular in the sense that

models of individual system components (e.g., sensor types, target motion)

may be treated as “plug-in” modules. Fourth, the approach integrates naturally

with existing simulators (e.g., Umbra [94]). Finally, the approach is inherently

non-myopic, allowing the trade-off of short-term gains for long-term rewards.
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5.10 Belief-state simplification

If we apply the method of rollout to a POMDP, we need a base policy that

maps belief states to actions. Moreover, we need to simulate the performance

of this policy—in particular, we have to sample future belief states as the sys-

tem evolves in response to actions resulting from this policy. Because belief

states are probability distributions, keeping track of them in a simulation is

burdensome.

A variety of methods are available to approximate the belief state. For ex-

ample, we could simulate a particle filter to approximate the evolution of the

belief state (as described in Chapter 4), but even this may be unduly burden-

some. As a further simplification, as in Chapter 10 we could use a Gaussian

approximation and keep track only of the mean and covariance of the belief

state using a Kalman filter or any of its extensions, including extended Kalman

filters and unscented Kalman filters [120]. Naturally, we would expect that the

more accurate the approximation of the belief state, the more burdensome the

computation.

An extreme special case of the above tradeoff is to use a delta distribution for

belief states in our simulation of the future. In other words, in our lookahead

simulation, we do away with keeping track of belief states altogether and in-

stead simulate only a completely observable version of the system. In this case,

we need only consider a base policy that maps underlying states to actions—we

could simply apply rollout to this policy, and not have to maintain any belief

states in our simulation. Call this method completely observable (CO) rollout.

It turns out that in certain applications, such as in sensor scheduling for target

tracking, a CO-rollout base policy is naturally available (see [103, 104]). Note

that we will still need to keep track of (or estimate) the actual belief state of the

system, even if we use CO rollout. The benefit of CO rollout is that it allows

us to avoid keeping track of (simulated) belief states in our simulation of the

future evolution of the system.

In designing lookahead methods with a simplified belief state, we must en-

sure that the simplification does not hide the good or bad effects of actions. In

other words, we need to make sure that the resulting Q-value approximation

properly ranks current actions. This requires a carefully designed simplifica-

tion of the belief state together with a base policy that appropriately reflects the

effects of taking specific current actions.

For example, suppose that a particular current action results in poor future

rewards because it leads to belief states with large variances. Then, if we use

the method of CO rollout, we have to be careful to ensure that this detrimental

effect of the particular current action be reflected as a cost in the lookahead.
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Otherwise, the effect would not be accounted for properly, because in CO roll-

out we do not keep track of belief states in our simulation of the future effect

of current actions.

Another caveat in the use of simplified belief states in our lookahead is

that the resulting rewards in the lookahead may also be affected (and this may

have to be taken into account). For example, consider again the problem of

sensor scheduling for target tracking, where the per-step reward is the negative

mean of the sum of the tracking error and the sensor usage cost. Suppose

that we use a particle filter for tracking (i.e., for keeping track of the actual

belief state). However, for our lookahead, we use a Kalman filter to keep track

of future belief states in our rollout simulation. In general, the tracking error

associated with the Kalman filter is different from that of the particle filter.

Therefore, when summed with the sensor usage cost, the relative contribution

of the tracking error to the overall reward will be different for the Kalman

filter compared to the particle filter. To account for this, we will need to scale

the tracking error (or sensor usage cost) in our simulation so that the effect of

current actions are properly reflected in the Q-value approximations from the

rollout with the simplified belief state calculation.

5.11 Reward surrogation

In applying a POMDP approximation method, it is often useful to substitute

a surrogate for the actual reward function. This can happen for for a num-

ber of reasons. First, we may have a surrogate reward that is much simpler

(or more reliable) to calculate than the actual reward (see, e.g., the method of

reduction to classification in Section 4 of Chapter 3). Second, it may be desir-

able to have a single surrogate reward for a range of different actual rewards.

For example, information gain is often useful as a surrogate reward in sens-

ing applications, taking the place of a variety of detection and tracking metrics

(see Chapter 3). Third, reward surrogation may be necessitated by the use of a

belief-state simplification technique. For example, under a Gaussian or Gaus-

sian mixture model for the measurements a Kalman filter can be used to update

the mean and covariance of the belief state (see Chapter 10).

The use of a surrogate reward can lead to many benefits. But some care

must be taken in the design of a suitable surrogate reward. Most important is

that the surrogate reward be sufficiently reflective of the true reward that the

ranking of actions with respect to the approximate Q-values be preserved. A

superficially benign substitution may in fact have unanticipated but significant

impact on the ranking of actions. For example, recall the example raised in the

previous section on belief-state simplification, where we substitute the tracking



116 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

error of a particle filter for the tracking error of a Kalman filter. Superficially,

this substitute appears to be hardly a “surrogate” at all. However, as pointed

out before, the tracking error of the Kalman filter may be significantly different

in magnitude from that of a particle filter.

6. Simulation Result

In this section, we illustrate the performance of several of the strategies

discussed in this chapter on a common model problem. The model problem

has been chosen to have the characteristics of the motivating example given

earlier, while remaining simple enough so that the workings of each method

are transparent.

In the model problem, there are two targets, each of which is described by

a one-dimensional position x. The sensor may measure any one of the 16
cells, which span the possible target locations (see Figure 5.7). The sensor

makes three (not necessarily distinct) measurements per time step, receiving

binary returns independent from dwell to dwell. In occupied cells, a detection

is received with probability Pd (set here at 0.9). In cells that are unoccupied

a detection is received with probability Pf (set here at 0.01). At the onset,

positions of the targets are known only probabilistically. The belief state for

the first target is uniform across sensor cells {2 · · · 6} and for the second target

is uniform across sensor cells {11 · · · 15}.

The visibility of the cells changes with time to emulate the motivating ex-

ample. At time 1, all cells are visible to the sensor. At times 2, 3, and 4, cells

{11 · · · 15} become obscured. At time 5, all cells are visible again. This model

problem reflects the situation where a target is initially visible to the sensor,

becomes obscured, and then reemerges from the obscuration.

Figure 5.7. The model problem. At the onset, the belief state for target 1 is uniformly dis-

tributed across cells {2 · · · 6} and the belief state for target 2 is uniformly distributed across

cells {11 · · · 15}. At time 1 all cells are visible. At times 2, 3, and 4, cells {11 · · · 15} are

obscured. This emulates the situation where one target is initially visible to the sensor, becomes

obscured, and then reemerges (Figure 4 from [139] - c©2005 IEEE used with permission).
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At time 1 a myopic strategy, having no information about the future visibil-

ity, will choose to measure cells uniformly from the set {2 · · · 6} ∪ {11 · · · 15}
as they all have the same expected immediate reward. As a result, target 1 and

target 2 will on the average be given equal attention. A non-myopic strategy,

on the other hand, will choose to measure cells from {11 · · · 15} as they are

soon to become obscured. That is, the policy of looking for target 2 at time 1
followed by looking for target 1 is best.

Figure 5.8 shows the performance of several of the on-line strategies dis-

cussed in this chapter on this common model problem. The performance of

each scheduling strategy is measured in terms of the mean squared tracking

error at each time step. The curves represent averages over 10, 000 realizations

of the model problem. Each realization has randomly chosen initial positions

of the targets and measurements corrupted by random mistakes as discussed

above.

The performance of five different policies is given in Figure 5.8. These

policies are described as follows.

A random policy that simply chooses one of the 16 cells randomly for

interrogation. This policy provides a worst-case performance and will

bound the performance of the other policies.

A myopic policy that takes the action expected to maximize immediate

reward. Here the surrogate reward is information gain (see Chapter 3),

so the value of an action is estimated by the amount of information it

gains. The myopic policy is sub-optimal because it does not consider

the long term ramifications of its choices. In particular, at time 1 the

myopic strategy has no preference as to which target to measure because

both are unobscured and have uncertain position. Therefore, half of the

time, target 1 is measured, resulting in an opportunity cost because target

2 is about to disappear.

The heuristic EVTG approximation described in Section 5.4. This

policy gives weight to actions expected to be more valuable now than in

the future. In particular, actions that correspond to measuring target 2

are given additional value because target 2 is predicted to be obscured

in the future. This causes the relative ranking of actions correspond-

ing to measuring target 2 higher than those corresponding to measuring

target 1. For this reason, this policy (like the other non-myopic approx-

imations described next) significantly outperforms the myopic strategy.

This method has computational burden on the order of T times that of

the myopic policy, where T is the horizon length.
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The rollout policy described in Section 5.7. The base policy used here

is to point the sensor where the target is expected to be. This expectation

is computed using the predicted future belief state, which requires the

posterior (belief state) to be propagated in time. This is done using a

particle filter to represent the posterior. We again use information gain

as the surrogate metric to evaluate policies. The computational burden

of this method is on the order of NT times that of the myopic policy,

where T is the horizon length and N is the number of Monte Carlo trials

used in the approximation (here N = 25).

The completely observable rollout policy described in Section 5.10.

The base policy here is also to point the sensor where the target is ex-

pected to be, but is modified to enforce the criterion that the sensor

should alternate looking at the two targets. This slight policy modifi-

cation is necessary due to the delta-function representation of the future

belief state. Since the completely observable policy does not require pre-

dicting the posterior into the future, it is significantly faster than standard

rollout (it is an order of magnitude faster in these simulations). However,

completely observable rollout requires a different surrogate reward (one

that does not require the posterior like the information gain surrogate

metric does). Here we have chosen as a surrogate reward to count the

number of detections received, discounting multiple detections of the

same target.

7. Summary and Discussion

This chapter has presented approximation methods based on heuristics and

simulation for partially observable Markov decision processes. We have high-

lighted via simulation on a simple model problem approaches based on rollout

and a particular heuristic based on information gain. We have detailed some

of the design choices that go into finding appropriate approximation, including

choice of surrogate reward and belief-state representation.

Throughout this chapter we have taken special care to emphasize the limita-

tions of the methods. Broadly speaking, all tractable methods require domain

knowledge in the design process. Rollout methods require a base policy spe-

cially designed for the problem at hand; relaxation methods require one to

identify the proper constraint(s) to remove; heuristic approximations require

one to identify an appropriate approximation to the value-to-go function, and

so on. That being said, when such domain knowledge is available it can often

result in dramatic improvements in system performance over more traditional

methods at a fixed computational cost.
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Figure 5.8. The performance of the five policies discussed above. Performance is measured

in terms of mean squared tracking error at each time step, averaged over a large number of

Monte Carlo trials.

Two aspects not discussed in this chapter are extensions for tracking re-

active targets and to use of multiple platforms. The reactive target scenario

falls outside of the scope of this book since sensor actions affect the target

state in addition to the information state. A simple case of sensor management

for reactive targets has been treated in [138]. In this work a single target be-

haves as a Markov chain with a hidden state that switches to low SNR mode

(stealth) after the target detects that it is being illuminated by an active sensor.

In [138] optimal strategies for scheduling between active and passive sensor

modalities were developed using information gain approaches similar to those

developed in this chapter. Multiple platforms complicate the implementation

of the JMPD belief state approximation but fit otherwise fit into the framework

of the previous three chapters. These techniques have been developed in [143].

Therein physico-mimetic particle fluid models are combined with embedded

simulation to perform information-directed control of swarms of platforms for

multiple target tracking in real time.

The next two chapters describe the multi-armed bandit (MAB) framework

for sensor management. The MAB model can be viewed as an analytical ap-

proximation to the general POMDP model that has been the focus of this chap-

ter. Multi-target tracking applications will be revisited in Chapters 7 and 10.
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1. Introduction

Multi-armed bandit (MAB) problems are a class of sequential resource allo-

cation problems concerned with allocating one or more resources among sev-

eral alternative (competing) projects. Such problems are paradigms of a fun-

damental conflict between making decisions (allocating resources) that yield

high current rewards, versus making decisions that sacrifice current gains with

the prospect of better future rewards. The MAB formulation models resource

allocation problems arising in several technological and scientific disciplines

such as sensor management, manufacturing systems, economics, queueing and

communication networks, clinical trials, control theory, search theory, etc.

(see [88] and references therein).

In the classical MAB problem (discussed in Section 2) at each instant of

time a single resource is allocated to one of many competing projects. The

project to which the resource is allocated can change its state; the remaining

projects remain frozen (do not change state). In the variants of the MAB prob-

lem (discussed in Section 3) one or more resources are dynamically allocated

among several projects; new projects may arrive; all projects may change state;

delays may be incurred by the reallocation of resources, etc.
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In general, sequential resource allocation problems can be solved by dy-

namic programming, as discussed in Chapter 2. Dynamic programming, which

is based on backwards induction, provides a powerful method for the solution

of dynamic optimization problems, but suffers from the “curse of dimension-

ality.” The special structure of the classical MAB problem has led to the dis-

covery of optimal “index-type” allocation policies that can be computed by

forward induction (see Section 2.2), which is computationally less intensive

than backward induction. Researchers have also discovered conditions under

which forward induction leads to the discovery of optimal allocation policies

for variants of the classical MAB (see Section 3). Discovering conditions un-

der which “index-type” allocation policies are optimal or nearly optimal for

sequential resource allocation problems remains an active area of research.

In this chapter we present a qualitative description of the classical MAB

problem and its variants. All problems are formulated in discrete time. MAB

problems have also been studied in continuous time (see for example [167,

80]). The emphasis in this chapter is on describing the key features of MAB

problems and explaining the nature of their solutions. A rigorous proof of the

results can be found in the references. The chapter is organized as follows. In

Section 2 we present the formulation and the nature of the solution of the clas-

sical MAB problem. In Section 3 we describe the formulation and the nature

of the solution of several variants of the classical MAB problem. We briefly

discuss the relations of the MAB problem and its variants to sensor manage-

ment in Section 4. A presentation of σ-fields and stopping times, concepts that

are important in understanding the nature of the solution of the classical MAB

problem, appears in Section 3 of the Appendix.

Remark on notation. Throughout this Chapter, we use uppercase

letters to represent random variables and the corresponding lowercase letters

to represent their realizations.

2. The Classical Multi-armed Bandit

In this section we present a general formulation of the MAB problem, high-

light its salient features and describe its optimal solution. We also discuss

forward induction, which provides insight into the nature of an optimal solu-

tion.
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2.1 Problem Formulation

2.1.1 A Bandit Process. A (single-armed) bandit process is de-

scribed by a machine/arm/project and is characterized by the pair of random se-

quences
({

X(0), X(1), . . . ,
}

,
{
R
(
X(0)

)
, R

(
X(1)

)
, . . .

})
, where X(n) de-

notes the state of the machine1 after it has been operated n times, and R
(
X(n)

)

denotes the reward obtained when the machine is operated for the nth time. The

state X(n) is a real-valued random variable and R
(
X(n)

)
is a random variable

taking values in R+. In general when the machine is operated for the nth time

its state changes according to

X(n) = fn−1

(
X(0), . . . , X(n − 1), W (n − 1)

)
, (6.1)

where fn−1(·) is given and {W (n);n = 0, 1, . . . } is a sequence of indepen-

dent real-valued random variables that are also independent of X(0) and have

known statistical description. Thus a (single-armed) bandit process is not nec-

essarily described by a Markov process.

2.1.2 The Classical Multi-armed Bandit Problem. A

multi-armed (k-armed) bandit process is a collection of k independent single-

armed bandit processes. The classical MAB problem consists a multi-armed

bandit process and one controller (also called a processor). At each time, the

controller can choose to operate exactly one machine; all other machines re-

main frozen. Each machine i, i = 1, 2, . . . , k, is described by sequences

{
(
Xi(Ni(t)), Ri

(
Xi(Ni(t))

))
; Ni(t) = 0, 1, 2, . . . , t; t = 0, 1, 2, . . . }, where

Ni(t) denotes the number of times machine i has been operated until time t.
Ni(t) is machine i’s local time. Let U(t) :=

(
U1(t), . . . , Uk(t)

)
denote the

control action2 taken by the controller at time t. Since the controller can oper-

ate on exactly one machine at each time, the control action U(t) takes values

in { e1, . . . , ek }, where ej = (0, . . . , 0, 1, 0, . . . , 0) is a unit k-vector with 1 at

the jth position. Machines that are not operated remain frozen. Specifically,

the system evolves according to

Xi

(
Ni(t + 1)

)

=

{
fNi(t)

(
Xi(0), . . . , Xi(Ni(t)), Wi(Ni(t))

)
, if Ui(t) = 1,

Xi

(
Ni(t)

)
, if Ui(t) = 0,

(6.2)

1The state X(n) is similar to state sn of Markov decision model adopted in Chapter 2, even though, as

noted in this chapter, machines are not necessarily described by Markov processes.
2The control action U(t) is similar to the control action at of the Markov decision model of Chapter 2.
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and

Ni(t + 1) =

{
Ni(t), if Ui(t) = 0,

Ni(t) + 1, if Ui(t) = 1,
(6.3)

for all i = 1, 2, . . . , k. Thus Ni(t), the local time of machine i, is incremented

only when the controller operates on machine i at t; i.e., only when Ui(t) = 1.

{Wi(n); i = 1, . . . , k; n = 0, 1, . . . } is a sequence of independent primi-

tive random variables that are independent of {X1(0), . . . , Xk(0) } and have

known statistical description3.

Machine i generates a reward only when it is operated. Let Ri(t) denote the

reward generated by machine i at time t; then

Ri(t) = Ri

(
X(Ni(t)), Ui(t)

)
=

{
Ri

(
Xi(Ni(t))

)
, if Ui(t) = 1,

0, if Ui(t) = 0,
(6.4)

A scheduling policy γ := (γ1, γ2, . . . ) is a decision rule such that at each

time instant t, the control action U(t) takes values in { e1, . . . , ek } according

to4

U(t) = γt

(
Z1(t), . . . , Zk(t), U(0), . . . , U(t − 1)

)
, (6.5)

where

Zi(t) = [Xi(0), . . . , Xi(Ni(t))].

The MAB problem is the following: Determine a scheduling policy that

maximizes

Jγ := E

[
∞∑

t=0

βt
k∑

i=1

Ri

(
Xi(Ni(t)), Ui(t)

)
∣∣∣∣∣Z(0)

]
. (6.6)

subject to (6.2)–(6.5).

This problem was originally formulated around 1940. It was known that

it can be solved by a stochastic dynamic programming (SDP) approach, but

no substantial progress in understanding the nature of its optimal solution was

made until Gittins and Jones [89] showed that an optimal solution is of the

index type. That is, for each bandit process one can compute what Gittins

called a dynamic allocation index (DAI), which depends only on that process,

and then at each time the controller operates on the bandit process with the

3 As it is usually assumed, the processes {Xi(Ni(t)), Wi(Ni(t)); Ni(t) = 0, 1, . . . t; t = 0, 1, 2, . . . ;
i = 1, . . . , k} are defined on the same probability space (Ω,F , P ).
4Formally U(t) needs to be measurable with respect to appropriate σ-fields. However, in this exposition

we adopt an informal approach and do not explicitly talk about measurability requirements.
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highest index. Thus, finding an optimal scheduling policy, which originally

requires the solution of a k-armed bandit problem, reduces to determining the

DAI for k single-armed bandit problems, thereby reducing the complexity of

the problem exponentially. The DAI was later referred to as the Gittins index

in honor of Gittins’s contribution.

Following Gittins several researchers provided alternative proofs of the op-

timality of the Gittins index rule (see [249, 240, 246, 85, 22, 29, 232, 166,

115, 116, 123, 129, 166, 167] and [88] and references therein). Another for-

mulation of the MAB problem with a performance criterion described by a

“learning loss” or “regret” has been investigated in the literature [156, 7, 8,

3, 5, 4]. We will not discuss this formulation as we believe it is not directly

related to sensor management problems.

Before we present the solution of the MAB problem we briefly present the

method of forward induction. Knowing when forward induction is optimal is

critical in understanding the nature of the solution of the MAB problem.

2.2 On Forward Induction

For centralized stochastic control problems, SDP provides a methodology

for sequentially determining optimal decision rules/control laws/decision strate-

gies. The SDP algorithm proceeds backward in time and at every stage t deter-

mines an optimal decision rule by quantifying the effect of every decision on

the current and future conditional expected rewards. This procedure is called

backward induction. SDP provides a powerful methodology for stochastic op-

timization, but it is computationally hard in many instances.

A procedure (computationally) simpler than backward induction is to make,

at each decision time t, a decision that maximizes the conditional expected

reward acquired at t. This procedure concentrates only on the present and

completely ignores the future; it is called a myopic approach and results in a

myopic policy. In general, myopic policies are not optimal.

The notion of a myopic policy can be extended to form T -step-look-ahead

policies: make, at each decision time t, a decision that maximizes the con-

ditional expected reward acquired at t plus the conditional expected reward

acquired over the next T stages. In general, T -step-look-ahead policies are

suboptimal. As T increases their performance improves at the cost of an in-

crease in computational complexity.

The notion of a T -step-look-ahead policy can be extending as follows: allow

the number τ of steps over which we look ahead at each stage to depend on

how the system evolves while these steps are taking place; thus the number τ
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of steps is a stopping time5 with respect to the increasing family of σ-fields that

describe the information accumulated by the decision maker/controller during

the evolution of the process. This extension of a T -step-look-ahead policy

involves two maximizations. An inner maximization that assumes that decision

rule for taking a sequence of decisions is given and chooses a stopping time τ to

maximize the conditional expected reward rate. The outer maximization is to

choose a decision rule to maximize the result of the inner maximization for that

decision rule. This extension of the T -step-look-ahead policy works as follows.

At t = 0, given the information about the initial state of the process, select a

decision rule and a stopping time τ1 and follow it for the next τ1 steps. The

process of finding a new decision rule and a corresponding stopping time τ2 is

then repeated by conditioning on the information accumulated during the first

τ1 steps. The new rule is followed for the next τ2 steps, and this procedure is

repeated indefinitely. This procedure determines a policy for the entire horizon

and is called forward induction; the policy produced by this procedure is called

a forward induction policy.

In general forward induction results in suboptimal policies for stochastic

control/optimization problems. This is demonstrated by the the following ex-

ample from Gittins [87, pg 152].

Consider the problem of choosing a route for a journey by car. Suppose

there are several different possible routes all of the same length which intersect

at various points, and the objective is to choose a route which minimizes the

time taken for the journey. The problem may be modeled as a Markov decision

process by interpreting the distance covered so far as the “time” variable, the

time taken to cover each successive mile as negative reward, the position as the

state, and by choosing a value just less than one for the discount factor β. The

action space U(x) has more than one element when the state x corresponds

to cross-roads, the different control actions representing the various possible

exits.

For this problem the first stage in a forward induction policy is to find a route

ζ1, and a distance σ1 along ζ1 from the starting point, such that the average

speed in traveling the distance σ1 along ζ1 is maximized. Thus a forward

induction policy might start with a short stretch of highway, which is followed

by a very slow section, in preference to a trunk road which permits a good

steady average speed. The trouble is that irrevocable decisions have to be taken

at each cross-roads in the sense that those exits which are not chosen are not

available later on.

5For the definition of stopping time, we refer the reader to Section 3 of the Appendix.
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The above example illustrates the reason why, in general, forward induction

results in suboptimal policies. Irrevocable decisions have to be made at some

stage of the decision process, that is, some alternatives that are available at that

stage and are not chosen, do not remain available later.

Forward induction policies are optimal if the decisions made at any stage

are not irrevocable; that is, any alternative that is available at any stage and is

not chosen, may be chosen at a later stage and with exactly the same sequence

of rewards (apart from a discount factor). Thus, there is no later advantage of

not choosing a forward induction policy.

In the next section we explain why the MAB problem belongs to a class of

stochastic controlled processes for which forward induction results in optimal

policies.

2.3 Key Features of the Classical MAB Problem
and the Nature of its Solution

Four features delimit the MAB problem within the general class of stochas-

tic control problems:

(F1) only one machine is operated at each time instant. The evolution of the

machine that is being operated is uncontrolled; that is, the processor

chooses which machine to operate but not how to operate it;

(F2) machines that are not operated remain frozen;

(F3) machines are independent;

(F4) frozen machines contribute no reward.

Features (F1)–(F4)6 imply that an optimal policy can be obtained by forward

induction. Decisions made at any instant of time t are not irrevocable since

any bandit process that is available for continuation at t but is not chosen at t,
can be continued at any later time instant with exactly the same resulting se-

quence of rewards, apart from the discount factor. This means that there is no

later compensation for any initial loss resulting from not choosing a forward

induction policy. Consequently, without any loss of optimality, we can restrict

attention to forward induction policies. The first stage of a forward induction

policy must be such that the expected discounted reward per unit of expected

6In Section 3.6 we show that feature (F4) is not essential for obtaining an optimal policy by forward induc-

tion.
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discounted time up to an arbitrary stopping time is maximized. Gittins [87]

argued (and proved rigorously) that this maximum can be achieved by a policy

under which only one bandit process is continued up to the stopping time in

question. To determine the bandit process to be continued in the first stage

and the corresponding stopping time the following arguments, due to Whit-

tle [249], can be used. Consider arm i of the MAB process and let xi(0) be

its state at t = 0 and let Ni(t) = 0. Suppose two options are available at

t = 0: continue the process, or retire and receive a retirement reward v. Let

vXi

(
xi(0)

)
be the retirement reward that can be offered at xi(0) so that the

controller is indifferent to both options. This reward is given by

vXi

(
xi(0)

)
:= max

τ>0

E

[
τ−1∑
t=0

βtRi

(
Xi(t)

)∣∣∣∣xi(0)

]

E

[
τ−1∑
t=0

βt

∣∣∣∣xi(0)

] . (6.7)

Then vXi

(
xi(0)

)
is the maximum expected discounted reward per unit of ex-

pected discounted time that can be obtained at the first stage of a forward induc-

tion policy that continues the arm i with initial state xi(0). The corresponding

stopping time τi

(
xi(0)

)
is the first time at which the expected discounted re-

ward per unit of expected discounted time equals vXi

(
xi(0)

)
. Consequently,

at t = 0 an optimal forward induction policy continues an arm j such that

vXj

(
xj(0)

)
= max

i
vXi

(
xi(0)

)
.

Arm j is continued until τj

(
xj(0)

)
− 1. This constitutes the first stage of an

optimal forward induction policy, and can be summarized as follows:

Step 1 Determine vXi

(
xi(0)

)
, i = 1, . . . , k.

Step 2 Select an arm j such that

j = arg max
i

vXi

(
xi(0)

)
.

Continue operating arm j until the minimum time that achieves the max-

imum in the right hand side of (6.7).

At the end of the first stage, the forward induction proceeds in the same way

as at t = 0. Let τl be the end of the lth stage of an optimal forward induction

policy for the MAB problem. At time τl we must decide which arm to operate

next. The random time τl is a stopping time with respect to the family of

σ-fields
{∨k

i=1 F i(t), t = 0, 1, 2, . . .
}

, where F i(t) is defined as the sigma

field σ
(
Xi(0), . . . , Xi(Ni(t))

)
, i = 1, 2, . . . , k. For any sample point ω in
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the sample space Ω of the MAB process (see footnote 3), let {xi(0), xi(1),
. . . , xi(Ni(τl(ω))), i = 1, 2, . . . , k} be the realization of the MAB process

obtained under an optimal forward induction policy up to τl(ω). The decision

made by an optimal forward induction policy at τl(ω) can be described by the

following two-step process:

Step 1 For each i = 1, . . . , k, let xl
i(ω) :=

(
xi(0), . . . , xi(Ni(τl(ω)))

)
, and

determine

vXi

(
xl

i(ω)
)

= max
τ>τl(ω)

E

[
τ−1∑

t=τl(ω)

βtRi

(
Xi

(
Ni(τl) + t − τl(ω)

))
∣∣∣∣∣x

l
i(ω)

]

E

[
τ−1∑

t=τl(ω)

βt

∣∣∣∣∣x
l
i(ω)

] ,

(6.8)

and the stopping time τi

(
xl

i(ω)
)

achieves the maximum at the right hand

side of (6.8).

Step 2 Select arm j such that

j = arg max
i

vXi

(
xl

i(ω)
)

and operate it for τj

(
xl

j(ω)
)
− 1 − τl(ω) steps/time units.

The number vXi

(
xl

i(ω)
)

that denotes the maximum expected discounted

reward per unit of expected discounted time obtained by arm i at xl
i(ω) is the

Gittins index of arm i at xl
i(ω).

We examine now what happens between the stopping times τl and τl+1,

l = 0, 1, . . . . Suppose arm j is continued at τl. Then at t = τl +1, . . . , τl+1−1
the Gittins index of arm j is higher than its index at τl (see [240]). The Gittins

indices of all other arms remain the same as in τl since these arms are frozen.

Thus an equivalent method to describe the above procedure is to consider the

MAB problem at each instant of time t and continue the arm with the highest

index. This observation allows us to understand the nature of the solution of

some generalizations of the MAB problem (e.g., the arm-acquiring bandit).

In summary, an optimal scheduling policy for the MAB problem can be

obtained by forward induction. Forward induction is computationally less in-

tensive than backward induction; an optimal forward induction policy can be

obtained by solving k one-dimensional problems (by computing the Gittins

indices of each bandit process) instead of one k-dimensional problem.
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In many formulations of the MAB problem it is assumed that the machines

are Markovian7, that is

fNi(t)

(
Xi(Ni(0)), . . . , Xi(Ni(t)), Wi(Ni(t))

)

= fNi(t)

(
Xi(Ni(t)), Wi(Ni(t))

)
. (6.9)

In this case (6.8) reduces to

vXi

(
xl

i(ω)
)

= vXi

(
xi(Ni(τl))

)

= max
τ>τl(ω)

E

[
τ−1∑

t=τl(ω)

βtRi

(
Xi

(
Ni(τl(ω)) + t − τl(ω)

))
∣∣∣∣∣xi(Ni(τl))

]

E

[
τ−1∑

t=τl(ω)

βt

∣∣∣∣∣xi(Ni(τl(ω)))

] ,

(6.10)

and such an index is considerably easier to compute (see [240, 127, 100, 126]).

2.4 Computational Issues

We concentrate on the classical MAB problem where the machines are time-

homogeneous finite-state Markov chains (MCs)8. We assume that machine i,
i = 1, 2, . . . , k, has state space {1, 2, . . . ,∆i} and matrix of transition proba-

bilities P (i) :=
{
P

(i)
a,b , a, b ∈ {1, 2, . . . ,∆i}

}
.

In this case we do not need to keep track of the local time of the machines

because of the Markovian property and the time-homogeneity of the Markov

chains. The evolution of machine i, i = 1, 2, . . . , k, can be described by the

following set of equations. If Xi(t) = a, a ∈ {1, 2, . . . ,∆i}, then

Xi(t + 1) = a, if Ui(t) = 0, (6.11)

P
(
Xi(t + 1) = b | Xi(t) = a

)
= P

(i)
a,b , if Ui(t) = 1. (6.12)

7Such formulations are considered in Section 2 of Chapter 7 where applications of MAB theory to sensor

management is considered.
8Throughout this chapter we assume that the state of each machine is perfectly observable. For the case

where state is imperfectly observable we refer the reader to [171].
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Further, X(t) :=
(
X1(t), X2(t), . . . , Xk(t)

)
is an information state (sufficient

statistic, see Chapter 3 and [153] ) at time t. Thus (6.10) can be rewritten as

νXi

(
xi(t)

)
= max

τ>t

E

[
τ−1∑
t′=t

βt′Ri

(
Xi(t

′)
)∣∣∣∣xi(t)

]

E

[
τ−1∑
t′=t

βt′

∣∣∣∣xi(t)

] (6.13)

Thus to implement the index policy we need to compute, for each machine i,
i = 1, . . . , k, the Gittins index of state xi(t). This can be done in either an

off-line or an on-line manner. For an off-line implementation, we must com-

pute the Gittins index corresponding to each state xi ∈ {1, 2, . . . ,∆i} of each

machine i, i = 1, . . . , k. This computation can be done off-line and we only

need to store the values of νXi(xi), xi ∈ {1, . . . ,∆i} for each machine i,
i = 1, . . . , k. For an on-line implementation, at stage 0 we need to compute

νXi

(
xi(0)

)
for each machine i, i = 1, . . . , k where xi(0) is given9. We operate

machine j = arg maxi νXi

(
xi(0)

)
until the smallest time τ1 at which machine

j achieves its Gittins index. At any subsequent stage l, we only need to com-

pute the Gittins index of the machine operated at stage l− 1. The computation

of these Gittins indices has to be done on-line, but only for the stopping states

that are reached during the evolution of the bandit processes. To achieve such

a computation we need to store the reward vector and the matrix of transition

probabilities for each machine.

We next describe the notions of continuation and stopping sets, which are

key concepts for the off-line and on-line computation of the Gittins index rule

(see [87]). Suppose we start playing machine i which is initially in state xi.

Then the state space {1, 2, . . . ,∆i} can be partitioned into two sets Ci(xi)
(the continuation set of xi) and Si(xi) (the stopping set of xi). When the

state of machine i is in Ci(xi) we continue processing the machine. We stop

processing machine i the first instant of time the state of the machine is in

Si(xi). Therefore, the Gittins index policy can be characterized by determining

Ci(xi) and Si(xi) for each xi ∈ {1, 2, . . . ,∆i}.

A computational technique for the off-line computation of the Gittins index

rule, proposed by Varaiya, Walrand and Buyukkoc in [240], is based on the

following observation. If for a, b ∈ {1, 2, . . . ,∆i} νXi(a) > νXi(b), then

b ∈ Si(a) and a ∈ Ci(b). If νXi(a) = νXi(b) then either a ∈ Ci(b) and

b ∈ Si(a), or a ∈ Si(b) and b ∈ Ci(a). Thus, to determine Ci(xi) and Si(xi)
for each xi ∈ {1, 2, . . . ,∆i} we must find first an ordering l1, l2, . . . , l∆i of

9It is the observed state of machine i at time 0.
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the states of machine i such that

νXi(l1) ≥ νXi(l2) ≥ · · · ≥ νXi(l∆i), (6.14)

and then set for all lj , j = 1, 2, . . . ,∆i,

Ci(lj) = {l1, l2, . . . , lj},
Si(lj) = {lj+1, lj+2, . . . , l∆i}.

(6.15)

To obtain such an ordering l1, l2, . . . , l∆i the following computational proce-

dure was proposed in [240].

Given a machine i, i = 1, 2, . . . , k, with state space {1, 2, . . . ,∆i}, matrix

of transition probabilities P (i) :=
{
P

(i)
a,b , a, b ∈ {1, 2, . . . ,∆i}

}
, and reward

function Ri(xi), xi ∈ {1, 2, . . . ,∆i} set

l1 = arg max
xi

Ri(xi). (6.16)

Break ties by choosing the smallest xi that satisfies (6.16). The Gittins index

of state l1 is

νXi(l1) = Ri(l1). (6.17)

States l2, l3, . . . , l∆i can be recursively determined by the following procedure.

Suppose l1, l2, . . . , ln−1 have been determined; then

νXi(l1) ≥ νXi(l2) ≥ · · · ≥ νXi(ln−1). (6.18)

Define

P
(i,n)
a,b :=

{
P

(i)
a,b , if b ∈ {l1, l2, . . . , ln−1}

0, otherwise
, (6.19)
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and the vectors

Ri :=
(
Ri(1), Ri(2), · · · , Ri(∆i)

)
⊺
, (6.20)

1 :=
(
1, 1, · · · , 1

)
⊺

︸ ︷︷ ︸
∆itimes

, (6.21)

D(i,n) := β
[
I − βP (i,n)

]−1
Ri =

⎛
⎜⎜⎜⎝

D
(i,n)
1

D
(i,n)
2
· · ·

D
(i,n)
∆i

⎞
⎟⎟⎟⎠ , (6.22)

B(i,n) := β
[
I − βP ((i,n))

]−1
1 =

⎛
⎜⎜⎜⎝

B
(i,n)
1

B
(i,n)
2
· · ·

B
(i,n)
∆i

⎞
⎟⎟⎟⎠ . (6.23)

Then

ln = arg max
a∈{1,2,...,∆i}\{l1,l2,...,ln−1}

D
(i,n)
a

B
(i,n)
a

, (6.24)

and

νXi(ln) =
D

(i,n)
ln

B
(i,n)
ln

. (6.25)

Another method for off-line computation of Gittins index, which has the

same complexity as the algorithm of [240] presented above, appears in [29].

The following method for on-line implementation of the Gittins index was

proposed by Katehakis and Veinott in [127]. As explained earlier, to obtain

the Gittins index for state xi only the sets Ci(xi) and Si(xi) need to be deter-

mined. In [127], Katehakis and Veinott proposed the “restart in xi” method

to determine these sets. According to this method, we consider an alternative

problem where in any state a ∈ {1, . . . ,∆i} we have the option either to con-

tinue operating machine i from state a or to instantaneously switch to state xi

and continue operating the machine from state xi. The objective is to choose

the option that results in the maximum expected discounted reward over an in-

finite horizon (see Chapter 2, Section 2.2). This approach results in a dynamic
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program

V (a) = max

⎧
⎨
⎩Ri(a) + β

∑

b∈{1,...,∆i}

, P
(i)
a,bV (b) , R(xi) + β

∑

b∈{1,...,∆i}

, P
(i)
xi,b

V (b)

⎫
⎬
⎭ ,

a ∈ {1, . . . ,∆i} (6.26)

that can be solved by various standard computational techniques for finite state

Markov decision problems (see Chapter 2). The solution of this dynamic pro-

gram determines the sets Ci(xi) and Si(xi). These sets are given by

Ci(xi) =
{

a ∈ {1, . . . ,∆i} : Ri(a) + β
∑

b∈{1,...,∆i}

P
(i)
a,bV (b) ≥ V (xi)

}
(6.27)

Si(xi) =
{

a ∈ {1, . . . ,∆i} : Ri(a) + β
∑

b∈{1,...,∆i}

P
(i)
a,bV (b) < V (xi)

}
(6.28)

and the Gittins index is given by

νXi(xi) = (1 − β)V (xi) (6.29)

Another method for on-line implementation similar in spirit to [240] appears

in E. L. M. Beale’s discussion in [87].

Several variations of the classical MAB problem have been considered in

the literature. We briefly present them in Section 3.

3. Variants of the Multi-armed Bandit Problem

In this section we present various extensions of the classical MAB problem.

In general, in these extensions, forward induction does not provide a method-

ology for determining an optimal scheduling policy. Index-type solutions are

desirable because of their simplicity, but, in general, they are not optimal. We

identify conditions under which optimal index-type solutions exist.

3.1 Superprocesses

A superprocess consists of k independent components and one controller/

processor. At each time t each component i = 1, 2, . . . , k accepts control

inputs Ui(t) ∈ Ui := {0, 1, . . . , Mi}. The control action Ui(t) = 0 is a

freezing control; the action Ui(t) = j, j = 1, 2, . . . , Mi is a continuation con-

trol. Thus, each component of a superprocess is a generalization of an arm

of a classical MAB problem (where at each t Ui(t) ∈ {0, 1}.) In fact, each
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component of a superprocess is a controlled stochastic process. For any fixed

control law this stochastic process is a single-armed bandit process. Conse-

quently, each component of a superprocess consists of a collection of bandit

processes/machines, each corresponding to a distinct control law. Component

i = 1, 2, . . . , k evolves as follows

Xi

(
Ni(t + 1)

)
= Xi

(
Ni(t)

)
if Ui(t) = 0, (6.30)

and

Xi

(
Ni(t + 1)

)
= fNi(t)

(
Xi(0), . . . , Xi(Ni(t)), Ui(t), Wi(Ni(t))

)

if Ui(t) �= 0, (6.31)

where Ni(t) is the local time of component i at each t and {Wi(n), n =
1, 2, . . . } is a sequence of independent random variables that are also inde-

pendent of {X1(0), X2(0), . . . , Xk(0)}. Furthermore, the sequences {Wi(n);
n = 1, 2, . . . }, {Wj(n);n = 1, 2, . . . } , i �= j, i, j = 1, 2, . . . , k, are indepen-

dent.

A reward sequence {Ri

(
Xi(t), Ui(t)

)
; t = 1, 2, . . . } is associated with each

component i = 1, 2, . . . , k, such that

Ri(t) = Ri

(
Xi(t), Ui(t)

)
, if Ui(t) �= 0, (6.32)

and

Ri(t) = 0, if Ui(t) = 0 . (6.33)

At each time t the controller/processor can choose to operate/continue ex-

actly one component. If the controller chooses component j at t, i.e., Ui(t) = 0
for all i �= j, and Uj(t) takes values in {1, 2, . . . , Mj}, a reward Rj

(
Xj(Nj(t)),

Uj(t)
)

is acquired according to (6.32).

A scheduling policy γ := (γ1, γ2, . . . ) is a decision rule such that the ac-

tion U(t) = (U1(t), U2(t), . . . , Uk(t)) is a random variable taking values in⋃k
i=1{0}i−1 × {1, 2, . . . , Mi} × {0}k−i, and

U(t) = γt

(
Z1(t), Z2(t), . . . , Zk(t), U(0), . . . , U(t − 1)

)
, (6.34)

where

Zi(t) := [Xi(0), Xi(1), . . . , Xi(Ni(t))]. (6.35)

The objective in superprocesses is to determine a scheduling policy γ that max-

imizes

Jγ := E
γ

⎡
⎣

∞∑

t=0

βt
k∑

j=1

Rj

(
Xj(Nj(t)), Uj(t)

)
∣∣∣∣∣∣
Z(0)

⎤
⎦ (6.36)
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subject to (6.30)–(6.35) and the above constraints on U(t), t = 0, 1, 2, . . .
where

Z(0) := [X1(0), X2(0), . . . , Xk(0)].

Even though features (F2)-(F4) of the MAB problem are present in the su-

perprocess problem, (F1) is not, and as a result of this superprocesses do not

in general admit an index-type of solution. Specifically: in the MAB prob-

lem, once a machine/process is selected for continuation, the evolution of this

process and the accumulated rewards are uncontrolled; on the contrary, in su-

perprocesses, once a component is selected for continuation, the evolution of

this component and the accumulated rewards are controlled. Choosing the con-

trol law that maximizes the infinite horizon expected discounted reward for the

component under consideration leads to a standard stochastic control problem

which can only be solved optimally by backward induction.

Consequently, superprocesses are more complex problems than standard

MAB problems. There is one situation where superprocesses admit an in-

dex form type of solution, namely, when each component has a dominating

machine.

The concept of a dominating machine can be formally described as follows.

Consider a machine {X(n), R
(
X(n)

)
, n = 0, 1, 2, . . . } and let μ ∈ R. Define

L(X, μ) := max
τ>0

E

[
τ−1∑

t=0

βt
[
R
(
X(t))

)
− μ

]
]

, (6.37)

where τ ranges over all stopping times of {Ft := σ
(
X(0), X(1), . . . , X(t)

)
,

t = 0, 1, 2, . . . } (see Appendix Section 3 for a discussion on σ-fields and

stopping times). Notice that L(X, μ) ≥ 0 since for τ = 1 the right hand side

of (6.37) is equal to zero with probability one.

Definition 6.1 We say that machine {X(n), R
(
X(n)

)
; n = 0, 1, 2, . . . }

dominates machine {Y (n), R
(
Y (n)

)
; n = 0, 1, 2, . . . } if

L(X, μ) ≥ L(Y, μ), ∀μ ∈ R. (6.38)

This inequality can be interpreted as follows. Suppose one operates machines

M(X) := {X(n), R
(
X(n)

)
; n = 0, 1, 2, . . . } and M(Y ) := {Y (n),

R
(
Y (n)

)
; n = 0, 1, 2, . . . } up to some random time after which one retires

and receives the constant reward μ at each subsequent time. Then M(X)
dominates M(Y ) if and only if it is optimal to choose M(X) over M(Y ) for

any value of the retirement reward μ.
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As mentioned above, a component of a superprocess is a collection of bandit

processes {Xγi(n), R
(
Xγi(n), Uγi(n)

)
; n = 0, 1, 2, . . . }, γi ∈ Γi, where Γi

is the set of all possible control laws for component i.

Definition 6.2 A component of a superprocess is said to have a domi-

nating control law γ∗ and a corresponding dominating machine {Xγ∗
(n),

R
(
Xγ∗

(n)
)
; n = 1, 2, . . . } if

L
(
Xγ∗

, μ
)
≥ L

(
Xγ , μ

)
, ∀γ ∈ Γ, ∀μ ∈ R

where Γ is the set of all control laws for that component.

When each component of the superprocess has a dominating machine an

index-type solution is optimal for the following reason. In every component

of the superprocess one can restrict attention, without any loss of optimality,

to its dominating machine. Each dominating machine is a single-armed bandit

process. Thus, the superprocess problem reduces to a MAB problem for which

an optimal solution is of the index type.

The condition that each component of a superprocess has a dominating ma-

chine is quite restrictive and difficult to satisfy in most problems.

3.2 Arm-acquiring Bandits

The arm-acquiring bandit problem is a variation of the MAB problem where

one permits arrival of new machines. At time t, K(t) independent machines are

available. The machines available at t were either available at t = 0 or arrived

during 1, . . . , t − 1. Denote these machines by {
(
Xi(Ni(t)), Ri(Xi(Ni(t)))

)
;

Ni(t) = 0, 1, 2, . . . , t; i = 1, 2, . . . , K(t); t = 0, 1, 2, . . . }. At each time

instant, the controller decides to apply a continuation control to only one of

the available machines and all other machines remain frozen. Define U(t) :=(
U1(t), . . . , UK(t)(t)

)
. Then U(t) ∈ { e1

(
K(t)

)
, . . . , eK(t)

(
K(t)

)
}, where

ei(j) = (0, . . . , 0, 1, 0, . . . , 0) is a j-dimensional unit vector with 1 at the ith

position. The machines available at time t are independent and evolve in the

same way as in the classical MAB problem.

At time t a set A(t) of new machines arrive. These machines are available

for operation from (t+1) on and are independent of each other and of the K(t)
previous machines. Let |A(t)| denote the number of machines in A(t). Then,

K(t + 1) = K(t) + |A(t)|
It is assumed that { |A(t)|; t = 1, 2, . . . } is a sequence of i.i.d. random vari-

ables. Further, |A(t)| is independent of U(0), . . . , U(t).
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In this context, a scheduling policy γ := (γ1, γ2, . . . ) is a decision rule

such that the action U(t) at any time t is a random variable taking values in

{ e1

(
K(t)

)
, . . . , eK(t)

(
K(t)

)
} and

U(t) = γt

(
Z1(t), . . . , Zk(t)(t), U(0), . . . , U(t − 1)

)
, (6.39)

where

Zi(t) = [Xi(0), . . . , Xi(Ni(t))];

that is, U(t) denotes the machine operated at time t, and this decision depends

on all past states of all machines.

The arm-acquiring bandit problem is to determine a scheduling policy that

maximizes

Jγ := E

⎡
⎣

∞∑

t=0

βt

K(t)∑

i=1

Ri

(
Xi(Ni(t)), Ui(t)

)
∣∣∣∣∣∣
Z(0)

⎤
⎦ , (6.40)

subject to the aforementioned constraints on the evolution of the machines and

the arrival of new machines.

Nash [179] first considered the arm-acquiring bandit problem using Hamil-

tonian and dynamic programming and he did not obtain an index-type of solu-

tion. Whittle [250] first showed that the Gittins index policy is optimal for the

arm-acquiring bandit. Similar results on the optimality of the Gittins index rule

for arm-acquiring bandits were later obtained by [240, 116]. Here we present

briefly the arguments that lead to the optimality of the Gittins index rule.

Decisions are not irrevocable due to the following: bandit processes are in-

dependent; processes that are not operated on remain frozen; future arrivals

are independent of past decisions; and the arrival process is a sequence of

independent identically distributed random variables. Therefore, by the argu-

ments presented in Section 2.3, forward induction obtains an optimal schedul-

ing policy—at each instant of time continue the machine with the highest Git-

tins index. The expressions for the Gittins index of each machine are the same

as in Equation (6.8). If the machines are described by Markov processes then

their dynamics evolve as in (6.9) and the Gittins indices are given by (6.10).

3.3 Switching Penalties

In MAB problem with switching penalties we have the same model as in the

classical MAB problem with one additional feature. Every time the processor

switches from one machine to another, a switching penalty (switching cost c or
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switching delay d) is incurred. The inclusion of switching penalties is a real-

istic consideration. When the processor switches between different machines

a new setup may be needed; during this setup time no bandit process is con-

tinued (therefore, no reward is acquired) and this lack of continuation can be

modeled by a switching cost or switching delay.

The inclusion of switching penalties drastically alters the nature of the ban-

dit problem. An index form of solution is no longer optimal. This has been

shown in [12] and is illustrated by the following example from [11].

Consider a two-armed bandit problem with switching penalties. Each arm

is described by a three-state Markov chain. The transition probabilities of the

both are given by PXt+1|Xt
(2|1) = 1, PXt+1|Xt

(3|2) = 1, PXt+1|Xt
(3|3) = 1,

further, both Markov chains start in state 1. The rewards of the first arm are

given by R1(1) = 20, R1(2) = 18, R1(3) = 0; and of the second arm are

given by R2(1) = 19, R2(2) = 17, R1(3) = 0. Assume the switching cost

c = 3 and the discount factor β = 0.5. If we operate the arms according to

the Gittins index policy, the order of operation is 1,2,1,2 and the corresponding

rewards are (20− 3)+ (19− 3)β +(18− 3)β2 +(17− 3)β3 = 30.5, whereas

a policy that operates in order 1,1,2,2 yields a reward (20− 3) + 18β + (19−
3)β2 + 17β3 = 32.125. Thus, the Gittins index policy is not optimal.

The nature of optimal scheduling/allocation strategies for the general MAB

problem with switching penalties and an infinite horizon expected discounted

reward including switching penalties is not currently known. Explicit so-

lutions of special cases of the problem have been determined in Van Oyen

et al. [234, 235]. Agrawal et al. [1] determined an optimal allocation strategy

for the MAB problem with switching cost and the “learning loss” or “regret”

criterion. Asawa and Teneketzis [11] determined qualitative properties of op-

timal allocation/scheduling strategies for the general MAB problem with an

infinite horizon expected discounted reward minus switching penalties perfor-

mance criterion. In this chapter we only consider switching costs. The main

result in [11] states the following. Suppose that at t = 0, it is optimal to select

machine j for continuation. If at t = 0 no switching penalty is incurred, it

is optimal to continue the operation of machine j until its Gittins index corre-

sponding to xj(0) is achieved. If at t = 0 a switching cost c is incurred, it is

optimal to continue the operation of machine j until a switching index

νs
Xj

(xj(0)) = max
τ>0

E

[
τ−1∑
t=0

βtRj(t) − c

∣∣∣∣xj(0)

]

E

[
τ−1∑
t=0

βt

∣∣∣∣xj(0)

] (6.41)
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corresponding to xj(0) is achieved. In general, suppose that at decision epoch

τl(ω) it is optimal to select machine i for continuation. If machine i was oper-

ated at τl(ω)− 1 then it is optimal to continue the operation of machine i until

its Gittins index corresponding to (xl
i(ω)) (and given by (6.8)) is achieved.

If machine i was not operated at τl(ω) − 1, then it is optimal to continue its

operation until a switching index

νs
Xi

(
xl

i

)
= max

τ>τl

E

[
τ−1∑
t=τl

βtRi

(
Xi

(
Ni(τl) + t − τl

))
− βτlc

∣∣∣∣∣x
l
i

]

E

[
τ∑

t=τl

βt

∣∣∣∣∣x
l
i

] (6.42)

corresponding to xl
i(ω) is achieved. (Recall that xl

i := xi(0), . . . , xi(Ni(τl))).

The stopping time τ s
(
xl

i

)
that achieves the maximum on the RHS of (6.42)

is related to the stopping time τ
(
xl

i(ω)
)

that achieves the Gittins index as fol-

lows:

τ s
(
xl

i(ω)
)
≥ τ

(
xl

i(ω)
)

(6.43)

almost surely for all xl
i(ω).

The main result in [11] does not describe which machine to select for con-

tinuation at each decision epoch. Such a selection must be determined by back-

ward induction. Conditions under which it is possible to further simplify the

search for an optimal allocation policy also appear in [11].

3.4 Multiple Plays

In MABs with multiple plays we have k independent processes/machines

labeled 1, 2, . . . , k and one controller that has m processors available (m < k).

At each time instant the controller can allocate each processor to exactly one

process. No process can be operated by more than one processor. Each bandit

process and its evolution are modeled as in the classical MAB problem. A

scheduling policy γ := (γ1, γ2, . . . ) is a decision rule such that the action U(t)
at time t is a random variable taking values in (d1, d2, . . . , d( k

m)) where each di

is a k-dimensional row vector consisting of m ones and (k−m) zeros, and the

positions of the ones indicate the machines/processes to which the processors

are allocated. The objective in MABs with multiple plays is to determine a

scheduling policy γ that maximizes

Jγ := E
γ

[
∞∑

t=1

βt
k∑

i=1

Ri

(
Xi(Ni(t)), Ui(t)

)
∣∣∣∣∣Z(0)

]
, (6.44)
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subject to the constraints describing the evolution of the machines and the al-

location of the processors, where

Z(0) := [X1(0), X2(0), . . . , Xk(0)] (6.45)

and

Ri

(
Xi(Ni(t) − 1), Ui(t)

)
=

{
Ri

(
Xi(Ni(t))

)
, if Ui(t) = 1 ,

0, otherwise.

In general operating machines with the m highest Gittins indices is not an

optimal policy for MAB with multiple plays (see [115, 198]). Anantharam

et al. [7, 8] determined an optimal scheduling policy for MABs with multiple

plays and the “learning loss” or “regret” criterion. Furthermore, Agrawal et

al. [2] determined an optimal scheduling policy for the MAB problem with

multiple plays, a switching cost, and the “learning loss” criterion. Pandelis

and Teneketzis [188] determined a condition sufficient to guarantee the op-

timality of the policy that operates the machines with the m highest Gittins

indices at each instant of time. (We call this strategy the Gittins index rule

for MABs with multiple plays or briefly the Gittins index rule.) The suffi-

cient condition of [188] can be described as follows. For each machine i,
i = 1, 2, . . . , k, let τ i

l denote the successive stopping times at which the Gittins

indices of machine i are achieved, and let νXi

(
Xi(0), . . . , Xi(τ

i
l )
)

denote the

(l + 1)th successive Gittins index of the process i. For every realization ω of

the evolution of machine i we have the corresponding realizations τ i
l (ω) and

νXi

(
Xi(0, ω), . . . , Xi(τ

i
l (ω), ω)

)
, l = 1, 2, . . . of machine i, i = 1, . . . , k.

Consider the following condition.

(C1) For any realization ω of the problem, for any machines i, j such that

i �= j and positive integers p, q such that

νXi

(
Xi(0, ω), . . . , Xi(τ

i
p(ω), ω)

)
> νXj

(
Xj(0, ω), . . . , Xj(τ

j
q (ω), ω)

)

we have

νXi

(
Xi(0, ω), . . . , Xi(τ

i
p(ω), ω)

)
(1 − β)

> νXj

(
Xj(0, ω), . . . , Xj(τ

j
q (ω), ω)

)

The main result in [188] states that if condition (C1) is satisfied then the Git-

tins index rule is optimal. The essence of the result of [188] is the following.

Forward induction does not, in general, lead to optimal processor allocation

decisions in MABs with multiple plays because at each stage of the allocation
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process the optimal scheduling policy jointly decides the m machines to be

processed; thus, the forward induction arguments used in the classical MAB

problem (and were discussed in Section 2.2) do not hold. Consequently, the

full effect of future rewards has to be taken into account in determining an op-

timal scheduling policy. However, if the Gittins indices of different machines

are sufficiently separated, the expected reward rate maximizing portions of

each bandit process starting from its current history become the dominant fac-

tors in determining an optimal scheduling policy. In such situations, an optimal

scheduling strategy can be determined by forward induction, and the Gittins in-

dex rule is optimal. Condition (C1) presents an instance where there is enough

separation among the Gittins indices to guarantee the optimality of the Gittins

index rule.

A search problem formulated as a MAB problem with multiple plays has

been considered in [221]. Conditions under which the Gittins index rule is

optimal for the above problem also appear in [221].

3.5 Restless Bandits

Restless bandits (RBs) consist of k independent machines and m identical

processors, m < k. Each machine evolves over time even when it is not being

processed, and hence is not a bandit process. Specifically, the evolution of

machine i, i = 1, 2, . . . , k, is described by

Xi(t + 1) = fi,t (Xi(0), . . . , Xi(t), Ui(t), Wi(t)) , (6.46)

where Ui(t) ∈ {0, 1}, Ui(t) = 0 (respectively 1) means that machine i is not

processed (respectively processed) at time t, and {Wi(t), t = 0, 1, 2, . . . } is a

sequence of primitive random variables that are independent of X1(0), X2(0),
. . . , Xk(0) and have known statistical description; furthermore, {Wi(t), t =
0, 1, 2, . . . } and {Wj(t), t = 0, 1, 2, . . . }, i �= j are independent. (The reader

is invited to contrast (6.46) with (6.2)). The reward received from machine i at

time t is Ri (Xi(t), Ui(t))
10. At each instant of time each processor can pro-

cess exactly one machine. Each machine can be processed by at most one pro-

cessor. A scheduling policy is defined in exactly the same way as in the MAB

problem with multiple plays. The performance criterion is defined by (6.44)

and (6.45). The objective is to determine a scheduling policy to maximize an

infinite horizon expected discounted reward criterion given by (6.44).

In general, forward induction does not result in an optimal allocation strat-

egy for this problem. To see this, consider separately the cases where m = 1

10In [30] it was shown that without loss of generality we can assume that Ri

(
Xi(t), 0

)
= 0.
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and m > 1. For m = 1, the model and optimization problem are a general-

ization of the classical MAB problem described in Section 2.1.2. In RBs any

machine that is available for continuation at t but is not chosen at t changes

its state after t, so decisions made at time t are irrevocable. Consequently, for

m = 1 forward induction does not result in an optimal scheduling policy. For

m > 1, the model and problem are a generalization of the MAB with multiple

plays described earlier in this section. Forward induction does not, in general,

result in an optimal scheduling policy even for MABs with multiple plays, and

therefore does not, in general, result in an optimal scheduling policy for RBs.

Nevertheless, there are cases where RBs have an optimal solution that is of

the index type. We describe two such cases below.

Case 1. Consider the situation where all machines are identical and each

machine is describe by a finite-state controlled Markov chain that is irreducible

under any stationary Markov policy. That is, (6.46) simplifies to

Xi(t + 1) = fi,t (Xi(t), Ui(t), Wi(t)) , (6.47)

i = 1, 2, . . . , k. Assume that the performance criterion is given by the infinite

horizon average reward-per-unit-time-per-machine, that is

rγ̂(α) =
1

k

[
lim

T→∞

1

T
E

γ̂

[
T∑

t=1

k∑

i=1

Ri (Xi(t − 1), Ui(t))

]]
.

Such a performance criterion is not significantly different from the one consid-

ered so far, as infinite horizon expected discounted reward and infinite horizon

expected reward-per-unit-time are related with one another [153, 251].

For the above model and problem assume that a subsidy Q is provided at

time t to each machine that is not operated at t. Let ν(xi) be the value of Q for

which the expected reward-per-unit-time resulting from processing a machine

(currently in state xi) is equal to that resulting from not processing it plus the

subsidy.

Definition 6.3 The value ν(xi) is defined to be the index of a machine in

state xi.

The notion of subsidy defined above can be used to introduce the concept of

indexability that plays an important role in determining conditions sufficient to

guarantee the optimality of an index-type solution for the above model.

Definition 6.4 Machine i is indexable if the following condition is satisfied.
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(C2) Consider a value Q of the subsidy and suppose that when the machine

is in state x, it is optimal not to operate it. Then, it is also optimal not

to operate the machine in state x for any value of the subsidy higher

than Q.

A restless bandit is indexable if all its arms/machines are indexable.

The above notion of indexability may appear to be trivially true for any ma-

chine, but this it is not the case. In fact, indexability is a very strict requirement

(see [252]). To proceed further we define:

1 an index policy γ̂ according to which the machines with the m highest

indices (specified by Definition 6.3) are operated at each time instant

2 for the index policy γ̂

rγ̂(α) := lim
k→∞
m→∞
α= m

k

1

k

[
lim

T→∞

1

T
E

γ̂

[
T∑

t=1

k∑

i=1

Ri (Xi(t − 1), Ui(t))

]]

(6.48)

Then the following result holds. If the RB process is indexable and certain

technical conditions described in [247] hold,

rγ̂(α) = lim
k→∞
m→∞
α= m

k

1

k

[
sup
γ∈Γ

lim
T→∞

1

T
E

γ

[
T∑

t=1

k∑

i=1

Ri (Xi(t − 1), Ui(t))

]]
(6.49)

where Γ is the set of stationary Markov policies. That is, an optimal alloca-

tion strategy for the above class of RBs is an index policy. The above condi-

tions are sufficient but not necessary to guarantee the optimality of an index

policy γ̂.

As pointed out above, indexability is a strict requirement and is often hard

to check. These difficulties motivated the work in [30, 90, 183, 184]. In [30]

Bertsimas and Niño-Mora provided a sufficient condition for indexability of a

single restless bandit. In [183] Niño-Mora investigated an allocation policy for

restless bandits and showed that if a set of conditions called Partial Conserva-

tion Laws (PCLs) are satisfied and the rewards associated with each machine

belong to a certain “admissible region” (see [183]) then the allocation policy

investigated in [183] is optimal. The ideas of [183] have been further refined

in [184]. An approach to evaluating the sub-optimality of the index proposed
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in [183] when the PCL conditions are satisfied but the rewards are not in the

“admissible region” has been presented in [90]. An application of the results

of [183] to queueing networks appears in [9].

Case 2. Consider k machines and one controller that has m processors

available (m < k). Each machine i, i = 1, . . . , k, is described by a con-

trolled random process {Xi(t); t = 0, 1, 2, . . . } with a countable state-space

{0, 1, 2, . . . } such that

Xi(t + 1) = fi,t

(
Xi(t), Ui(t), Wi(t)

)
(6.50)

where Ui(t) ∈ {0, 1} and Ui(t) = 0 (respectively, Ui(t) = 1) means that

the machine is not processed (respectively, processed) at time t. For each

i, i = 1, . . . , k, {Wi(s), s = 1, 2, . . . } is a sequence of random variables that

take values in {0, 1, . . . , mi}, are not necessarily independent and have known

statistics. The sequences {Wi(s), s = 1, 2, . . . } and {Wj(s), s = 1, 2, . . . }
are independent for all i, j, i �= j. Furthermore, each sequence {Wi(s), s =
1, 2, . . . } is perfectly observed; that is, for each ω ∈ Ω and i, Wi(0, ω),
Wi(1, ω), . . . , Wi(t − 1, ω) are known by the controller at time t, before the

allocation decision at t is made. The functions fi,t(·), i = 1, 2 . . . , k, are

fi,t

(
Xi(t), Ui(t), Wi(t)

)
=

⎧
⎪⎨
⎪⎩

Xi(t) + Wi(t), if Ui(t) = 0,

Xi(t) − Λi + Wi(t), if Xi(t) �= 0, Ui(t) = 1,

Wi(t), if Xi(t) = 0,
(6.51)

where Λi is a random variable taking values in {0, 1} with P[Λi = 0] =
qi > 0 and Wi(t) is a random variable that is not necessarily independent

of Wi(0), . . . , Wi(t − 1).

At each instant of time t a machine is either available for processing (it is

“connected”), or it is not (it is “not connected”). The probability that machine

i is connected at t is pi, i = 1, 2, . . . , k, for all t. The reward received at time t
from a connected machine is

Ri

(
Xi(t), Ui(t)

)
=

{
Yi, if Xi(t) �= 0 and Ui(t) = 1,

0, if Ui(t) = 0 or Xi(t − 1) = 0,
(6.52)

where Yi is a random variable taking values in {0, ci} with P(Yi = ci) = qi.

The reward received at time t from a machine that is not connected is zero.

The performance criterion is given by (6.44)11. The objective is to determine a

scheduling/processor allocation policy to maximize the performance criterion.

11In [161], where the model of Case 2 is proposed, the performance criterion is given by a holding cost

instead of a reward. Using the transformation in [235] we can convert this performance criterion into (6.44).
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The model described above arises in single-hop mobile radio systems (see

[161] and references therein). The same model has also independent interest

as a specific problem in queueing theory.

Consider a machine i, i = 1, 2, . . . , k, which at time t is in state xi �= 0 and

is connected. The Gittins index νi(xi) of machine i is

νi(xi) = qici.

Define the Gittins index policy to be the allocation policy γGI that operates at

each time t the connected machines that are not in the zero state and have the

m highest Gittins indices. The following condition (C3) describes an instance

where the allocation policy γGI is optimal.

(C3) c1q1 > c2q2 > · · · > ckqk, and in addition

ciqi

[
1 − β

1 − (1 − qi)β

]
≥ cjqj

for all i, j, 1 ≤ i < j ≤ k.

The proof of optimality of the Gittins index policy γGI under (C3) can be found

in [161].

The essence of the results of [161] is the following: If we were guaranteed

that the system described above operated away from the 0 := (0, 0, . . . , 0) (k
times) state then it would be optimal to allocate the m processors to the con-

nected machines with the m highest Gittins indices. Near the state 0, processor

utilization becomes a critical issue in determining an optimal allocation policy.

The Gittins index policy may result in processor under-utilization; thus, it may

not be optimal in some neighborhood of the state 0. Therefore, if we require

optimality of the Gittins index policy for the problem under consideration, we

must identify conditions to ensure that the advantage gained by always allo-

cating the processors to the highest index machines overcompensates potential

losses resulting from processor under-utilization near the 0 state. Such a con-

dition is expressed by (C3) which requires that the indices associated with the

machines should be sufficiently separated from one another. Such a separa-

tion results in a priority ordering of the machines sufficient to guarantee the

optimality of the Gittins index policy.

Variations of the model of Case 2 were considered by Ehshan and Liu in [78,

79, 76, 77, 75]. In [78, 77] the authors investigate RBs with imperfect (de-

layed) observations and a single processor; they identify conditions sufficient

to guarantee the optimality of an index policy. In [76] the authors consider

identical machines and a linear symmetric holding cost criterion that can be
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converted into (6.44) (see footnote 11). For this model they prove the optimal-

ity of the index rule. In [75, 79] the model is similar to that of [76] but the

holding cost is convex. The authors identify conditions sufficient to guarantee

the optimality of an index policy.

3.6 Discussion

Several of the extensions of the MAB problem presented in this chapter are

related with one another. Specifically, the arm-acquiring bandit problem can

be converted into a superprocess [240] and the MAB problem with switching

cost can be converted into a RB problem [91].

Furthermore, there are other stochastic dynamic scheduling problems that

are equivalent to the classical MAB problem. Two such problems are the

tax problem [240, 253] and certain classes of Sensor Resource Management

(SRM) problems [245].

In the tax problem there are k machines, each evolving according to (6.2)

and (6.3). At each time instant exactly one machine is operated; the machines

that are not operated remain frozen. If machine i is not operated at t a tax

Ti

(
Xi(t)

)
, depending on the state Xi(t) of machine i at t, is charged. The ob-

jective is to determine a scheduling/processor allocation policy γ to minimize

E
γ

[
∞∑

t=0

βt
k∑

i=1

Ti

(
Xi(t), Ui(t)

)
∣∣∣∣∣Z(0)

]
,

where

Z(0) := [X1(0), X2(0), . . . , Xk(0)],

U(t) :=
(
U1(t), . . . , Uk(t)

)
, t = 0, 1, 2, . . . , is a random variable taking val-

ues in {e1, . . . , ek}, and

Ti

(
Xi(t), Ui(t)

)
=

{
Ti

(
Xi(Ni(t))

)
, if Ui(t) = 0,

0, if Ui(t) = 1.

Even though feature (F4) of the MAB problem is not present in the tax prob-

lem, the two problems are equivalent. For the details of transforming the tax

problem into a MAB problem, we refer the reader to [240]. An example of a

tax problem is Klimov’s problem in queueing networks [132, 133, 240, 31].

Sensor management problems that are equivalent to the MAB problem are

presented and discussed in Chapter 7.
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4. Example

In this section we present a simple search problem and show how it can be

viewed as a classical MAB problem. We also present briefly variations of the

problem which lead to different variants of the classical MAB problem. The

search model that we consider is not rich enough to lead to an arm-acquiring

bandit variation. We refer the reader to Chapter 7 for more realistic sensor

management scenarios.

We consider a search problem in which a stationary target is hidden in one

of k cells. The a priori probability that the target is in cell i is denoted by pi(0),
i = 1, 2, . . . , k. One sensor capable of operating in only one mode is available

to search the target; the sensor can search only one cell at every instant of time.

The sensor is imperfect in the sense that if the target is in cell i and the sensor

looks at cell i, it does not necessarily find the target, i.e.,

P(sensor finds target in cell i | target is in cell j) = δijqj , (6.53)

where δij is the Kronecker delta function. The search is completed when the

target is found. Successful completion of the search at time t gives a reward

βt, where 0 < β < 1. Such a reward captures the fact that the target must

be identified as quickly as possible. The objective is to determine a sequential

sensor allocation policy γ that maximizes the expected reward.

We show how the problem described above can be formulated as a clas-

sical MAB problem. Associate each cell with one machine/bandit process.

Let pi(t) be the posterior probability that the target is in location i at time t
given all previous search locations and the event that the target has not been

found. The probability pi(t) can be considered as the state of machine i at

time t; let p(t) :=
(
p1(t), p2(t), . . . , pk(t)

)
be the state of all machines. De-

note by U(t) :=
(
U1(t), U2(t), . . . , Uk(t)

)
the sensor allocation at t. U(t)

is a random variable taking values in {e1, e2, . . . , ek} (see Section 2.1). The

expected reward corresponding to any sequential sensor allocation policy γ is

E
γ [βτ

1(target is found at τ)], where 1(E) is the indicator function of event

E and τ is the time when the search process stops. For any arbitrary but fixed

sensor allocation policy γ this expected reward can be alternatively written as,

E
γ [βτ

1(target is found at τ )] =
∞∑

t=0

βt Pγ(τ = t)

=

∞∑

t=0

βt
[ k∑

i=1

Pγ(τ = t, U(t) = ei)
]
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=
∞∑

t=0

βt
[ k∑

i=1

pi(t)qi Pγ
(
U(t) = ei

)]

=
∞∑

t=0

βt
[ k∑

i=1

Ri

(
pi(t), ui(t)

)]
,

where

Ri

(
pi(t), ui(t)

)
=

{
pi(t)qi, if ui(t) = 1,

0, if ui(t) = 0,

and

u(t) =
(
u1(t), u2(t), . . . , uk(t)

)
= γt

(
p(t)

)
.

By a careful examination of the above search problem, we find that features

(F1), (F3), and (F4) of the MAB problem are present, but feature (F2) is not.

This is because if we search location i at time t and do not find the target, then

the state p(t) evolves as follows:

pi(t + 1) =
pi(t)(1 − qi)

c
, (6.54)

pj(t + 1) =
pj(t)

c
, j �= i, (6.55)

where c = 1− pi(t)qi. Thus a particular allocation at t changes the state of all

machines/cells.

The above problem can be converted into a classical MAB by considering an

unnormalized probability p̂i(t) as the state of machine i, i = 1, 2, . . . , k at time

t and an appropriately modified reward function R̂i

(
p̂i(t), ui(t)

)
. Specifically

the state p̂i(t) of machine i, i = 1, 2, . . . , k evolves as follows:

p̂i(0), = pi(0) ∀i, (6.56)

p̂i(t + 1) =

{
p̂i(t), if ui(t) = 0,

p̂i(t)(1 − qi), if ui(t) = 1,
(6.57)

and the modified reward function R̂i

(
p̂i(t), ui(t)

)
is given by

R̂i

(
p̂i(t), ui(t)

)
=

{
p̂i(t)qi, if ui(t) = 1,

0, if ui(t) = 0.
(6.58)

The objective is to determine a sensor scheduling policy γ to maximize

∞∑

t=0

βt
k∑

i=1

R̂i

(
p̂i(t), ui(t)

)
,
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where u(t) = γt

(
p̂(t)

)
. By using p̂i(t) as the state of machine12 i at time t, the

modified problem has features (F1)–(F4) and is thus a classical MAB.

Even though the modified problem has a different reward structure and dif-

ferent cell/machine dynamics from the original problem, any optimal policy

for one problem is also optimal for the other (for details, see [68, Sec 14.14]).

The Gittins index of every machine is always achieved at τ = 1 and is given

by

νXi

(
p̂i(t)

)
= p̂i(t)qi

(see [68]).

We call the above described model the basic model. Changes in the number

and types of sensors or the target dynamics result in problems that can be

transformed into one of the variants of the MAB problem, and are described

below.

When the sensor can operate in one of M modes and everything else is

the same as in the basic model, the resulting problem can be formulated as a

superprocess where the state of cell/machine i is the unnormalized probability

p̂i(t).

When there is a setup cost or setup delay for switching the sensor from

one location to another and everything else is the same as in the basic model,

the resulting problem can be formulated as a MAB problem with switching

penalties.

If there are m sensors (1 < m < k) and everything else is the same as in

the basic model, the resulting problem can be formulated as a MAB problem

with multiple plays.

Finally, if the target is moving, there are m sensors (1 < m < k), each with

one mode, and everything else is the same as in the basic model, the resulting

problem can be formulated as a restless bandit.

By considering various combinations of changes in target motion and the

number and types of available sensors, we can obtain generalizations of the

bandit problems. Some such generalizations appear in Chapter 7.

12p̂(t) is an information state for the modified problem (see Chapter 2).
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5. Chapter Summary

We have presented the formulation of the classical MAB problem, and dis-

cussed its key features and the ideas that lead to the Gittins index solution.

We also presented different variants of the classical MAB problem, explained

their key differences from Gittins’s original formulation, and highlighted con-

ditions under which a Gittins-type index rule is optimal. We emphasized the

qualitative features of MAB problem and gave an intuitive explanation of the

key results. The technical details are available in the literature we cite in this

chapter. We illustrated how different variants of a single search problem can

be transformed to the classical MAB problem and its variants. More realis-

tic sensor management problems and their relation to the MAB problem are

discussed in Chapter 7.





Chapter 7

APPLICATION OF MULTI-ARMED
BANDITS TO SENSOR MANAGEMENT

Robert B. Washburn

Parietal Systems, Inc., North Andover, MA, USA

1. Motivating Application and Overview

1.1 Introduction

Chapter 2 indicated how sensor management (SM) problems can be sys-

tematically formulated as stochastic control problems and solved by stochastic

dynamic programming. However, although stochastic dynamic programming

provides a systematic approach to solving SM problems, its practical appli-

cation requires finding efficient algorithmic solutions to avoid the complexity

of standard solutions of the dynamic programming equation (i.e., to break the

curse of dimensionality). Consequently, in order to achieve necessary effi-

ciency solutions of SM problems are often limited to suboptimal, myopic al-

gorithms [175]. Thus, it is important to find classes of SM problems for which

computationally efficient optimal or near-optimal solutions exist and which

can improve the performance of myopic solutions.

In this chapter we study the application of the multi-armed bandit (MAB)

theory discussed in Chapter 6 to SM problems. Under modeling assumptions

to be specified later in this chapter, several SM problems of interest can be for-

mulated as MAB problems that have optimal solutions that are priority index

rules, as first proved by Gittins [89]. The significance of the MAB formu-

lation for SM applications is that such priority index rules can be computed

much more efficiently than the standard solution of a dynamic programming

equation. In particular, the priority index rule has computational complexity

that is linear in the number of targets instead of being exponential in the num-

ber of targets. This reduction in computational complexity is significant for
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real-time processing. Even when the assumptions required for strict formula-

tion as an MAB problem are not satisfied, MAB solutions can form the basis

for good approximations to more complicated SM problems (e.g., MAB can be

used as the base policy of the rollout approximation discussed in Chapter 5).

Furthermore, MAB research has investigated several extensions of the original

Gittins work, which might prove fruitful as tools for developing optimal and

near-optimal solutions of other, more realistic SM problems. Some of these

extensions of the classical MAB were discussed in Chapter 6; the purpose of

this chapter is to discuss how the MAB methodology applies to SM problems.

1.2 SM Example of Multi-armed Bandit

The MAB model has proved useful for modeling various decision problems

such as machine scheduling, search problems, and drug and product testing

problems [88]. One can also use it to model certain SM problems. For exam-

ple, consider the search problem of detecting targets in a number N of locations

or cells, which each contain either a target or noise alone. The sensor can ob-

serve only one cell at a time, and targets have a higher probability of giving a

detection than noise does. The objective is to schedule the sequence of cells to

look at in order to detect as many targets as quickly as possible. In this exam-

ple, each cell corresponds to an arm of the MAB and pi (t) is the conditional

probability that cell i contains a target based on observations up to time t. The

incremental reward from cell i at time t is R (pi (t)) where the function R (pi)
is larger when the uncertainty is small. For example, R (pi) = pi log pi. The

total reward to be maximized is the expected value of

∞∑

t=1

βt−1
N∑

i=1

R (pi (t))

where β is a discount factor. As we saw in the example of Chapter 6 (Section

4), MAB theory shows how to compute an optimal solution to this problem in

terms of a priority index rule. That is, one can compute a function m (pi) such

that the optimal choice of target i for the sensor to look at next is given by the

value of i which maximizes m (pi (t)). Thus, the optimal control is described

in terms of the individual functions m(pi) instead of a much more complex

function of the p1, ..., pN jointly. This gain in efficiency for computing an

optimal solution is what makes MAB methodology a useful tool for developing

more efficient, near-optimal solutions of the SM problem.
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1.3 Organization and Notation of This Chapter

In this chapter we discuss how the results of MAB research, as reviewed

in Chapter 6, can be used to develop efficient, near-optimal solutions for SM

problems such as occur in detecting, tracking, and classifying multiple targets

with agile, controllable sensors. First in Section 2 we discuss the assumptions

required to make the SM problem equivalent to a standard MAB problem for

which optimal priority index rule solutions can be computed, and we review

existing applications of this approach to SM problems. Next we discuss the

correspondence between the general formulation of the SM problem and the

various extensions of the MAB reviewed in Chapter 6. In theory these exten-

sions might lead to efficient optimal or near-optimal solutions of more com-

plex SM problems than the problems treated using standard MAB methodol-

ogy. However, most of these MAB extensions have not yet been applied to

SM problems, and we hope this book can provide a foundation and motivation

for researchers interested in pursuing this approach. To illustrate the approach,

Section 3 presents an example application of MAB index rules to obtain a non-

myopic SM policy for a simplified tracking problem. Section 4 summarizes

the current state-of-the-art in MAB approaches to SM problems and suggests

directions for future work.

The notation of this chapter follows that of Chapter 6. Thus, X (t) , Xi (t)
denote random variables which are the information states of targets at time t
while x, xi, ξ denote particular values (realizations) of the information state.

Similarly, U (t) , Ui (t) , M (t) denote the random control (or action) taken at

time t, and ei, μ denote particular control values. In addition, the notations

R, Ri, R̃ denote reward functions, β denotes the discount factor, and V, Vi de-

note the optimal value function in the dynamic programming equations.

2. Application to Sensor Management

Having surveyed the current methodology available for solving multi-armed

bandit (MAB) problems in Chapter 6, in this section we discuss the correspon-

dence between SM problems and the MAB problems defined previously. In

those cases that SM problems are equivalent to corresponding MAB problems

the MAB methodology may offer new approaches to solving these SM prob-

lems. Even in cases where the MAB methodology does not yet provide effec-

tive solutions, it may offer good suboptimal approximations for SM problems.
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2.1 Application of the Classical MAB

The general class of SM problems can be described as follows: allocate

(possibly) multiple sensors to track multiple targets1 so as to optimize a per-

formance criterion that measures the accuracy of target tracking over a certain

(possibly infinite) time horizon. The simplest SM problems is one where there

is one sensor and multiple targets. Let k denote the number of targets and for

each i = 1, . . . , k, let Xi(t) denote the information state2 of target i at time

t. The control action U(t) = [U1(t), . . . , Uk(t)] at time t is a random vec-

tor taking values in {e1, . . . , ek}. The information state of the system evolves

according to3

P(Xi(t + 1) = x′
i|Xi(t) = xi,U(t)) =

{
pi(x

′
i|xi), if Ui(t) = 1

qi(x
′
i|xi), if Ui(t) = 0

(7.1)

The control action U(t) depends only on Xi(0), . . . Xi(t) for i = 1, . . . , k. We

assume that states Xi(t) evolve independently of each other given the control

sequence up to time t.

The performance criterion is given by

E

[
∞∑

t=0

βt
k∑

i=1

Ri (Xi(t), Ui(t))

]
(7.2)

where Ri (Xi(t), Ui(t)) denotes reward obtained by target i at time t when

its state is Xi(t) and an action Ui(t) is taken. We allow the reward function

Ri (Xi(t), Ui(t)) to be a general function of the state Xi(t) and control ac-

tion Ui(t). For example, if the state is the error covariance, we can choose

the reward function to be a monotonically decreasing function in Xi(t) so that

the smallest tracking errors have greatest rewards. A sensor allocation pol-

icy is defined in the same way as a scheduling policy in Chapter 6, Section

2.1. The objective is to determine a sensor allocation policy to maximize the

performance criterion given by (7.2).

In order to apply the classical MAB results of Chapter 6, Section 2.1.2

we need to assume that unobserved states are frozen, namely that the transi-

tion probability qi (x′
i|xi) in (7.1) is the trivial one for which qi (x′

i|xi) = 1

1Note that in the model “target” is an abstraction: it might correspond to individual objects such as vehicles

being tracked, but it might also correspond to local regions of space being searched for the presence or

absence of objects of interest.
2See Chapter 2 and Appendix, Section 2.
3The transition probability p accounts for changes in the information state of target i given that the target is

observed (e.g., improvement in classification probabilities) while q accounts for changes in the information

state of targets j which are not observed (e.g., increase in the tracking error covariance).
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if x′
i = xi and is 0 otherwise. We also need to assume that the reward

Ri (Xi(t), Ui(t)) only accrues for observed states, namely when Ui (t) = 1
(i.e., i is the target being observed). In SM problems the assumption that un-

observed states are frozen is only valid in some cases such as classification

and some search problems problems (e.g., the examples of Chapter 2, section

1 and Chapter 6, Section 4). In those cases because the underlying physical

state (e.g., the classification type of the target or the location of a stationary

target) doesn’t change with time, the information state (i.e., the conditional

probability distribution of target class or target location) only changes when

an observation is made. Contrast this situation with tracking problems where

the information state (e.g., the tracking error covariance) is usually not frozen

(e.g., prediction error increases the track error covariance even when the target

is not observed). Nevertheless, even in SM problems where the frozen state

assumption is not strictly valid, it may be approximately valid. This is par-

ticularly true if the information state changes very slowly when the target is

not observed, as noted in [148], such as in the application of scheduling short

duration MTI observations of an electronically scanned radar. Section 3 gives

an example in which the classical MAB is a good approximation for problems

that don’t satisfy the frozen state assumption exactly.

As for the reward function, it is possible to transform (7.2) to a form consis-

tent with the classical MAB formulation. This was first pointed out by Varaiya

et al. in [240] in connection with the so-called tax problem, a variation of the

classical MAB. In the tax problem the reward is accrued for all arms except the

one being processed, but it is simple to extend the argument of [240] to the case

in which reward is accrued for all arms. Gittins [88] refers to this MAB vari-

ation as an “ongoing bandit process” and describes the general transformation

required for the reward function. For the SM problem with reward R (Xi (t))
for each target i, the transformation of the reward function Ri (xi) is given by

R̃i (xi) =
∑

ξ

Ri (ξ) pi (ξ|xi) − Ri (xi) , (7.3)

as shown in [245]. Under the transformed reward function R̃i (xi) only the

observed target will accrue a reward.

Using the transformed reward function R̃i, one can solve for an index func-

tion mi (xi) such that the control

U (t) = arg max
i

m (Xi (t))
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is optimal. The index function can be computed by dynamic programming:

solve

Vi (xi, M) = max

⎧
⎨
⎩M, R̃ (xi) + β

∑

ξ

Vi (ξ, M) p (ξ|xi)

⎫
⎬
⎭ ,

for each i and then compute the index functions from

mi (xi) = min {M : Vi (xi, M) = M} .

Here M denotes a retirement reward, and the approach was first developed by

Whittle [249] (see also Volume 2 of [25]). The dynamic program can be solved

using general techniques as described in [25]. In Section 3 below we will solve

these equations analytically for a tracking example.

An alternative dynamic programming approach is given by Katehakis and

Veinott in [127] using a restart state formulation. For finite state problems

(i.e., xi takes values in a finite set), the stopping time method of Varaiya et

al. (see [240] and [153]) is very efficient (i.e., the computational complexity is

cubic in the number of values of xi) and computations with hundreds of states

are feasible4. These computational methods are described in more detail in

Chapter 6, Section 2.1.2 which discusses the classical MAB.

The classical MAB has been applied to a few SM problems in the work

of Krishnamurthy et al. [148], [147], [149], [155] and Washburn, Schneider,

et al. [245], [181], [205]. The approach of [148], [147], [149], [155] is to

approximate the original SM problem using a partially observed finite state

Markov chain, and to compute index rules for this partially observed problem.

The advantage of this approach is that it accounts directly for hidden tracking

states5, but it has the disadvantage of prohibitive computational requirements

for more than a few discrete hidden states. On the other hand, the approach

of [245], [181], [205] starts with a completely observed discrete state Markov

chain approximation of the information state process6, computes index rules

for the discrete state problem, and uses the resulting MAB index rule with

roll-out methods [26] to obtain a solution of the original SM problem. The

advantage of this approach is that it allows computing index rules for more

complicated models (e.g., tracking problems with many discrete states), but

4Indeed, since the index function can be computed offline, the remaining online computations are practical

for real-time operation.
5For example, these might be the unknown target classification types in a SM problem seeking to classify k
different targets.
6Here the information state is the totality of all statistical information about the target’s state (e.g., about its

kinematic state, identity, etc.) that is associated with the target’s track (e.g., conditional mean, covariance,

probability vector, etc.).
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it has the disadvantage of requiring one to already have a discrete Markov

chain approximation of the continuous state Markov chain corresponding to

the original partially observed problem.

2.2 Single Sensor with Multiple Modes

The basic model of (7.1) and (7.2) can be generalized to include more com-

plicated and realistic features. One generalization is to include, in addition to

U(t), a control action M(t) to account for the choice of other parameters (e.g.,

waveform parameters such as pulse repetition frequency (PRF), dwell time,

and other types of sensor modes) that might affect the sensor’s observations.

In this case, the system evolves as follows

P
(
Xi(t + 1) = x′

i |Xi(t) = xi, M(t) = μ,U(t)
)

=

=

{
pi(x

′
i|xi, μ), if Ui(t) = 1

qi(x
′
i|xi, μ), if Ui(t) = 0

. (7.4)

The reward is given by Ri (Xi(t), Ui(t), M(t)) and the optimization problem

is to maximize

E

∞∑

t=0

βt
k∑

i=1

Ri (Xi(t), Ui(t), M(t))

Examples illustrating this generalization include:

1 M(t) may determine the duration of observation of each target. In this

case M(t) takes values in (0, T ] and the system evolves according to the

following

P
(
Xi (t + m(t)) = x′

i |Xi(t) = xi, M(t) = μ,U(t)
)

=

=

{
pi(x

′
i|xi, μ), if Ui(t) = 1

qi(x
′
i|xi, μ), if Ui(t) = 0

2 A radar that is able to switch between fast detection/tracking modes and

slow classification modes. In this case, M(t) is a random variable taking

values in {F, S}, where F is tracking mode and S is classification mode.

The system evolution equations are given by (7.4).

These SM problems corresponds to a superprocess MAB (combined with

a restless bandit if qi (x′
i|xi, μ) is not the trivial probability transition) as de-

scribed in Section 3. Unfortunately, the superprocess does not admit an index
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type solution in general. Nevertheless, in the non-restless case7, there is a suf-

ficient condition that the superprocess have an optimal index policy if each

component of the superprocess has a dominating machine. For the SM prob-

lem, this condition is interpreted to mean that for each target i, there is an

optimal policy for controlling the sensor mode M (t) (assuming the sensor is

observing only i) which dominates any other mode control policy for any re-

tirement reward μ (i.e., with respect to the reward criterion defined in (6.37)

of Chapter 6 Section 3). A problem for future research is to determine condi-

tions of the sensor management problem under which such mode domination

is possible.

2.3 Detecting New Targets

A further generalization of the SM problem is to allow the number of targets

k(t) present at time t to vary with time, so as to model the discovery of new

targets and disappearance of old ones. This is an important feature to include

in SM problems that allocate sensor resources to simultaneously search and

track (or search and identify) targets. When the search tasks generate new

target detections, then new tracking tasks are added to the problem so that the

total number k (t) of tasks increases. Similarly, when tracks are dropped, k (t)
decreases.

This model corresponds to an arm-acquiring bandit described in Chapter 6,

Section 3 and the solution is comparable to the classical MAB. In particular,

for the non-restless case, the Gittins index policy is optimal and is computed

the same as for the classical MAB, taking the highest Gittins index over i =
1, ..., k (t) as shown in [250], [116], [247].

2.4 Sensor Switching Delays

The SM models discussed above assume that it is possible for the sensor to

switch instantaneously from observing one target to observing another one, or

from one sensor mode to another. This assumption may be a good approxima-

tion for electronically steered sensors such as radars, but may not be a good ap-

proximation for mechanically pointed sensors (e.g., video cameras that require

time to pan, tilt, and zoom and require time to stabilize the camera after mov-

ing before effective video processing can resume). In this case, it is desirable

7Note that the SM problem of classifying the type of multiple targets with a single, multi-mode sensor cor-

responds to a superprocess which is not a restless bandit. Thus, non-restless superprocesses have significant

application in SM.
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to model switching times or switching costs as part of the sensor management

problem and these correspond to bandits with switching penalties as described

in Chapter 6 Section 3. The inclusion of switching penalties complicates the

solution of the MAB (even in the non-restless case); the Gittins index policy

is no longer optimal and the structure of the optimal policy is unknown except

in special cases, which unfortunately don’t correspond to sensor management

problems. Nevertheless, Asawa and Teneketzis [11] showed that the optimal

policy does have the property that the time at which to switch the sensor from

one target to another (but not the choice of which target to switch to) can be de-

termined by the Gittins index. As noted in [11], this result is based on a limited

lookahead policy which might be extended further to obtain tighter conditions

for optimality. The results also suggest evaluating limited lookahead policies

as good suboptimal approximations to the optimal allocation.

2.5 Multiple Sensors

Another generalization of the basic model is to consider m sensors (m > 1).

We assume that each sensor can look at only one of the k targets at a time,

and each target can be observed by at most one sensor. The control action

U(t) = [U1(t), . . . , Uk(t)] is a vector taking values in {d1, . . . , d( k
m)}, where

di, i = 1, . . . ,
(

k
m

)
, is a k dimensional vector consisting of m 1s and (k−m) 0s,

and the positions of 1s indicate the targets to which the sensors are allocated.

The transition law, the performance criterion and the objective are same as in

the basic model (7.1), (7.2). This model can be classified as an MAB problem

with multiple plays as described in Chapter 6 Section 3. As noted previously,

the Gittins index is generally not optimal for bandits with multiple plays and

an infinite horizon expected discounted reward performance criterion. Never-

theless, Pandelis and Teneketzis [188] determined a sufficient condition (in the

non-restless case) for the optimality of observing at each time the m targets

with the highest Gittins index. The condition requires that Gittins indices of

different targets are either equal or separated by a minimum distance defined

by the discount factor of the performance criterion (see Section 3 for the pre-

cise condition). It remains to determine whether this condition is satisfied for

significant sensor management problems. However, it is worth noting that the

index function computed for a simple single sensor tracking example in Sec-

tion 3 does satisfy this separation condition for sufficiently small discount fac-

tors. In that example, the index function is piecewise constant and the constant

values decrease approximately exponentially by a factor that decreases as the

discount rate decreases. See also [221], which considers a multi-sensor search

problem and compares it to a corresponding multi-armed bandit problem and

the results of [188] on multiple plays.
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2.6 Application of Restless Bandits

As noted above, the assumption that unobserved states are frozen is true

only for a few specialized SM problems. For SM problems involving kine-

matic tracking or joint kinematic tracking and identification, the transitions

qi (x′
i|xi) in (7.1) are not trivial and the unobserved states are not frozen. As

a consequence, the basic SM problem with one sensor and multiple targets is

equivalent to a restless bandit problem with one processor.

As for the classical MAB, it is necessary to transform the SM target reward

Ri (Xi(t), Ui(t)) to a reward function which is zero for all unobserved targets

(corresponding to inactive processes of the restless bandit). Although the trans-

formation of [240] and [88] depends on the states being frozen for Ui (t) = 0,

Bertsimas and Niño-Mora [30] were able to prove that such a transformation

is possible in the general restless case also.

Restless bandit methods have not been applied to SM problems with the ex-

ception of current work by Kuklinski [151]. Part of the difficulty of applying

restless bandit methods may lie in the difficulty of checking Whittle’s indexa-

bility conditions described in Section 3 and the likelihood that these conditions

are not satisfied for typical sensor management problems. Nevertheless, the

preliminary report [151] describes an application of the linear programming

method of [30] to sensor management for multiple target tracking and identi-

fication. In this application a finite state Markov chain is used to model the

information state process, and the reward function accounts for sensor energy

usage (e.g., for micro-sensor networks) as well as tracking and identification

performance. The MAB method is used to compute an index policy value for

possible tasks in a sensor network, and activate the tasks with the M largest

values. However, it is unclear whether this sensor management problem satis-

fies conditions (e.g., the partial conservation laws of [183]) to guarantee that

the index policy is optimal in this sensor management problem.

3. Example Application

To illustrate the application of MAB methodology to SM, this section de-

fines a problem of maintaining track on multiple targets and shows how to

find an approximate solution using MAB methods. It gives numerical results

and compares the MAB method (numerically and qualitatively) to more con-

ventional approximation techniques. The example is based on [245], which

discusses further extension of the result to multidimensional target states.
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3.1 MAB Formulation of SM Tracking Problem

Suppose that there are N targets being tracked, each of which has an es-

timated position and position error covariance. The sensor can look at one

target at each time instant, and the objective is to schedule the sensor looks

to keep as many targets, as often as possible within a specified root mean

square error. To model this problem as an MAB, take as the information state

the inverse error variance, denoted by Xi (t). The information state dynamics

are modeled by a Markov chain with a countable state space as follows. Let

U (t) = [U1 (t) , ..., Un (t)] denote the control (i.e., U (t) = eiif the sensor

looks at target i). If U (t) = ei, then

Xi (t + 1) =

{
Xi (t) + r−1 with probability p

Xi (t) with probability 1 − p
,

where r denotes the variance of a single position measurement and p is the

probability of detection for one measurement. If U (t) �= ei, then

Xi (t + 1) = Xi (t) .

Note that this second transition is necessary to satisfy the frozen state assump-

tion for the standard MAB. It would be more realistic to assume that when

U (t) �= ei, Xi (t + 1) decreases due to increased prediction error, namely

Xi (t + 1) =
Xi (t) q2

i

q2
i + Xi (t)

.

Unfortunately, this assumption makes the MAB restless and precludes a simple

index rule solution. Consequently, we will assume qi = 0 to design the index

rule used for SM control. However, we will evaluate the control policy in cases

of qi > 0 in order to analyze the significance of ignoring restlessness.

The optimization goal is to maintain the root mean square error below a

specified value, denoted δ > 0. The individual reward function for target i is

defined as

Ri (xi) =

{
0 if xi > δ−2

vi if xi ≤ δ−2 .

Thus, there is a reward of vi for keeping the error of target i below δ in one

time period, but no greater reward for maintaining smaller errors, and there

is no reward if the error exceeds δ. Varying vi for different targets i allows

assigning higher rewards to tracking some targets compared to others. We

want to choose the stochastic control U (t) to maximize the total discounted

reward

E

[
∞∑

t=0

αt
N∑

i=1

Ri (Xi (t))

∣∣∣∣∣X1 (0) , ..., XN (0)

]
.
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So far, this model satisfies all the requirements for the standard MAB except

the requirement that only target i for which U (t) = ei accrues reward in time

period t and all other targets accrue no reward in that time period. As noted

above, this deficiency can be remedied by transforming the reward function

Ri (xi), which can be accomplished using (7.3) from the Section 2. In this

particular case, the transformed reward function is

R̃i (xi) = Ri

(
xi + r−1

)
p − Ri (xi) p,

or simply,

R̃i (xi) =

{
p if δ−2 − r−1 ≤ xi < δ−2

0 if xi < δ−2 − r−1 or xi ≥ δ−2.

3.2 Index Rule Solution of MAB

For simplicity assume that vi = 1. To find the index function corresponding

to R̃ (xi), we solve the dynamic programming equation

Vi (xi, M) = max
{

M, R̃ (xi) + βE [Vi (f (xi, wi) , M)]
}

where f (xi, wi) denotes the transition function for the information state. The

expectation E [Vi (f (xi, wi) , M)] is

E [Vi (f (xi, wi) , M)] = pVi

(
xi + r−1, M

)
+ (1 − p)Vi (xi, M) ,

so we have

Vi (xi, M) = max

{
M,

(
pI[δ−2−r−1,δ−2) (xi) + βpVi

(
xi + r−1, M

)

+β (1 − p)Vi (xi, M)

)}
,

where IA(x) is the indicator function of the set A. The dynamic programming

equation equation can be solved exactly by taking the limit of successive ap-

proximations of the value function (i.e., by using value iteration [25]). The

resulting solution is

Vi (zi, M) =
0∑

k>−a
∆

Φk (M) I[a+k∆,a+(k+1)∆) (zi) + MI[a+∆,∞) (zi) .

where

Φk (M) =

{
κ|k|+1β−1 + κ|k|+1M if M ≤ κ|k|+1β−1

1−κ|k|+1

M if M > κ|k|+1β−1

1−κ|k|+1
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with a = δ−2 − r−1, ∆ = r−1, κ = βp
1−β(1−p) < 1.

Given Vi, the index function m (xi) is the solution of

m (xi) = min {M : Vi (xi, M) = M} .

For xi ∈ [a + k∆, a + (k + 1) ∆), this is the smallest M such that Φk (M) =
M . Thus,

m (xi) =
κ|k|+1β−1

1 − κ|k|+1

for xi ∈ [a + k∆, a + (k + 1) ∆). Similarly, for xi ∈ [a + ∆,∞), we have

m (xi) = 0.

In terms of the parameters δ and r, we can express the index function as

m (xi) =

{
κ|k|+1β−1

1−κ|k|+1 if δ−2 + (k − 1) r−1 ≤ xi < δ−2 + kr−1, k ≤ 0

0 if xi ≥ δ−2
.

(7.5)

The index rule control U (t) = ei where i maximizes m (Xi (t)). Equivalently,

i maximizes Xi (t) such that Xi (t) < δ−2. The latter expression is obvious,

but at least confirms the general theorem. It’s clear that the optimal strategy

would not select U (t) = ei for any Xi (t) ≥ δ−2 since these states already

satisfy the goal and the state will not decrease. On the other hand, selecting the

targets i with highest Xi (t) < δ−2 to look at first will maximize the expected

discounted reward because then more Xi (t) are likely to enter the goal set

sooner than for any other strategy.

Nevertheless, if different rewards vi are assigned to different targets, then it

is easy to see that the corresponding index functions are mi (xi) given by

mi (xi) = vi · m (xi)

where m (xi) is given as in (7.5) above, and the control is not equivalent to

selecting U (t) = ei to maximize Xi (t) < δ−2 if vi are not all equal. Simi-

larly, we can assign different error goals δi, different detection probabilities pi,

and different measurement variances ri as well as different rewards vi to each

target. The corresponding index functions are mi (xi) given by

mi (zi) =

⎧
⎨
⎩

vi
κ
|k|+1
i β−1

1−κ
|k|+1
i

if δ−2
i + (k − 1) r−1

i ≤ zi < δ−2
i + kr−1

i , k ≤ 0

0 if zi ≥ δ−2
i

.

where

κi =
βpi

1 − β (1 − pi)
.
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3.3 Numerical Results and Comparison to
Other Solutions

To evaluate the index rule solution we compare its performance to three

other SM control policies for a simple simulated tracking problem. The prob-

lem is to track N Brownian motion targets with a sensor that can look at only

one target at a time. The objective is to track one target with high accuracy

and the other targets with lower accuracy. The sensor measures position with a

random error and a constant probability of missed detection. The SM control

policies evaluated are an index rule, a myopic control based on predicted track-

ing error, a steady state control, and a “raster scan” that looks at each target,

one after the other, without regard to the information state.

3.3.1 Tracking Model. We can consider a simple problem of

tracking N targets given position measurements. Each target satisfies a Brow-

nian motion model

xi (t + 1) = xi (t) +
√

qwi (t) ,

for i = 1, ..., N and 0 ≤ t ≤ T where wi (t) is a 0 mean, variance 1 Gaussian

random variable. The parameter q is the process noise power and measures the

maneuverability of target i. The sensor can look at one target at a time. We

assume that there is a probability pi of detecting target i if the sensor looks at

target i. The measurement of target i has the model

yi (t) = Ui (t) zi (t)xi (t) +
√

rni (t) ,

where Ui (t) = 1 if U (t) = ei and it selects which target to look at, zi (t) is a

0, 1 random variable with

P (zi (t) = 1) = pi,

and ni (t) is a 0 mean, variance 1 Gaussian random variable.

We will use the tracking error variance σ2
i (t) as an information state. The

model for the evolution of the information state is simply

σ2
i (t + τ) =

((
σ2

i (t) + q
)−1

+ Ui (t) zi (t) r−1
)−1

.

The initial value

σ2
i (0) = Σi

corresponds to the size of the initial cue or the total search area for target i.
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3.3.2 SM Measures of Performance. Each target has a desired

average mean square error (MSE) tracking accuracy δ2
i . The basic question

is how many targets can be tracked with the desired average MSE using a

particular method of SM. Our basic measure of performance for a scenario is

the distribution of the statistic

χi =
1

T

T∑

t=0

σi (t)2

δ2
i

.

In particular, we are interested in the case where there is one target ( i = 1)

which is a high value target with a small δ2
1 and there are N − 1 lower value

targets with larger δ2
i = δ2

2 for i ≥ 2. Thus, we will evaluate performance in

terms of χ1 (the time-averaged error variance for high-valued target 1) versus

χ′ =
1

N − 1

N∑

i=2

χi,

the averaged error variance over the other N − 1 low value targets. It may

happen that the SM can only track m < N − 1 of the less accurate targets.

Thus, we compute

ρ =
1

N

N∑

i=1

1 (χi ≤ 1) ,

the fraction of targets that meet the specified MSE.

3.3.3 Four Candidate SM Control Policies.

Index Rule SM. The index function for target i is given by

mi

(
σ2

i

)
=

{
vi

κ|k|+1β−1

1−κ|k|+1 if δ−2
i + (k − 1) r−1 ≤ σ−2

i < δ−2
i + kr−1, k ≤ 0

0 if σ−2
i ≥ δ−2

i

where

κ =
βpi

1 − β (1 − pi)

and β is a discount factor. The corresponding index rule says to look at target

i next based on

arg max
i

{
mi

(
σi (t)2

)}

where σi (t)2 is the current estimated MSE error of track i. Note that the index

rule doesn’t explicitly specify q. This is because the index rule assumes that

q ≈ 0. This parameter enters the strategy indirectly in terms of the tracker

update of σi (t)2 after each measurement.



168 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

Myopic SM. The myopic SM selects which target U (t) to look at next

based on minimizing the expected marginal cost. That is U (t) = ei such that

μi

(
σi (t)2

)
is minimized. The function μi

(
σ2

i

)
is given by

μi

(
σ2

i

)
= pivi

((
σ−2

i + r−1
)−1 −

(
σ2

i + q
))

.

Note that δi doesn’t appear explicitly in the control strategy.

Steady State SM. Suppose that we look at target i every τ time units.

Let σ2
i (t) denote the tracking error variance at time t immediately after a mea-

surement update. Then

σ2
i (t + τ) =

((
σ2

i (t) + τq
)−1

+ r−1
)−1

.

The steady state error after update is

σ2
i (∞) = −1

2
τq +

1

2

√
τ2q2 + 4rτq.

However, the time-averaged MSE is

δ2 =

∫ τ
0

(
σ2

i (∞) + tq
)
dt

τ
= σ2

i (∞) +
1

2
τq =

1

2

√
τ2q2 + 4rτq.

In terms of the dimensionless parameter

a =
τq

r
,

we achieve the average mean square error δ2 given by

δ2 =
1

2
r
√

a2 + 4a.

If we wish to achieve accuracy δ, then we need to satisfy

τq

r
= a = −2 + 2

√√√√
(

1 +

(
δ2

r

)2
)

.

Suppose that we wish to maintain at average steady state MSE δ2
i for each

target i. For each target i, we require the revisit time

τi =
rai

q
=

r

q

⎡
⎣−2 + 2

√√√√
(

1 +

(
δ2
i

r

)2
)⎤
⎦ .
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Thus, we need to revisit at the rate 1
τi

times per measurement. To account for

missed detections, the revisit rate needs to be 1
piτi

in order to have an effective

detection rate of 1
τi

. Thus, to meet the steady state MSE δ2
i for each target i

requires
N∑

i=1

1

piτi
≤ 1.

The steady state analysis suggests a simple control policy defined as follows.

For each target keep track of the time ti since the last detection. At any time

t use the control U (t) = ei such that vi is the largest value with ti ≥ τi and

where τi is defined as above. Note that

ti (t + 1) =

{
0 if U (t) = ei and target i is detected

ti (t) + 1 if U (t) �= ei or target i isn’t detected
.

Raster Scan SM. Finally, define a raster scan SM which simply cycles

through the N targets, one at a time. Thus, U (t) is the open loop control

U (t) = ei where i = t mod N + 1

for t ≥ 0.

3.3.4 Evaluation. We apply each SM control policy to the stochas-

tic control problem

σ2
i (t + τ) =

((
σ2

i (t) + q
)−1

+ Ui (t) zi (t) r−1
)−1

.

where N, δ1, δ2, p0, Σ0 are given and n1 = 1, n2 = N − 1, σi (0)2 = Σ0,

pi = p0, r = 1. Select q to satisfy

q = p0

([
−2 + 2

√(
1 + δ4

1

)]−1

+ (N − 1)

[
−2 + 2

√
1 + δ4

2

]−1
)−1

(7.6)

so that N − 1 targets can be tracked with average MSE δ2
2 and 1 target can be

tracked with MSE δ2
1 .

The evaluation simulates the tracking and sensor control over T time peri-

ods, 0 ≤ t < T , and computes as performance measures the MSE of the high

value target,

χ1 =
1

T

T∑

t=1

σ1 (t)2

δ2
1

,
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the average MSE of the low value targets,

χ′ =
1

N − 1

N∑

i=2

χi,

and the average probability that a target meets its MSE goal at any time,

ρ =
1

N

N∑

i=1

1

T

T∑

t=1

1

(
σi (t)2

δ2
i

≤ 1

)

where

χi =
1

T

T∑

t=1

σi (t)2

δ2
i

for each i.

In the following series of plots we show χ1, χ
′, ρ versus the process noise

q and the probability of detection p0 for each SM. For these simulations we

defined δ1 = 1
2 , δ2 = 2, Σ0 = 20, N = 10. For all of the algorithms that use

reward in their formulation (index rule, myopic, and steady state) the reward

of the high value target is r1 = 100 and the reward for all other targets is

r2 = 1. For the index rule SM, the discount factor is taken to be α = 0.9. The

time period is T = 200 for all evaluations. Figures 7.1, 7.2, 7.3 show χ1, χ
′, ρ

(MSE of high value target, average MSE of low value targets, and average

probability of a target meeting its MSE goal) as a function of the probability

p0 of detection for each target. Figures 7.4, 7.5, 7.6 show χ1, χ
′, ρ as a function

of the process noise q for each target.

In Figures 7.1, 7.2, 7.3, q = 0.04. For p0 ≤ 0.75, the process noise is too

high to maintain the MSE goals (δ1 = 1
2 for the high value target and δ2 = 2 for

9 other targets). For p0 > 0.75, the MSE goal is satisfied. Figure 7.1 shows χ1

versus p0. The three algorithms (index rule, myopic, and steady state) which

use reward, have the same performance. The raster scan algorithm that looks

at each target in turn, does much worse. In Figure 7.2 we see that the raster

scan algorithm does the best on the low value targets (because it doesn’t divert

resources to the high value target). The index rule is next best with χ′ ∼ 1 until

p0 ∼ 0.75 (corresponding to the critical detection probability where resources

are insufficient to meet the goal with a steady state solution). The myopic

algorithm gives approximately a constant χ′ which is worse than the index

rule until p0 < 0.65. The steady state algorithm performs much worse in this

case. Figure 7.3 shows how often the algorithms meet the desired MSE goals

for the high and low value targets. The raster scan algorithm has a uniformly

high probability of meeting the goal. However, note that it never meets the
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goal for the high value target. The index rule is slightly better for p0 > 0.85
and decreases rapidly for p0 below the critical 0.75. The myopic algorithm is

uniformly between 0.4 and 0.5, and the steady state algorithm performs worst,

less than 0.25.
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Figure 7.1. Mean square error χ1 of high value target using four SM algorithms, plotted as a

function of probability of detection p0 with nominal process noise q = 0.04.

In Figures 7.4, 7.5, 7.6, p0 = 0.8. For q > 0.045, the process noise is too

high to maintain the MSE goals. Figure 7.4 shows χ1 versus q. The three

algorithms (index rule, myopic, and steady state) which use reward, have the

same performance. The raster scan algorithm that looks at each target in turn,

does much worse. In Figure 7.5 we see that the raster scan algorithm does

the best on the low value targets. The index rule, closely followed by the

myopic algorithm, is next best until it suddenly jumps up around q ∼ 0.065
(above the critical point). Note that the index rule starts dropping low value

targets (i.e., schedules no looks for them) to try to maintain the goal on the high

value target and as many low value targets as possible. The myopic algorithm,

by comparison, increases continuously as q increases, an it tries to allocate

resources uniformly to all targets which have the same reward. The steady state

algorithm performs much worse. Figure 7.6 shows how often the algorithms

meet the desired MSE goals for the high and low value targets. The raster scan

algorithm has a uniformly high probability of meeting the goal. However, note

again that it doesn’t meet the goal for the high value target unless q = 0. The

index rule is best until q ∼ 0.035 and decreases rapidly for q above the critical

0.065, for q > 0.85 it can no longer meet the MSE goal for the high value

target (or any of the low value targets). The myopic algorithm decreases more
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Average MSE of Low Value Targets
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Figure 7.2. Average mean square error χ′ of low value targets (targets i > 1) using four SM

algorithms, plotted as a function of the probability of detection p0 for nominal process noise

q = 0.04.
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Figure 7.3. Average probability ρ of goal for all targets using four SM algorithms, plotted as

a function of probability of detection p0 for nominal process noise variance q = 0.04.
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rapidly at first and then flattens out for q above about 0.08. The steady state

algorithm performs worst except for q above about 0.08 where it does better

than the index rule and myopic algorithms.
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Figure 7.4. Mean square error χ1 of high value target (target i = 1) using four SM algo-

rithms, plotted as a function of process noise variance q with nominal probability of detection

p0 = 0.8.

4. Summary and Discussion

This chapter has illustrated the applicability and limitations of MAB meth-

ods for solving sensor management problems. The great value of the MAB

approach is the possibility of computing priority index rule control strategies

which are closed-loop feedback stochastic controls (and naturally non-myopic)

and which can be computed very efficiently online. Although the classical

MAB makes assumptions that restrict the corresponding SM problem to prob-

lems of static parameter estimation or classification (i.e., “restful” bandits), as

the example to tracking in Section 3 illustrates, the classical MAB may be a

very good suboptimal solution even when some of its assumptions are violated.

Furthermore, it is possible to use the MAB solution as the basis for improved

solutions using approximate dynamic programming, such as the rollout method

described in Chapter 5.

In addition, as discussed in Chapter 6 MAB research has developed several

generalizations of the original Gittins work, which correspond to more realistic
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Average MSE of Low Value Targets
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Figure 7.5. Average mean square error χ′ of low value targets (targets i > 1) using four SM

algorithms, plotted as a function of process noise variance q for nominal probability of detection

p0 = 0.8.
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Figure 7.6. Average probability ρ of goal for all targets using four SM algorithms, plotted as

a function of process noise variance q for nominal probability of detection p0 = 0.8.
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models of SM problems, such as multiple sensor modes (superprocesses), de-

tecting new targets (arm-acquiring bandits), sensor switching delays (switch-

ing costs), multiple sensors (multiple plays), and prediction uncertainty (rest-

less bandits).

So far these generalizations of MAB theory have not been applied widely

to SM problems, and to be sure, these generalizations are themselves limited

and require further work. For example, the different generalizations extend the

classical MAB assumptions in different ways and there isn’t one generalization

that addresses all of these extensions simultaneously. In addition, the extended

MAB problems often don’t have an optimal index solution in general, and it is

not yet known under what particular conditions they do have an optimal index

solution, or whether there are good suboptimal solutions that are almost as effi-

cient as index solutions. Nevertheless, the utility of the MAB model for many

different applications continues to drive MAB research forward. We hope that

the presentation of this chapter and the companion Chapter 6 will help SM

researchers and practitioners to pick up and follow ongoing MAB research,

and to use the MAB tools for developing real-time, near-optimal solutions of

realistic SM problems.
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1. Introduction

Consider the problem of estimating a signal from noisy samples. The con-

ventional approach (e.g., Shannon-Nyquist sampling) is to sample at many

locations in a non-adaptive and more-or-less uniform manner. For example, in

a digital camera we collect samples at locations on a square lattice (each sam-

ple being a pixel). Under certain scenarios though there is an extra flexibility,

and an alternative and more versatile approach is possible: choose the sam-

ple locations ‘on-the-fly’, depending on the information collected up to that

time. This is what we call adaptive sampling, as opposed to the conventional

approach, referred to here as passive sampling. Although intuitively very ap-

pealing, adaptive sampling is seldom used because of the difficulty of design

and analysis of such feedback techniques, especially in complex settings.

The topic of adaptive sampling, or active learning as it is sometimes called,

has attracted significant attention from various research communities, in par-

ticular in the fields of computer science and statistics. A large body of work

exists proposing algorithmic ideas and methods [63, 163, 84, 226, 37], but un-

fortunately there are few performance guarantees for many of those methods.

Further most of those results take place in very special or restricted scenar-

ios (e.g., absence of noise or uncertainty, yielding perfect decisions). Under

the adaptive sampling framework there are a few interesting theoretical results,

some of which are presented here, namely the pioneering work of [43] regard-
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ing the estimation of step functions, that was later rediscovered in [98] using

different algorithmic ideas and tools. Building on some of those ideas, the

work in [136, 135, 92, 51] provides performance guarantees for function esti-

mation under noisy conditions, for several function classes that are particularly

relevant to signal processing and analysis.

In this chapter we provide an introduction to adaptive sampling techniques

for signal estimation, both in parametric and non-parametric settings. The fo-

cus is on signals that are binary step-like functions over one or two dimensions.

Even though we do not formulate the problem in terms of a Markov Decision

Processes (MDP), it is worthwhile to put this adaptive sampling problem in

the context of the previous chapters of this book. In the stochastic control

terminology of Chapter 2, here the state will be the unknown location of the

jump of a step function; the actions will be possible sampling locations, and

the control policies for taking successive actions (samples) will be restricted

to one-step-lookahead controls. Thus the state is static and the action space is

uncountable.

We begin this chapter with some concrete applications that motivate active

learning problems. Section 2 tackles a simple one-dimensional problem that

sheds some light on the potential of the active learning framework. In Section 3

we consider higher dimensional function estimation problems that are more

relevant in practical scenarios. Finally in Section 4 some final thoughts and

open questions are presented.

1.1 Some Motivation Examples

When trying to learn a new concept, for example, asking someone to de-

scribe a scene or a painting, one usually asks questions in a sequential way,

just as playing the twenty questions game. One can start by asking if the scene

is outdoors. If the answer is affirmative one can then ask if there is sky depicted

in the scene or if it is overcast or clear. Note that a key feature of this scheme

is the feedback between the learner and the world. On the other hand, most

imaging techniques pursue a completely different approach: all the ‘questions’

are asked in bulk. A digital scanner will give you the value of every pixel in

the scene, regardless of the image, essentially by scanning the entire painting

at the finest achievable resolution. If scanning time is a critical asset then this

approach can be extremely inefficient. If it is known that the scene in question

has some nice properties one can accelerate the scanning process by selectively

choosing were to scan. To be more concrete consider an airborne laser scan-

ning sensor. This kind of sensor is able to measure range (distance between

sensor and observed object) and maybe some properties of the object, e.g., the
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type of terrain: vegetation, sand, or rock. Suppose we want to use such a setup

to construct a topographic map of a field, possibly an hostile environment, e.g.,

a battlefield. For a variety of considerations, e.g., safety concerns or fuel costs,

we would like to limit the time of flight. Figure 8.1 illustrates the scenario. In

this case the field is reasonably “flat”, except for a ledge. Clearly, to estimate

the topography of the “flat” regions low resolution scanning would suffice, but

to accurately locate the ledge area higher resolution scanning is needed. If we

are pursuing a non-adaptive sampling approach then we need to scan the entire

field at the highest resolution, otherwise the ledge area might be inaccurately

estimated. On the other hand, if an adaptive sampling technique is used then

we can adapt our resolution to the field (based on our observations), thereby

focusing the sampling procedure on the ledge area.

There are also other problems that share common characteristics with adap-

tive sampling, and that are in a sense dual problems. When the computational

power is a critical asset (or the computation time is very expensive) one wants

to focus the bulk of computation on tasks that are somehow more important

(more rewarding). This is the case with most imaging systems (e.g., satellite

imaging): although we may face very few restrictions on the total amount of

data collected, the subsequent processing of vast amounts of data can be ex-

cessively time consuming, therefore carefully choosing “where to look” during

the processing phase can lead to significant computational savings. For exam-

ple, in [50] some of the ideas/techniques of this chapter are applied to the

construction of fast algorithms for image noise removal.

2. A Simple One-dimensional Problem

In this section we consider the adaptive sampling problem, essentially moti-

vated by the laser scanning scenario. To gain some insight about the power of

adaptive sampling we start with a simple, perhaps “toyish” problem. Consider

estimating a step function from noisy samples. This problem boils down to

locating the step location. Adaptively sampling aims to find this location with

a minimal number of strategically placed samples.

Formally, we define the step function class

F = {f : [0, 1] → R|f(x) = 1[0,θ)(x)},

where θ ∈ [0, 1]. This is a parametric class, where each function is charac-

terized by the transition point θ. Given an unknown function fθ ∈ F our

goal is to estimate θ from n point samples. We will work under the following

assumptions.
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Laser Scanner

Figure 8.1. Airborne range sensor surveying a terrain.

A1.1 - The observations {Yi}n
i=1 are point samples of the unknown function

fθ, taken at sample locations {Xi}n
i=1. These are corrupted by noise, that

is with probability p we observe a one instead of a zero, and vice-versa.

Formally

Yi =

{
fθ(Xi) , with probability 1 − p

1 − fθ(Xi) , with probability p
= f(Xi) ⊕ Ui,

where fθ ∈ F , ⊕ represents a sumation modulo 2 and Ui ∈ {0, 1} are

Bernoulli random variables, with parameter 0 ≤ p < 1/2, independent

and identically distributed (i.i.d.), and independent of {Xj}n
j=1.

A2.1 - Non-Adaptive Sampling: The sample locations Xi are independent

of {Yj}j �=i.

A2.2 - Adaptive Sampling: The sampling location Xi depends only on

{Xj , Yj}j<i. To be more specific let μi be a density defined as

μi(X1, . . . , Xi−1, Y1, . . . , Yi−1).

Finally let Xi be a sample taking according to this density. μi is called

the sampling strategy, and completely defines our sampling schedule.
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Under the non-adaptive sampling scenario (A2.1) the sample locations do

not depend in any way on our observations, therefore the collection of sample

points {Xi}n
i=1 can be chosen before any observations are collected. On the

other hand, the adaptive sampling scenario (A2.2) allows for the ith sample

location to be chosen using all the information collected up to that point (the

previous i − 1 samples). In either case, our goal is to construct an estimate θ̂n

that is “close” to θ, using n samples, where close means that supθ∈[0,1] |θ̂n−θ|
is small.

Consider first the case when there is no noise, that is, p = 0. Under the

non-adaptive scenario (A2.1) the best we can hope to do is

sup
θ∈[0,1]

|θ̂n − θ| ≤ 1

2(n + 1)
.

This is achieved distributing the sample locations on a uniform grid over the

interval [0, 1],

{Xi}n
i=1 =

{
1

n + 1
,

2

n + 1
, · · · ,

n

n + 1

}
. (8.1)

Any sample arrangement is going to induce a partition of the interval into n+1
intervals (unless there are overlapping samples), therefore we can only decide

if the true parameter θ is inside one of these intervals. The performance is

limited by the maximum size of these intervals (i.e., the bias of any estimate

is limited by the length of these intervals). Clearly the proposed sampling

strategy is optimal for passive samples, since any other arrangement of the

sample locations (even a randomized one) will lead to a possible degradation

in performance.

Now suppose we are working under the adaptive scenario (A2.2). In this

situation one can focus on θ much more effectively, using binary bisection:

start by taking the first sample at X1 = 1/2. Since there is no noise our

observation is simply Y1 = f(X1). If Y1 = 0 then we know that θ ∈ [0, 1/2]
and if Y1 = 1 then θ ∈ (1/2, 1]. We choose X2 accordingly: If Y1 = 0 then

take X2 = 1/4 and if Y1 = 1 take X2 = 3/4. We proceed according to this

technique, always bisecting the set of possibilities. It is easy to see that

sup
θ∈[0,1]

|θ̂n − θ| ≤ 2−(n+1).

This is clearly the best one can hope for with this measurement scheme: each

measurement provides one bit of information, and with n bits we can encode

the value of θ only up to the above accuracy.

If there is noise (i.e., p > 0) the techniques one would use to estimate

θ have to be modified appropriately. If we are working in the non-adaptive
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setup (A2.1) there is no reason to change the sampling scheme. We already

know that our performance is going to be limited by 1/(2(n + 1)), because

of our sampling strategy. To perform the estimation we can use the Maximum

Likelihood Estimator (MLE). Define

Sn(θ) =
∑

i:Xi<θ

Yi +
∑

i:Xi≥θ

1 − Yi.

The MLE estimator of θ is given by

θ̂n ≡ arg min
θ∈[0,1)

{
(1 − p)n−Sn(θ) pSn(θ)

}

= arg max
θ∈[0,1)

Sn(θ).

Clearly this optimization has more than one solution, since the value of the

likelihood is the same for all θ ∈ (Xi, Xi+1]. For our purposes one can re-

duce the search to the midpoints of these intervals (i.e., θ̂ ∈
{

1
2(n+1) ,

3
2(n+1) ,

· · · , 2n−1
2(n+1)

}
). It can be shown that this estimator performs optimally, in the

sense that

sup
θ∈[0,1]

E[|θ̂n − θ|] ≤ C(p)
1

n + 1
,

where C(p) is an increasing function of p. The derivation of the above result is

not at all trivial, and can be accomplished for example using the oracle bounds

presented in [134]. Note that the expected error of this estimator behaves like

1/n, the same behavior one has when there is no noise present, therefore the

maximum likelihood estimator is optimal in this case (up to a constant factor).

If we are working under the adaptive framework, dealing with noise makes

things significantly more complicated, in part because our decisions about the

sampling depend on all the observations made in the past, which are noisy and

therefore unreliable. Nevertheless there is a probabilistic bisection method,

proposed in [110], that is suitable for this purpose. The key idea stems from

Bayesian estimation. Suppose that we have a prior probability density function

π0(x) on the unknown parameter θ, namely that θ is uniformly distributed over

the interval [0, 1] (that is π0(x) = 1 for all x ∈ [0, 1]). To make the exposition

clear assume a particular situation, namely that θ = 1/4. Like before, we start

by taking a measurement at X1 = 1/2. With probability 1 − p we correctly

observe a zero, and with probability p we incorrectly observe a one. Suppose

a zero was observed. Given these facts we can compute the posterior density

simply by applying Bayes rule. In this case we would get that

π1(x|X1, Y1) =

{
2(1 − p) , if x ≤ 1/2,
2p , if x > 1/2,

.



Active Learning and Sampling 183

Initialization: Define the prior probability density function as π0 : [0, 1] → R, π0(x) = 1 for all

x ∈ [0, 1].

1 - Sample Selection after i samples were collected: Define Xi+1 to be the median of the posterior

πi. That is Xi+1 ∈ [0, 1] satisfies

∫ Xi+1

0
πi(x)dx = 1/2.

2 - Noisy Observation: Observe Yi+1 = f(Xi+1) ⊕ Ui+1.

3 - Update posterior: Update the posterior function. This is simply the application of Bayes rule. If

Yi+1 = 0 then

πi+1(x) =

{
2(1 − p)πi(x) if x ≤ Xi+1

2pπi(x) if x > Xi+1
.

If Yi+1 = 1 then

πi+1(x) =

{
2pπi(x) if x ≤ Xi+1

2(1 − p)πi(x) if x > Xi+1
.

4 - Final estimate: Repeat steps 1,2 and 3 until n samples are collected. The estimate θ̂n is defined

as the median of the final posterior distribution, that is, θ̂n is such that

∫ θ̂n

0
πn(x)dx = 1/2.

Figure 8.2. The probabilistic bisection algorithm.

The next step is to choose the sample location X2. We choose X2 so that it

bisects the posterior distribution, that is, we take X2 such that Pθ∼π1(·)(θ >
X2|X1, Y1) = Pθ∼π1(·)(θ < X2|X1, Y1). In other words X2 is just the median

of the posterior distribution. If our model is correct, the probability of the

event {θ < X2} is identical to the probability of the event {θ > X2}, and

therefore sampling Y2 at X2 is most informative. We continue iterating this

procedure until we have collected n samples. The estimate θ̂n is defined as the

median of the final posterior distribution. Figure 8.3 illustrates the procedure

and the algorithmic details are described in Figure 8.2. Note that if p = 0 then

probabilistic bisection is simply the binary bisection described above.

The above algorithm seems to work extremely well in practice, but it is hard

to analyze and there are few theoretical guarantees for it, especially pertaining

error rates of convergence. In [43] a similar algorithm was proposed. Albeit its

operation is slightly more complicated, it is easier to analyze. That algorithm

(which we denote by BZ) uses essentially the same ideas, but enforces a para-

metric structure for the posterior. Also, in the application of the Bayes rule we

use α instead of p, where 0 < p < α. The algorithm is detailed in Figure 8.4.

Pertaining to the BZ algorithm we have the following remarkable result.
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π

π π

π π

Figure 8.3. Illustration of the probabilistic bisection strategy. The shaded areas correspond

to 1/2 of the probability mass of the posterior densities.

Theorem 8.1 Under the assumptions (A1.1) and (A2.2) the Burnashev-Zigangirov

algorithm (Figure 8.2) satisfies

sup
θ∈[0,1]

P(|θ̂n − θ| > ∆) ≤ 1 − ∆

∆

(
1 − p

2(1 − α)
+

p

2α

)n

.

Taking ∆−1 =
(

1−p
2(1−α) + p

2α

)−n/2
yields a bound on the expected error

sup
θ∈[0,1]

E[|θ̂n − θ|] ≤ 2

(
1 − p

2(1 − α)
+

p

2α

)−n/2

.

Finally, taking α =
√

p/(
√

p +
√

q) minimizes the right hand side of these

bounds, yielding

sup
θ∈[0,1]

E[|θ̂n − θ|] ≤ 2

(
1

2
+

√
p(1 − p)

)n/2

.
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Initialization: Let ∆ > 0 be such that ∆−1 ∈ N. Define the posterior after j measurements as

πj : [0, 1] → R,

πj(x) =
∆−1∑

i=1

ai(j)1Ii
(x),

where I1 = [0, ∆] and Ii = (∆(i − 1), ∆i], for i ∈ {2, . . . , ∆−1}. Notice that the collection

{Ii} is a partition of the interval [0, 1]. We initialize this posterior by taking ai(0) = ∆. Note that

the posterior is completely characterized by the vector a(j) = [a1(j), . . . , a∆−1(j)], and that
∑∆−1

i=1 ai(j) = 1.

1 - Sample Selection: To preserve the parametric structure of the pseudo-posterior we need to take

samples at the interval subdivision points. Define k(j) such that

k(j)−1∑

i=1

ai(j) ≤ 1/2,

k(j)∑

i=1

ai(j) > 1/2.

Note that k(j) ∈ {1, . . . , ∆−1}. Select Xj+1 among {∆(k(j)− 1), ∆k(j)} by flipping a coin,

choosing the first point with probability P1(j) and the second point with probability P2(j) =
1 − P1(j), where P1(j) = τ2(j)/(τ1(j) + τ2(j)) and

τ1(j) =

∆−1∑

i=k(j)

ai(j) −

k(j)−1∑

i=1

ai(j),

and

τ2(j) =

k(j)∑

i=1

ai(j) −

∆−1∑

i=k(j)+1

ai(j).

2 - Noisy Observation: Observe Yj+1 = f(Xj+1) ⊕ Uj+1.

3 - Update posterior: Update the posterior function after collecting the measurement Yj+1, through

the application of Bayes rule, under the assumption that the Bernoulli random variables Uj+1 have

parameter 0 ≤ α < 1/2. Let β = 1 − α. Note that Xj+1 = ∆k, k ∈ N and define

τ =
k∑

i=1

ai(j) −
∆−1∑

i=k+1

ai(j).

If i ≤ k we have

ai(j + 1) =

{
2β

1+τ(β−α)
if Yj+1 = 0

2α
1−τ(β−α)

if Yj+1 = 1
,

and if i > k we have

ai(j + 1) =

{
2α

1+τ(β−α)
if Yj+1 = 0

2β
1−τ(β−α)

if Yj+1 = 1
,

4 - Final estimate: Repeat steps 1,2 and 3 until n samples are collected. The estimate θ̂n is defined

as the median of the final posterior distribution, that is, θ̂n is such that

∫ θ̂n

0
πn(x)dx = 1/2.

Figure 8.4. The Burnashev-Zigangirov (BZ) algorithm.
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Remarks: The above theorem shows that, even under noisy assumptions,

there is a dramatic improvement in performance if one allows adaptive strate-

gies (as opposed to passive strategies). Although the bounds display the expo-

nential error decay behavior, also present in the noiseless scenario, the expo-

nent depends on the noise parameter p, and it is clearly not optimal, since

when p ≈ 0 we would expect to obtain approximately the noiseless error

bounds (i.e., E[|θ̂n − θ|] ∼ (1/2)n). Instead a weaker bound is attained,

E[|θ̂n − θ|] ∼ (
√

2/2)n. It is possible to improve on this bounds by modifying

the bounding strategy (as done in [43]). Finally, we note that although this

result was derived for a particular noise model the result is applicable to other

noise models. This can be done either by processing the observations, using a

thresholding operator, or by modifying the likelihood structure (according to

the noise model) in the proof of the Theorem.

The proof of Theorem 8.1 is extremely elegant and is presented below. The

ideas in the proof can be used in various other contexts where feedback is

present.

Proof of Theorem 8.1: For the proof we rely on the notation in the algo-

rithm given in Figure 8.4. In particular recall that the unit interval is divided

into subintervals of width ∆, ai(j) denotes the posterior probability that the

changepoint θ is located in the i-th subinterval after the j-th sample, and θ̂j

denotes the median of the posterior after j samples.

Our first step is to construct an upper bound for the probability P(|θ̂n−θ| >
∆). Let θ be fixed, but arbitrary, and define k(θ) to be the index of the bin Ii

containing θ, that is θ ∈ Ik(θ). Define

Mθ(j) =
1 − ak(θ)(j)

ak(θ)(j)
,

and

Nθ(j + 1) =
Mθ(j + 1)

Mθ(j)
=

ak(θ)(j)(1 − ak(θ)(j + 1))

ak(θ)(j + 1)(1 − ak(θ)(j))
.

The reasoning behind these definitions is made clear later. For now, notice that

Mθ(j) is a decreasing function of ak(θ)(j).

After n observations our estimate of θ is the median of the posterior density

πn, which means that θ̂n ∈ Ik(n). Taking that into account we conclude that

P(|θ̂n − θ| > ∆) ≤ P(ak(θ)(j) < 1/2)

= P(Mθ(n) > 1)

≤ E[Mθ(n)],
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where the last step follows from Markov’s inequality. The definition of Mθ(j)
above is meant to get more leverage out of Markov’s inequality, in a similar

spirit of Chernoff bounding techniques. Using the definition of Nθ(j) and

some conditioning we get

E[Mθ(n)] = E[Mθ(n − 1)Nθ(n)]

= E [E[Mθ(n − 1)Nθ(n)|a(n − 1)]]

= E [Mθ(n − 1)E[Nθ(n)|a(n − 1)]]

...

= Mθ(0)E [E[Nθ(1)|a(0)] · · ·E[Nθ(n)|a(n − 1)]]

≤ Mθ(0)

{
max

j∈{0,...,n−1}
max
a(j)

E[Nθ(j + 1)|a(j)]

}n

. (8.2)

The rest of the proof consists of showing that E[Nθ(j + 1)|aj] ≤ 1 − ǫ,

for some ǫ > 0. Before proceeding we make some remarks about the above

technique. Note that Mθ(j) measures how much mass is on the bin containing

θ (if Mθ(j) = 0 all the mass in our posterior is in the bin containing θ, the least

error scenario). The ratio Nθ(j) is a measure of the improvement (in terms of

concentrating the posterior around the bin containing θ) by sampling at Xj

and observing Yj . This is strictly less than one when an improvement is made.

The bound (8.2) above is therefore only useful if, no matter what happened in

the past, a measurement made with the proposed algorithm always leads on

average to a performance improvement. This is the case with a variety of other

useful myopic algorithms.

To study E[Nθ(j +1)|a(j)] we are going to consider three particular cases:

(i) k(j) = k(θ); (ii) k(j) > k(θ); and (iii) k(j) < k(θ). Let β = 1 − α and

q = 1 − p. After tedious but straightforward algebra we conclude that

Nθ(j + 1) =

{
1+(β−α)x

2β , with probability q
1−(β−α)x

2α , with probability p
,

where we have for the three different cases

1

x =

⎧
⎨
⎩

τ1(j)−ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆(k(j) − 1)

τ2(j)−ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆k(j)

2

x =

⎧
⎨
⎩

− τ1(j)+ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆(k(j) − 1)

τ2(j)−ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆k(j)
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3

x =

⎧
⎨
⎩

τ1(j)−ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆(k(j) − 1)

− τ2(j)+ak(θ)(j)

1−ak(θ)(j)
, if Xj+1 = ∆k(j)

Note that 0 ≤ τ1(j) ≤ 1 and 0 < τ2(j) ≤ 1, therefore |x| ≤ 1. To ease the

notation define

g(x) =
q

2β
(1 + (β − α)x) +

p

2α
(1 − (β − α)x)

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)x.

It can be easily checked that g(x) is an increasing function as long as 0 < p <
α. Using this definition we have

1

E[Nθ(j + 1)|a(j)]

= P1(j)g

(
τ1(j) − ak(θ)(j)

1 − ak(θ)(j)

)
+ P2(j)g

(
τ2(j) − ak(θ)(j)

1 − ak(θ)(j)

)

2

E[Nθ(j + 1)|a(j)]

= P1(j)g

(
−

τ1(j) + ak(θ)(j)

1 − ak(θ)(j)

)
+ P2(j)g

(
τ2(j) − ak(θ)(j)

1 − ak(θ)(j)

)

3

E[Nθ(j + 1)|a(j)]

= P1(j)g

(
τ1(j) − ak(θ)(j)

1 − ak(θ)(j)

)
+ P2(j)g

(
−

τ2(j) + ak(θ)(j)

1 − ak(θ)(j)

)

Consider first cases (ii) and (iii). Note that (τ − a)/(1 − a) ≤ τ and −(τ +
a)/(1 − a) < −τ for all 0 < a < 1. Therefore, for case (ii) we have

E[Nθ(j + 1)|a(j)] ≤ P1(j)g(−τ1(j)) + P2(j)g(τ2(j))

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)(−P1(j)τ1 + P2(j)τ2)

=
q

2β
+

p

2α
.
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Analogously, for case (iii)

E[Nθ(j + 1)|a(j)] ≤ P1(j)g(τ1(j)) + P2(j)g(−τ2(j))

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)(P1(j)τ1 − P2(j)τ2)

=
q

2β
+

p

2α
.

Finally, for case (i) a we need to proceed in a slightly different way. Begin by

noticing that τ1(j) + τ2(j) = 2ak(j)(j) = 2ak(θ)(j). Then

E[Nθ(j + 1)|a(j)]

= P1(j)g

(
τ1(j) − ak(θ)(j)

1 − ak(θ)(j)

)
+ P2(j)g

(
−

τ1(j) − ak(θ)(j)

1 − ak(θ)(j)

)

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)

τ1 − ak(θ)(j)

1 − ak(θ)(j)
(P1(j) − P2(j))

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)

τ1 − ak(θ)(j)

1 − ak(θ)(j)

τ2(j) + τ1(j)

τ1(j) + τ2(j)

=
q

2β
+

p

2α
+

(
q

2β
− p

2α

)
(β − α)

τ1 − ak(θ)(j)

1 − ak(θ)(j)

2ak(θ)(j) − 2τ1(j)

τ1(j) + τ2(j)

≤ q

2β
+

p

2α

Plugging in the above results into (8.2) yields

P(|θ̂n − θ| > ∆) ≤ 1 − ∆

∆

(
q

2β
+

p

2α

)n

,

since Mθ(0) = (1 − ∆)/∆.

To get a bound on the expected error one proceeds by integration

E[|θ̂n − θ|] =

∫ ∞

0
P(|θ̂n − θ| > t)dt

=

∫ ∆

0
P(|θ̂n − θ| > t)dt +

∫ 1

∆
P(|θ̂n − θ| > t)dt

≤ ∆ + (1 − ∆) P(|θ̂n − θ| > ∆)

≤ ∆ +
(1 − ∆)2

∆

(
q

2β
+

p

2α

)n

.

Choosing ∆ as in the statement of the theorem yields the desired result, con-

cluding the proof. �



190 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

3. Beyond 1d - Piecewise Constant Function
Estimation

In this section we consider again the adaptive sampling scenario, but now

in a higher dimensional setting. The one-dimensional setup in the previous

section provided us with some insight about the possibilities of active learning,

but it is quite restrictive: (i) the function is known up to the location of the

step, that is, we know the function takes the values 0 and 1. (ii) One dimen-

sional piecewise functions are extremely simple - they form a parametric class.

Nevertheless even this simple type of problem can arise in some practical ap-

plications [211]. The kinds of functions we are going to consider next are gen-

erally higher dimensional, as in the case of laser field scanning, where the field

can be described by a two dimensional function. Also the only prior knowl-

edge we have about these functions is that they are piecewise “smooth”, that

is, these are composed of smooth regions (where the function varies slowly)

separated by low dimensional boundary regions (where the function might

change abruptly). One expects active learning to be advantageous for such

function classes, since the complexity of such functions is concentrated around

the boundary. Pin-pointing the boundary requires many more samples than es-

timation of the smooth regions so using the active learning paradigm it might

be possible to focus most of the samples where they are needed: “near” the

boundary. To make the description and discussion simpler we will consider

solely piecewise constant functions, whose definition follows.

Definition 1 A function f : [0, 1]d → R is piecewise constant if it is locally

constant1 at any point x ∈ [0, 1]d \ B(f), where B(f) ⊆ [0, 1]d is a set with

upper box-counting dimension at most d − 1. Furthermore let f be uniformly

bounded on [0, 1]d (that is, |f(x)| ≤ M, ∀x ∈ [0, 1]d) and let B(f) satisfy

N(r) ≤ βr−(d−1) for all r > 0, where β > 0 is a constant and N(r) is the

minimal number of closed balls of diameter r covering B(f). The set of all

piecewise constant functions f satisfying the above conditions is denoted by

PC(β, M).

The concept of box-counting dimension is closely related to topological di-

mension. The condition on the number of covering balls is essentially a mea-

sure of the d − 1-dimensional volume of the boundary set. Example of such

a functions are depicted in Figures 8.5-8.7. Note that this class of functions is

1A function f : [0, 1]d → R is locally constant at a point x ∈ [0, 1]d if

∃ǫ > 0 : ∀y ∈ [0, 1]d : ‖x− y‖ < ǫ ⇒ f(y) = f(x).
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non-parametric. These functions can provide a simple imaging model in vari-

ous applications, for example in medical imaging, where one observes various

homogeneous regions of tissue of differing densities.

In the rest of the chapter we are going to consider a slightly modified obser-

vation model, namely the observations are going to be samples of the function

corrupted with additive white Gaussian noise.

A1.2 - The observations {Yi}n
i=1 are given by

Yi = f(X i) + Wi,

where f ∈ PC(β, M) and Wi are i.i.d. Gaussian random variables with

zero mean and variance σ2, and independent of {Xj}n
j=1.

Under this framework we are mainly interested in answering two questions:

Q1 - What are the limitations of active learning, that is, what is the best

performance one can hope to achieve?

Q2 - Can a simple algorithm be devised such that the performance improves

on the performance of the best passive learning algorithm?

Before attempting to answer these two questions it is important to know what

are the limitations when the passive framework (A2.1) is considered. In [137]

the following minimax lower bound is presented.

inf
f̂n,Sn

sup
f∈PC(β,M)

E[‖f̂n − f‖2] ≥ cn− 1
d , (8.3)

where c > 0 and the infimum is taken with respect to every possible estimator

and sample distribution Sn.

There exist practical passive learning strategies that can nearly achieve the

above performance bound. Tree-structured estimators based on Recursive

Dyadic Partitions (RDPs) are an example of such a learning strategy [186].

These estimators are constructed as follows: (i) Divide [0, 1]d into 2d equal

sized hypercubes. (ii) Repeat this process again on each hypercube. Repeating

this process log2 m times gives rise to a partition of the unit hypercube into

md hypercubes of identical size. This process can be represented as a 2d-ary

tree structure (where a leaf of the tree corresponds to a partition cell). Pruning

this tree gives rise to an RDP with non-uniform resolution. Let Ω denote the

class of all possible pruned RDPs. The estimators we consider consist of a

stair function supported over a RDP, that is, associated with each element in
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the partition there is a constant value. Let ω be an RDP; the estimators built

over this RDP have the form f̃ (ω)(x) ≡ ∑
A∈ω cA1{x ∈ A}.

Since the location of the boundary is a priori unknown it is natural to dis-

tribute the sample points uniformly over the unit cube. There are various ways

of doing this; for example, the points can be placed deterministically over a lat-

tice, or randomly sampled from a uniform distribution. We will use the latter

strategy. Let {Xi}n
i=1 be i.i.d. uniform over [0, 1]d and define the complexity

regularized estimator as

f̂n ≡ arg min
f̃ (ω):ω∈Ω

{
1

n

n∑

i=1

(
f̃ (ω)(Xi) − Yi

)2
+ λ

log n

n
|ω|

}
, (8.4)

where |ω| denotes the number of cells of ω and λ > 0. The above optimization

can be solved efficiently in O(n) operations using a bottom-up tree pruning

algorithm [42, 186].

The performance of the estimator in (8.4) can be assessed using bounding

techniques in the spirit of [15, 186]. From that analysis we conclude that

sup
f∈PC(β,M)

Ef [‖f̂n − f‖2] ≤ C

(
n

log n

)− 1
d

, (8.5)

where the constant factor C ≡ C(β, M, σ2) > 0. This shows that, up to

a logarithmic factor, the rate in (8.3) is the optimal rate of convergence for

passive strategies. A complete derivation of the above result is available in

[52].

We now turn our attention to the active learning framework (A2.2). To ad-

dress question (Q1) we will consider a subclass of the piecewise constant func-

tions defined above, called the boundary fragments. Let g : [0, 1]d−1 → [0, 1]
be a Lipshitz function, that is

|g(x) − g(z)| ≤ ‖x − z‖, ∀ x, z ∈ [0, 1]d−1.

Define

G = {(x, y) : 0 ≤ y ≤ g(x), (x, y) ∈ [0, 1]d}, (8.6)

and let f : [0, 1]d → R be defined as f(x) = M1G(x). The class of all

functions of this form is called the boundary fragment class (usually taking

M = 1), denoted by BF(M). An example of a boundary fragment function

is depicted in Figure 8.5(a). It is straightforward to to show that BF(M) ⊆
PC(β, M), for a suitable constant β. In [136] it was shown that under (A1.2)

and A(2.2) we have the lower bound

inf
f̂n,Sn

sup
f∈BF(M)

E[‖f̂n − f‖2] ≥ cn− 1
d−1 ,
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(a) (b)

Figure 8.5. (a) Illustration of a boundary fragment function for d = 2. (b) Adaptive sampling

for boundary fragments. In each vertical stripe one uses the BZ algorithm to estimate a step

function. The final estimate is a piecewise constant function whose boundary is a stair function.

for n large enough, where c ≡ c(M, σ2) > 0, and the infimum is taken with

respect to every possible estimator and sampling strategy. Since BF(M) ⊆
PC(β, M) it follows that

inf
f̂n,Sn

sup
f∈PC(β,M)

E[‖f̂n − f‖2] ≥ cn− 1
d−1 , (8.7)

The above results hold for d ≥ 2. Note that the error rates for the adaptive

sampling framework display very significant improvement. For example, for

d = 2 the passive learning error rate is O(1/
√

(n)), which is significantly

slower that the active learning error rate of O(1/n). Note that, for this two-

dimensional case, the active learning rate coincides with the classical para-

metric rate, although this class of functions is non-parametric. In [136] an

algorithm capable of achieving the above rate for the boundary fragment class

is also presented. This algorithm takes advantage of the very special functional

form of the boundary fragment functions. The algorithmic idea is very simply:

begin by dividing the unit hypercube into O(n/ log(n)) “strips” and perform

a one-dimensional change-point estimation in each of the strips (using the BZ

algorithm with log(n) samples). This process is illustrated in Figure 8.5(b).

Unfortunately, the boundary fragment class is very restrictive and imprac-

tical for most applications. Recall that boundary fragments consist of only

two regions, separated by a boundary that is a function of the first d − 1 co-

ordinates. For a general piecewise constant function the boundaries oriented

arbitrarily and generally are not aligned with any coordinate axis such that they

can be described in a functional way. The class PC(β, M) is much larger and

more general, so the algorithmic ideas that work for boundary fragments can
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no longer be used. A completely different approach is required, using radically

different tools.

We now attempt to answer question (Q2), by proposing an active learn-

ing scheme for the piecewise constant class. The scheme is a two-step ap-

proach motivated by the tree-structured estimators for passive learning de-

scribed above. Although the ideas and intuition behind the approach are quite

simple, the formal analysis of the method is significantly difficult and cumber-

some, therefore the focus of the presentation is on the algorithm and sketch of

the proofs, deferring the details to the references. The main idea is to devise

a strategy that uses the first sampling step to find advantageous locations for

new samples, to be collected at the second step. More precisely in the first

step, called the preview step, an estimator of f is constructed using n/2 sam-

ples (assume for simplicity that n is even), distributed uniformly over [0, 1]d.

In the second step, called the refinement step, we select n/2 samples near the

perceived location of the boundaries (estimated in the preview step) separating

constant regions. At the end of this process we will have half the samples con-

centrated in the perceived vicinity of the boundary set B(f). Since accurately

estimating f near B(f) is key to obtaining faster rates, the strategy described

seems quite sensible. However, it is critical that the preview step is able to de-

tect the boundary with very high probability. If part of the boundary is missed,

then the error incurred is going to propagate into the final estimate, ultimately

degrading the performance. Conversely, if too many regions are (incorrectly)

detected as boundary locations in the preview step, then the second step will

distribute samples too liberally and no gains will be achieved. Therefore ex-

treme care must be taken to accurately detect the boundary in the preview step,

as described below.

Preview: The goal of this stage is to provide a coarse estimate of the lo-

cation of B(f). Specifically, collect n′ ≡ n/2 samples at points distributed

uniformly over [0, 1]d. Next proceed by using the passive learning algorithm

described before, but restrict the estimator to RDPs with leafs at a maximum

depth of J = d−1
(d−1)2+d

log(n′/ log(n′)). This ensures that, on average, every

element of the RDP contains many sample points; therefore we obtain a low

variance estimate, although the estimator bias is going to be large. In other

words, we obtain a very “stable” coarse estimate of f , where stable means that

the estimator does not change much for different realizations of the data. The

justification for the particular value of J arises in the formal analysis of the

method.

The above strategy ensures that most of the time, leafs that intersect the

boundary are at the maximum allowed depth (because otherwise the estima-

tor would incur too much empirical error) and leafs away from the boundary
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(a) (b) (c)

Figure 8.6. Illustration of the shifted RDP construction for d = 2: (a) RDP used obtained

from the preview step with the regular RDPs. The highlighted cell intersects the boundary but

it was pruned, since the pruning does not incur in severe error. (b) Shifted RDP, Obtained from

the preview step over vertically shifted RDPs . In this case there is no pruning, since it would

cause a large error. (c) These are the cells that are going to be refined in the refinement stage.

are at shallower depths. Therefore we can “detect” the rough location of the

boundary just by looking at the deepest leafs. Unfortunately, if the set B(f)
is somewhat aligned with the dyadic splits of the RDP, leafs intersecting the

boundary can be pruned without incurring a large error. This is illustrated in

Figure 8.7(b); the cell with the arrow was pruned and contains a piece of the

boundary, but the error incurred by pruning is small since that region is mostly

a constant region. However, worst-case analysis reveals that the squared bias

induced by these small volumes can add up, precluding the desired improved

performance. A way of mitigating this issue is to consider multiple RDP-based

estimators, each one using RDPs appropriately shifted. We use d+1 estimators

in the preview step: one on the initial uniform partition, and d over partitions

whose dyadic splits have been translated by 2−J in each one of the d coor-

dinates. Any leaf that is at the maximum depth on any of the d + 1 RDPs

pruned in the preview step indicates the highly probable presence of a bound-

ary, and will be refined in the next stage. This shifting strategy is illustrated in

Figure 8.6

Refinement: With high probability, the boundary is contained in the leafs at

the maximum depth. In the refinement step we collect additional n/2 samples

on the corresponding partition cells, using these to obtain a refined estimate

of the function f by applying again an RDP-based estimator. This produces a

higher resolution estimate in the vicinity of the boundary set B(f), yielding a

better performance than the passive learning technique.
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(a) (b)

(c) (d)

Figure 8.7. The two step procedure for d = 2: (a) Initial unpruned RDP and n/2 samples.

(b) Preview step RDP. Note that the cell with the arrow was pruned, but it contains a part of the

boundary. (c) Additional sampling for the refinement step. (d) Refinement step.

The final estimator is constructed assembling the estimate “away” from the

boundary obtained in the preview step with the estimate in the vicinity of the

boundary obtained in the refinement step.

To formally show that this algorithm attains the faster rates we desire we

have to consider a further technical assumption, namely that the boundary set

is “cusp-free”2. This condition is rather technical, but it is not very restrictive,

and encompasses many interesting situations, including of course, boundary

fragments. This condition seems to be necessary for the algorithm to perform

well, and it is not simply an artifact of the proof. For a more detailed explana-

tion see [52]. Under this condition we have the following theorem.

2A cusp-free boundary cannot have the behavior you observe in the graph of |x|1/2 at the origin. Less

“aggressive” kinks are allowed, such as in the graph of |x|.
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Theorem 8.2 Under the active learning scenario (A1.2) and (A2.2) we have,

for d ≥ 2 and functions f whose boundary is cusp-free,

E

[
‖f̂n − f‖2

]
≤ C

(
n

log n

)− 1
d−1+1/d

, (8.8)

where C > 0.

This bound improves on (8.5), demonstrating that this technique performs

better than the best possible passive learning estimator. The proof of Theo-

rem 8.2 is quite involved and is presented in detail in [52]. Below we present

only a sketch of the proof.

A couple of remarks are important at this point. Instead of a two-step pro-

cedure one can iterate this algorithm, performing multiple steps (e.g., for a

three-step approach replace the refinement step with the two-step approach de-

scribed above). Doing so can further improve the performance. One can show

that the expected error will decay like n−1/(d−1+ǫ), with ǫ > 0, given a suf-

ficiently large number of steps. Therefore we can get rates arbitrarily close to

the lower bound rates in (8.7). These multi-step methods start to lack practical

usefulness if the number of steps is too large, since the practical benefits appear

only for a large number of samples. The two step procedure on the other hand

displays excellent performance under practical scenarios as seen in [254].

Proof of Theorem 8.2: The main idea behind the proof is to decompose the

error of the estimator for three different cases: (i) the error incurred during

the preview stage in regions “away” from the boundary; (ii) the error incurred

by not detecting a piece of the boundary (and therefore not performing the

refinement step in that area); (iii) the error remaining in the refinement region

at the end of the process. By restricting the maximum depth of the trees in the

preview stage we can control the type-(i) error, ensuring that it does not exceed

the error rate in (8.8). We start by defining fJ , a coarse approximation of f up

to resolution J . Consider the partition of [0, 1]d into 2dJ identical hypercubes

and denote this partition by ωJ . Note that this partition can also be described

by a RDP, where all the leafs are at depth J . Define fJ : [0, 1]d → R as

fJ(x) =
1

2dJ

∑

A∈ωj

(∫

A
f(t)dt

)
1A(x).

Note that fJ is identical to f “away” from the boundary, but in the vicinity of

the boundary there is some averaging. We have the following key Lemma.
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Lemma 1 Let f̂p be the complexity regularized estimator of the preview step,

using n′ = n/2 samples. Then

E[‖f̂p − fJ‖] ≤ C
2(d−1)J log(n′)

n′
,

for a suitable C > 0 and all n′ > 2.

Lemma 1 characterizes the behavior of the final estimate “away” from the

boundary, since f and fJ are identical in that region. So the above error bound

controls the type-(i) error.

Type-(ii) error corresponds to the situations when a part of the boundary

was not detected in the preview step. This can happen because of the inherent

randomness of the noise and sampling distribution, or because the boundary is

somewhat aligned with the dyadic splits, like in Figure 8.7(b). The latter can

be a problem and this is why one needs to perform d+1 preview estimates over

shifted partitions. If the boundary is cusp-free then it is guaranteed that one of

those preview estimators is going to “feel” the boundary since it is not aligned

with the corresponding partition. A piece of the boundary region is not refined

if it is not detected in all the shifted partition estimators. The worst-case error

can be shown not to exceed C2(d−1)J log(n′)/n′, for some C > 0, therefore

failure to detect the boundary has the same contribution for the total error as

the type-(i) error. The proof of this fact is detailed in [52].

Finally, analysis of type-(iii) error is relatively easy. Nonetheless one needs

to make sure that the size of the region that needs to be refined is not too large,

since in that case the density of samples in the refinement step might be not

be sufficient to improve on passive methods. In other words, one needs to

make sure that in the preview step not much more than the boundary region is

detected. Let R be the set of cells that need to be re-sampled in the refinement

step. One has to guarantee that, with high probability the number of boundary

cells detected in the preview step (denoted by |R|) is on the order of 2(d−1)J .

The following Lemma [52] provides an affirmative answer.

Lemma 2 Let |R| be the number of cells detected in the preview step, that

possibly contain the boundary (and therefore are going to be re-sampled in the

refinement step). Then

P(|R| > C2(d−1)J) ≤ 1/n,

for C > 0 and n sufficiently large.

In the regions that are going to be refined, that is, the regions in R, we

are going to collect further samples and apply the passive estimation strat-

egy described in (8.4). As shown in the Lemma 2 we can assume that there
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are O(2(d−1)J) elements in R (with high probability). We collect a total of

L ≡ n/(2|R|) samples in each element of R. The error incurred by f̂r, the

refinement estimator, over each one of the elements of R is upper-bounded by

C

(
log L

L

)1/d

2−dJ ,

where C > 0 comes from (8.5), and 2−dJ is just the volume of each element

of R. Therefore overall error contribution of the refinement step is upper-

bounded by

C

(
log L

L

)1/d

2−dJ |R|.

To compute the total error incurred by f̂active, our proposed active learn-

ing estimator, we just have to sum the contributions of (i), (ii) and (iii), and

therefore we get

E

[
‖f̂active − f‖2

]
≤ C

(
log L

L

)1/d

2−dJ |R| + C ′ 2
(d−1)J log n

n
,

with C, C ′ > 0. Assuming now that |R| = O(2(d−1)J) we can balance the

two terms in the above expression by choosing

J =

⌈
d − 1

(d − 1)2 + d
log(n/ log(n))

⌉
,

yielding the desired result. �

4. Final Remarks and Open Questions

The results presented in this chapter show that for certain scenarios active

learning attains provable gains over the classical passive approaches, even if

observation uncertainty is present. Active learning is intuitively appealing,

and finds applications for many practical problems, for example in imaging

techniques, some of them described here. Despite these benefits, the analysis

of such active methods is quite challenging due to the existence of feedback in

the measurement process. This creates statistical dependence in the observa-

tions (recall that now the sample locations are coupled with all the observations

made in the past), precluding the use of the usual analysis tools, such as con-

centration inequalities and laws of large numbers, that require independence

(or quasi independence) to be applicable. The piecewise constant function

class studied provides a non-trivial canonical example that illustrates under
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what conditions one might expect the adaptive sampling framework to yield a

performance improvement over more traditional passive sampling techniques.

The algorithm presented here for actively learning members of the piecewise

constant class demonstrates the possibilities of active learning in more general

settings. A natural extension of this function class is the piecewise smooth

class, whose element are Hölder smooth functions with smoothness parameter

α. For this class of functions we conjecture that the best attainable performance

under assumptions (A1.2) and (A2.2) is O(max{n−1/(d−1), n−2α/(2α+d)}).
This is quite intuitive, since it is known that adaptive sampling is not effec-

tive for learning smooth functions [51]. Constructing a two-step algorithm to

learn such functions is relatively simple and it has been done in the context of

field estimation using wireless sensor networks [254]. The key modification is

that now one needs to decorate the estimator RDPs with polynomials instead

of constants. Despite its simplicity this algorithm is very hard to analyze (to be

specific, it is difficult to generalize Lemma 1 in the proof).

Under the selective sampling framework there are even more open prob-

lems, that have recently spawned much interest. It is a known fact that most

existing active learning algorithms tend to be too greedy: They work well

when the number of collected samples/examples is small, but the performance

quickly degrades as that number increases, leading to results that are worse

than when using classical passive learning techniques. This creates some fer-

tile ground for both practitioners and theoretical researchers, and an interesting

interplay between the two.
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1. Introduction

A standard classification problem can be defined by two underlying com-

ponents: a data generator (sensor) and a true class labeler. The data generator

generates data x according to a distribution p(x) and the true class labeler

labels x as class y according to a conditional distribution p(y|x). One does

not know p(x) or p(y|x), but only observes instances of (x, y), drawn from

p(x)p(y|x). The goal is to use these instances to build a classifier f(x;w)
(parameterized by w) such that for any x drawn from p(x), f(x;w) predicts

the true label y as accurately as possible.

Let L(f(x;w), y) denote the loss due to prediction f(x;w) of the label of

x when the true label is y. The optimality of f is measured by the expected

loss ψ(f) = E[L(f(x;w), y)], where the expectation is taken with respect to

p(x)p(y|x) [238, 239]. In practice, both p(x) and p(y|x) are unknown and one

computes the empirical loss ψ̂(f) = 1
|Xtr|

∑
x∈Xtr

L(f(x;w), y), where Xtr =

{x : y is acquired} constitutes a set of training data with their labels drawn
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from p(y|x), and | · | denotes set cardinality. Given Xtr and the associated set of

labels denoted by Ytr, the best classifier is determined as the one that minimizes

the empirical loss, with regularization (i.e., a prior) usually imposed on w.

It is clear that, for given p(y|x), a classifier depends on the training set Xtr.

The choice of Xtr can have great impact on the resulting classifier. Intuitively

a good Xtr should be such that its collection of labels is representative of the

between-class boundaries. Since labels are more uncertain near the bound-

aries than off the boundaries, this is equivalent to saying that Xtr should favor

those x that give large H(y|x) = −∑
y p(y|x) log p(y|x), the entropy of y

given x. In addition, labeling a datum usually involves expensive instrumental

measurement and time-consuming analysis, therefore it is important to only

label data that will improve the classifier. Toward this goal, we should let Xtr

drawn selectively, instead of independently, from p(x); i.e., we should con-

struct Xtr
π∼ p(x) instead of Xtr

i.i.d.∼ p(x), where π is a selection criterion. This

represents the notion called “active learning” in machine learning [62, 150].

The process of acquiring the label y of a given x can be viewed as an ex-

periment, the nature of which may be physical, chemical, computational, etc.,

depending on the application. The experiment is controlled by x, which de-

termines a point in the data space at which the experiment is performed. The

data space is determined by p(x). In practice, it suffices to represent this space

by X , a set of x drawn independently from p(x), provided that p(x) can be

reconstructed from X with high accuracy using standard density estimators.

Thus selection of Xtr is to choose Xtr ⊂ X . After Xtr are selected and labeled,

the remaining data, i.e., Xte = X \ Xtr, constitute the testing set.

In this chapter, we introduce a plan-in-advance approach to active learn-

ing of classifiers (the meaning of “plan-in-advance” will be clear shortly). We

emphasize that the plan-in-advance strategy is different from previous active

learning methods ([62, 150, 231, 163, for example]) in that it decomposes the

active learning into two disjoint stages: the pre-labeling stage and the labeling

stage. In the pre-labeling stage one determines the analytic form of f(x;w)
and selects the training data Xtr, without seeing the associated labels Ytr. In the

labeling stage, one acquires labels of Xtr and estimates w to complete the clas-

sifier. It is important to note that through the entire pre-labeling stage, one does

not need to know any labels. It is after completion of the pre-labeling stage that

one actually goes out to acquire the labels of Xtr. Therefore, this methodology

addresses the problem for which there are no labeled data a priori.

The plan-in-advance active learning, with a strict separation of data se-

lection from label acquisition as described above, has great significance in
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practice. In remote sensing applications, labeling of different data are of-

ten performed at different geological locations. Using the approach described

above, one can plan in advance the visits to the selected data. A reasonable

plan can avoid wasted travel. Another example is in biological applications,

where labeling of multiple data can be done in parallel. The separation of data

selection from label acquisition means that one does not have to wait for the

labeling results of the previously selected data to proceed to selecting next da-

tum. Instead one can plan in advance the labeling experiments for the selected

data and save a tremendous amount of time.

We now give an overview of the subsequent sections. In Section 2, we for-

mulate the possible analytic forms of the classifier and define the loss function

and its variants. In Section 3 we develop a criterion, which is directly re-

lated to the loss function but which is independent of labels, for determining

an analytic form of f from a given set of candidate basis functions. As dis-

cussed previously, an optimal Xtr should be constructed as Xtr
π∼ p(x) instead

of Xtr
i.i.d.∼ p(x). With X a sufficient set of samples of p(x), we select Xtr

from X based on selection criterion π. In Section 4, we develop a selection

criterion that is directly related to the loss function but independent of labels.

The optimal Xtr thus selected from X yields a classifier f(x;w) that general-

izes better to the remaining data Xte = X \ Xtr than a classifier trained on a

non-optimal Xtr.

Since we have viewed data labeling as an experiment, it is natural to connect

our approach to the theory of optimal experiments [56, 81, 191]; this connec-

tion is addressed in Section 5. As discussed earlier, the plan-in-advance ap-

proach is particularly suitable to remote sensing. In Section 6 we demonstrate

our approach on the problem of unexploded ordnance (UXO) detection, where

X correspond to the data across the entire site under test. As the actively-

learned classifier is specific to X , its detection performance is much improved

over that of its non-active counterpart.

2. Analytical Forms of the Classifier

We consider a classifier of the analytical form

f(x;w) = w⊺φ(x) (9.1)

where φ(x) = [1, φ1(x), · · · , φn(x)]⊺ is a column containing n basis func-

tions and w = [w0, w1 · · · , wn]⊺ is a column of parameters weighting the

basis functions, with w0 accounting for a bias term.

We consider a loss function of the form L(f(x,w), y) = [f(x,w) − y]2, a

training data set Xtr = {x1, · · · ,xJ} and associated labels Ytr = {y1, · · · , yJ}
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obtained from the labeling experiments. To make the presentation in this chap-

ter easier, we only consider the binary case, where the labels y ∈ {0, 1}. For

M -ary classification, we use the “one-versus-all” rule [196, 158] to design M
classifiers, each for a distinct class and all the M classifiers sharing the same

basis functions φ. As φ are shared across the M classifiers, the selection cri-

teria developed in this chapter will remain unchanged. The only change is

that after the φ and Xtr are selected and the labels are acquired, one uses the

one-versus-all rule to compute M w’s, each associated with a distinct class.

Given Xtr and Ytr, the empirical loss is given as

ψ̂(φ,w) =
J∑

i=1

[f(xi;w) − yi]
2 =

J∑

i=1

[w⊺φi − yi]
2

(9.2)

where φi ≡ φ(xi) for notational simplicity. For convenience of later discus-

sions, we define the relative empirical loss

ψ̂rel(φ,w) =

∑J
i=1 [w⊺φi − yi]

2

∑J
i=1 y2

i

(9.3)

It is clear that for given Xtr and Ytr, ψ̂rel(φ,w) is equivalent to ψ̂(φ,w) up to

a multiplicative constant. To prevent the A matrix defined in (9.6) from being

singular, a regularization term is added to ψ̂(φ,w) to yield the regularized

empirical loss

ψ̂reg(φ,w) = ψ̂(φ,w) + λ||w||2 (9.4)

where || · || denotes the L2 norm and λ is typically set to a small positive

number. Given φ, w is found by minimizing the ψ̂reg(φ,w) with respect to w,

yielding

w = A−1
J∑

i=1

yiφi (9.5)

and

A =

J∑

i=1

φiφ
⊺

i + λIn+1 (9.6)

where In+1 denotes the (n + 1) × (n + 1) identity matrix.

3. Pre-labeling Selection of Basis Functions φ

The analytical form of the classifier in (9.1) is not completed until the ba-

sis functions φ(x) = [1, φ1(x), · · · , φn(x)]⊺ have been specified. The first
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basis function is already given as a constant, so our discussion in this section

refers to selection of the remaining basis functions in φ. We are interested

in selecting the basis functions from a given set of candidate basis functions

B = {b(x; α) : α ∈ Λ}. The selection is based on minimizing ψ̂rel(φ,w) with

w produced by (9.5). Since ψ̂rel(φ,w) is equal to ψ̂(φ,w) up to a multiplica-

tive constant and ψ̂reg(φ,w) can be made as close as possible to ψ̂(φ,w) by

setting λ sufficiently small, ψ̂rel(φ,w) and ψ̂reg(φ,w) are minimized by the

same w and φ to an arbitrary precision.

Define y = [y1, · · · , yJ ]⊺ and Φ = [φ1, · · · , φJ ]. Substituting the solution

of w from (9.5) into (9.2) and making use of the notation of y and Φ, we obtain

the empirical loss that depends only on φ,

ψ̂rel(φ) =

∥∥y − Φ⊺(ΦΦ⊺ + λIn+1)
−1Φy

∥∥2

y⊺y

=

∥∥[IJ − Φ⊺(ΦΦ⊺ + λIn+1)
−1Φ

]
y
∥∥2

y⊺y

3
=

∥∥∥
(
IJ + λ−1Φ⊺Φ

)−1
y
∥∥∥

2

y⊺y

=
y⊺

(
IJ + λ−1Φ⊺Φ

)−2
y

y⊺y

=
y⊺C−2y

y⊺y
(9.7)

where C = IJ + λ−1Φ⊺Φ and equality 3 is due to the Sherman-Morrison-

Woodbury formula. By construction the matrix C is positive definite, and

therefore C−2 is positive definite, too. Consequently the rightmost side of

(9.7) is the Rayleigh quotient, which has the well-known property:

λmin(C
−2) ≤ y⊺C−2y/(y⊺y) ≤ λmax(C

−2),

where λmax(·) and λmin(·) denote the maximum and minimum eigenvalues

of a matrix, respectively. Since λmin(C
−2) = λ−2

max(C) and λmax(C
−2) =

λ−2
min(C), these inequalities are equivalent to λ−2

max(C) ≤ y⊺C−2y/(y⊺y) ≤
λ−2

min(C), which are applied to (9.3) to yield

λ−2
max(C) ≤ ψ̂rel(φ) ≤ λ−2

min(C) ≤ 1 (9.8)

where the last inequality holds because the eigenvalues of C are greater than

1, which is evident from definition of C.

Equation (9.8) implies that ψ̂rel(φ,w) is bounded between the reciprocal

squares of the maximum and minimum eigenvalues of C. Since we want to



206 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

minimize ψ̂rel(φ), the optimal basis functions are φopt = arg minφ ψ̂rel(φ).
However, we are interested in pre-labeling selection. It is clear that before see-

ing the labels y, we cannot solve this minimization problem because ψ̂rel(φ)
depends on y. Therefore we turn to minimizing the bounds given in (9.8),

which are independent of y. An approximate way of doing this is to maximize

the determinant of C, which is equal to the product of all eigenvalues of C,

with respect to φ. Since taking the logarithm does not affect the maximization,

we will maximize the logarithmic determinant of C instead; i.e.,

φapprox.opt = arg max
φ

{log detC(φ)} (9.9)

where we have written C as C(φ) to make the dependence of C on φ explicit.

The logarithmic determinant of C(φ) is found to be

log detC(φ) = log det(IJ + λ−1Φ⊺Φ)
2
= log

det(λIn+1 + ΦΦ⊺)

det(λIn+1)

3
= log det(λIn+1 +

J∑

i=1

φiφ
⊺

i ) − log λn+1

4
= log detA − log λn+1 (9.10)

where equality 2 results from application of a property of matrix determi-

nants, equality 3 from the definition of Φ, and equality 4 is a result of back-

substitution of (9.6). It follows from (9.6) that A is positive definite, as a result

detA > 0 and log detA is a valid expression.

It is clear that maximizing log detC(φ) with respect to all basis functions

in φ results in a search space that grows exponentially with n. To make the

problem tractable we turn to an approximate method, in which we sequentially

find a single basis function, say φn+1, as

φn+1 = arg max
φ

{
log detC([1, φ1, · · · , φn, φ]⊺)

}
(9.11)

conditional on the n basis functions that have been previously found. The

sequential procedure starts with n = 1 and terminates when n reaches a pre-

defined number or when log detC converges.

In the following, φ = [1, φ1, · · · , φn]⊺ is understood to denote the basis

functions that have been selected up to the moment when the (n + 1)st basis

function φn+1 is being determined. The dependence of φ on n is dropped for

national simplicity.

Define φnew =

[
φ

φn+1

]
, where φn+1 is the (n+1)st basis function, which

is being determined. We examine the difference between log detC(φnew) and
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log detC(φ). Replacing φi with φnew
i and λIn+1 with λIn+2 in (9.10), we

obtain

log detC(φnew) = log det

(
λIn+2 +

J∑

i=1

[
φi

φn+1
i

] [
φi

φn+1
i

]⊺
)

− log λn+1

= log det

[
A c
c⊺ d

]
− log λn+1

= log detA + log(d − c⊺A−1c) − log λn+1 (9.12)

where c =
∑J

i=1 φiφ
n+1
i , d = λ +

∑J
i=1(φ

n+1
i )2, and A is as in (9.6). Since

A and [
A c
c⊺ d

]
(9.13)

are both positive definite, (d − c⊺A−1c) > 0 and its logarithm exists. Sub-

tracting (9.10) from (9.12), we obtain

q(φn+1) = log detC(φnew) − log detC(φ)
= log(d − c⊺A−1c) − log λ

= log

{
λ +

J∑

i=1

(φn+1
i )2 −

( J∑

i=1

φiφ
n+1
i

)
⊺

A−1

×
( J∑

i=1

φiφ
n+1
i

)}
− log λ (9.14)

where the last equality follows from the definitions of c and d.

It clear from (9.14) that, given φ, log detC(φnew) is maximized by

φn+1 = arg max
φ∈B\{φ1,··· ,φn}

q(φ) (9.15)

where the search for φn+1 is constrained within the set of candidate basis func-

tions with {φ1, · · · , φn} excluded.

The sequential procedures for basis function selection are summarized in

the following. Initially we set B = {b(x; α) : α ∈ Λ}, φ = 1, and n = 0.

We then iterate over n. At each iteration, we select φn+1 using (9.15) and

(9.14), make the updates φ :=

[
φ

φn+1

]
and n := n + 1, and move to the

next iteration. Although we have not established the convergence of q(φn+1)
theoretically, we find empirically that typically q(φn+1) decreases with n until

it reaches numerical convergence. In practice, one can assume convergence or

set a predefined threshold for n to stop the iteration.
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We conclude this section by pointing out a geometric interpretation of the

selection criterion given by (9.14). As λ can be made arbitrarily small, we can

write from (9.14) and (9.6) that

q(φn+1) ≈ log

{ J∑

i=1

(φn+1
i )2 −

( J∑

i=1

φiφ
n+1
i

)
⊺
( J∑

i=1

φiφ
⊺

i

)−1

×
( J∑

i=1

φiφ
n+1
i

)}
− constant

= log

{∥∥∥P⊥[φn+1
1 , · · · , φn+1

J ]⊺
∥∥∥

2
}
− constant (9.16)

where ‖ · ‖ denotes the Euclidean norm, P⊥ is a J × J projection matrix rep-

resenting projection into the orthogonal complement of span([φ1, · · · , φJ ]⊺).
This projection operation is illustrated in Figure 9.1.

Figure 9.1. Geometric interpretation of the selection criterion given by (9.14).

It is seen that, given basis functions φ = [1, φ1, · · · , φn]⊺, the next optimal

basis function φn+1 as determined by (9.15) is the one that has the maximum

orthogonal projection on the orthogonal complement of span([φ1, · · · , φJ ]⊺).
With this geometric interpretation, for two basis functions of equal norm, se-

lection by (9.15) favors the one that is more nearly orthogonal to the span of

the basis functions already selected.

The selection in (9.15) can therefore be understood as a sequential procedure

for selecting principal components, where a principal component consists of a

single basis function, instead of a linear combination of all basis function as in

principal component analysis (PCA).
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4. Pre-labeling Selection of Data Xtr

Once the basis functions φ have been selected, we let them remain fixed

and proceed to estimating the parameters w using (9.5). Though we waived

the necessity of knowing any labels during selection of φ by working with

bounds of the relative empirical loss, we need to know the labels of data while

estimating w. Since labeling incurs cost, it is important to select a set of data

and label only the selected data. Selective labeling is based on the rationale

that labels of different data are not independent of each other. Thus the labels

of previous data will predict the label of a new datum. If the dependence is

strong and hence the prediction is good enough, the necessity of labeling the

new datum will be small. This notion is quantified below.

Assume we are given J+1 data {x1, · · · ,xJ ,x∗} and their respective labels

{y1, · · · , yJ , y∗}. For given basis functions φ, we can obtain two classifiers

f(x;w) and f(x;w∗), with their parameters estimated in the following way.

The parameter w is estimated using data {x1, · · · ,xJ} and their labels, while

w∗ is estimated using data {x1, · · · ,xJ ,x∗} and their labels. We now examine

the losses that the two classifiers receive at x = x∗. Following (9.1) and (9.5)

and the notational convention φi = φ(xi), we have

f(x∗;w) = φ⊺

∗w = φ⊺

∗A
−1

J∑

i=1

yiφi (9.17)

and

f(x∗;w∗) = φ⊺

∗ [A + φ∗φ
⊺

∗ ]
−1

[
J∑

i=1

yiφi + y∗φ∗

]

2
= φ⊺

∗

[
A−1 − A−1φ∗φ

⊺

∗A
−1

1 + φ⊺

∗A
−1φ∗

] [
J∑

i=1

yiφi + y∗φ∗

]

=
φ⊺

∗A
−1

1 + φ⊺

∗A
−1φ∗

[
J∑

i=1

yiφi + y∗φ∗

]

4
=

f(x∗;w) − y∗
1 + φ⊺

∗A
−1φ∗

+ y∗ (9.18)

where equality 2 follows from the Sherman-Morrison-Woodbury formula and

equality 4 is obtained by back-substituting (9.17). It follows from (9.18) that

[f(x∗;w∗) − y∗]
2 =

[f(x∗;w) − y∗]
2

[1 + φ⊺

∗A
−1φ∗]

2
(9.19)

An original form of this formula was given in [224]. Since A is positive defi-

nite by construction, we have 1+φ⊺

∗A
−1φ∗ > 1. Hence, (9.19) implies that the
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loss of f(x;w∗) received at x = x∗ is reduced by a factor (1+φ⊺

∗A
−1φ∗)

2, in

reference to the corresponding loss of f(x;w). This reduction is reasonable,

because we saw and used y∗ during the estimation of w∗ but did not during the

estimation of w.

The magnitude of (1 + φ⊺

∗A
−1φ∗)

2 has important implications. If (1 +
φ⊺

∗A
−1φ∗)

2 ≈ 1, seeing y∗, the label of x∗, does not further reduce the loss

that the classifier receives at x = x∗, implying that the labels of {x1, · · · ,xJ}
already give a reasonably good prediction of y∗ thanks to a strong dependence

between them. On the contrary, if (1 + φ⊺

∗A
−1φ∗)

2 ≫ 1, seeing y∗ greatly

reduces the loss of the classifier received at x = x∗, implying that y∗ is weakly

dependent on the labels of {x1, · · · ,xJ}, and thus provides new information

to improve the classifier and reduce its loss.

These rationales clearly suggest an optimality criterion for data selection:

given that Xtr = {x1, · · · ,xJ} have been selected, the next optimal datum is

xJ+1,opt = arg max
x∈X\Xtr

[
1 + φ⊺(x)A−1φ(x)

]
(9.20)

Data selection proceeds in a sequential manner, starting from the initial set-

ting: Xtr is null, A = λIn+1, and J = 1. We iterate over J . At each itera-

tion, we select xJ using (9.20) and move to the next iteration after completing

the following updating: A := A + φ(x1)φ
⊺(x1), Xtr := Xtr ∪ {xJ}, and

J := J + 1. As the iteration advances 1 + φ⊺(xJ)A−1φ(xJ) will decrease

until it reaches convergence; data selection stops when convergence occurs.

It is important to note that 1+φ⊺(xJ)A−1φ(xJ) is independent of the labels

y. Therefore the data selection is a pre-labeling operation. Upon completing

selection of data Xtr, the pre-labeling stage is ended. We then proceed to the

labeling stage, in which we go out to acquire labels Ytr for Xtr, and employ

(9.5) to compute w based on Xtr and Ytr.

5. Connection to Theory of Optimal
Experiments

The plan-in-advance active learning methods presented in Sections 3 and 4

have a strong connection to the theory of optimal experiments [81] developed

in statistics. From the experiment-theoretic viewpoint, the classifier in (9.1)

can be regarded as a model for conditional expectation of class label y given

the datum x, i.e.,

E(y|x,Hφ) = w⊺φ(x) (9.21)
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where Hφ denotes the hypothesis that “φ is the true model”. We further assume

var(y|x,Hφ) = σ2
φ (9.22)

Other than (9.21) and (9.22), we make no assumptions on the form

of p(y|x,Hφ).

D-optimal Basis Functions.

For given basis φ = [1, φ1, · · · , φn]⊺, training data Xtr = {x1, · · · ,xJ},

and associated labels Ytr = {y1, · · · , yJ}, we consider the linear estimator

w = J−1
J∑

i=1

yiφi (9.23)

where

J =

J∑

i=1

φiφ
⊺

i , (9.24)

is the Fisher information matrix [64].

Let w0 be the true value of w in (9.21), y = [y1, · · · , yJ ]⊺, and T ∈
R

(n+1)×J . An estimator of the form w = Ty satisfying EYtr|Xtr
(Ty) = w0 is

a linear unbiased estimator of w in (9.21). It was proven in [81] that, among

all linear unbiased estimators of w in (9.21), the one specified by (9.23) and

(9.24) has the smallest covariance (dispersion) matrix and this covariance ma-

trix is given by D = J−1. Here, by “smallest” we mean D̃−D is nonnegative

definite, with D̃ the covariance matrix of any linear unbiased estimator of w
in (9.21).

Under hypothesis Hφ, J−1 achieves the Cramér-Rao bound (CRB) for esti-

mation of w. The matrix D is widely used in the theory of optimal experiments

to generate various D-optimal criteria, among which detD is popular. Using

detD, we have the D-optimal selection criterion

φD-opt = arg min
φ

{detD(φ)} (9.25)

which identifies basis functions whose parameters w achieve the minimum

Cramér-Rao bound for the given training data Xtr.

Comparing (9.24) to (9.6), we have J ≈ A, with the approximation ar-

bitrarily accurate by setting λ small. Therefore (9.10) can be rewritten as

log detC(φ) ≈ log detJ− log λn+1 = − log detD− log λn+1, and as a re-

sult, the φ that minimizes detD approximately maximizes log detC(φ). Thus,

φD-opt is approximately equal to φapprox.opt, which is given in (9.9).
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D-optimal Data for Label Acquisition. Assume that Xtr = {x1,

· · · , xJ} have been selected at the time step indexed by J , with the correspond-

ing Fisher information matrix given in (9.24). For a new datum x∗, the Fisher

information matrix corresponding to Xtr ∪ {x∗} is found to be

Jnew = J + φ(x∗)φ
⊺(x∗) (9.26)

and, by using properties of a matrix’s determinant,

log detJnew = log detJ + log
[
1 + φ⊺(x∗)J

−1φ(x∗)
]

(9.27)

Therefore log
[
1 + φ⊺(x∗)J

−1φ(x∗)
]

measures the increase in log detJ, or

equivalently, the decrease in log detD, brought about by the new datum x∗.

It is clear we should maximize this increase, since we want to minimize the

Cramér-Rao bound. Thus, given that Xtr have been selected D-optimally, the

next D-optimal datum is

xJ+1,D-opt = arg max
x

[
1 + φ⊺(x)J−1φ(x)

]
(9.28)

Comparing (9.28) to (9.20), we have xJ+1,D-opt ≈ xJ+1,opt, as J ≈ A.

6. Application to UXO Detection

The active learning methodology presented in the foregoing sections may

be applied to any detection problem for which the data labels are expensive

to acquire, and for which there is no distinct training data. In particular, we

consider the detection of buried unexploded ordnance (UXO). For UXO reme-

diation, the label of a potential target is acquired by excavation, a dangerous

and time consuming task. The overwhelming majority of UXO cleanup costs

come from excavation of non-UXO items.

The results presented here were originally reported in [260]. The data used

were collected at an actual UXO site: Jefferson Proving Ground in the United

States. The approach developed in Sections 3 and 4 is compared with existing

procedures. Specifically, the principal challenge in UXO sensing is develop-

ment of a training set for design of the detection algorithm. At an actual UXO

site there is often a significant quantity of UXO, UXO fragments and man-

made clutter on the surface. It has been recognized that the characteristics of

the surface UXO and clutter is a good indicator of what will be found in the

subsurface. Consequently, in practice, a subset of the surface UXO and clutter

are buried, and magnetometer and induction data are collected for these items,

for which the labels are obviously known. The measured data and associated

labels (UXO/non-UXO) are then used for training purposes. Of course, the

process of burying, collecting data, and then excavating these emplaced items
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is time consuming and dangerous (for the UXO items), with this procedure

eliminated by the active learning techniques developed in Sections 3 and 4.

6.1 Magnetometer and electromagnetic
induction sensors

Magnetometer and electromagnetic induction (EMI) sensors are widely

applied in sensing buried conducting/ferrous targets, such as landmines and

UXO. The magnetometer is a passive sensor that measures the change of the

Earth’s background magnetic field due to the presence of a ferrous target. Mag-

netometers measure static magnetic fields. An EMI sensor actively transmits

a time-varying electromagnetic field, and consequently senses the dynamic in-

duced secondary field from the target. To enhance soil penetration, EMI sen-

sors typically operate at kilohertz frequencies. We here employ a frequency-

domain EMI sensor that transmits and senses at several discrete frequencies

[255]. Magnetometers only sense ferrous targets, while EMI sensors detect

general conducting and ferrous items.

Parametric models have been developed for both magnetometer and EMI

sensors [86, 44, 259]. The target features x are extracted by fitting the EMI

and magnetometer models to measured sensor data. The vector x has param-

eters from both the magnetometer and EMI data, and therefore in this sense

the data from these two sensors are “fused.” The one place where these two

models have overlapping parameters is in specification of the target position.

The magnetometer data often yields a very good estimation of the target posi-

tion, and therefore such are used in x. In fact, the target position specified by

the magnetometer data is explicitly utilized as prior information when fitting

EMI data to the EMI parametric model. Details on the magnetometer and EMI

models, and on the model-fitting procedure, may be found in [259].

The features employed are as in [259], and the features are centered and

normalized. Specifically, using the training data, we compute the mean feature

vector xmean and the standard deviation of each feature component (let σi rep-

resent the standard deviation of the ith feature). Before classification, a given

feature vector x is shifted by implementing xshift = x−xmean, and then the ith
feature component of xshift is divided by σi to effect the normalization.

6.2 Measured sensor data from the Jefferson
Proving Ground

Jefferson Proving Ground (JPG) is a former military range that has been

utilized for UXO technology demonstrations since 1994. We consider data
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collected by Geophex, Ltd. in Phase V of the JPG demonstration. The goal of

the JPG V was to evaluate the UXO detection and discrimination abilities un-

der realistic scenarios, where man-made and natural clutter coexist with UXO

items. Our results are presented with the GEM-3 and magnetometer data from

two adjoining areas, constituting a total of approximately five acres. There are

433 potential targets detected from sensor anomalies, 40 of which are proven

to be UXO and the others are clutter. The excavated UXO items include 4.2

inch, 60 mm, and 81mm mortars; 5 inch, 57 mm, 76 mm, 105 mm, 152 mm,

and 155 mm projectiles; and 2.75 inch rockets.

This test was performed with U.S. Army oversight. One of the two JPG

areas was assigned as the training area, for which the ground truth (UXO/non-

UXO) was given. The trained detection algorithms were then tested on the

other area, and the associated ground truth was revealed later to evaluate per-

formance. It was subsequently recognized that several UXO types were found

in equal numbers in each of the two areas. This indicates an effort to match the

training data to the detection data, in the manner discussed above, involving

burial of known UXO and non-UXO collected on the surface.

Each sensor anomaly is processed by fitting the associated magnetometer

and EMI data to the parametric models [259], and the estimated parameters

define x. In addition, the model-fitting procedure functions as a prescreening

tool. Any sensor anomaly failing to fit well to the model is regarded as having

been generated by a clutter item. Therefore, a total of 300 potential targets

remain after this prescreening stage, 40 of which are UXO. The 300 potential

targets define X , a set of 300 feature vectors, each associating one of the po-

tential targets. In the training area, there are 128 buried items, 16 of which

are UXO.

6.3 Detection results

Before presenting classification results, we examine the characteristics of

the basis functions selected in the first phase of the algorithm, prior to adap-

tively selecting training data. In Figure 9.2 we consider the first three basis

functions φ1, φ2 and φ3 selected by the first stage of the algorithm. For each

feature vector x (from all UXO and non-UXO), we compute a vector [φ1(x),
φ2(x), φ3(x)]⊺. By examining this three-dimensional vector for all x, we may

observe the degree to which UXO and non-UXO features are distinguished

via the features and kernel. A radial basis function kernel is employed here,

corresponding to the kernel used to select the basis functions (see discussion

below concerning the selected kernel). By examining Figure 9.2 we observe
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that the UXO and non-UXO features are relatively separated, although there is

significant overlap, undermining classification performance.

Figure 9.2. For the first three basis functions selected, φ1, φ2, φ3, the 3-D vector [φ1(x),

φ2(x), φ3(x)]⊺ is plotted. Considered are feature vectors x for all UXO and non-UXO tar-

gets considered in this study (Figure originally appeared in [260] - c©2005 IEEE used with

permission).

The detection results are presented in the form of the receiver operating

characteristic (ROC), quantifying the probability of detection (Pd) as a func-

tion of the false alarm count. We present ROC curves using the adaptive-

training approach discussed in Sections 3 and 4, with performance compared to

results realized by training on the distinct training region discussed above (the

latter approach reflects current practice). With regard to conventional training,

the classifier takes the same form as in (9.1), with w determined iteratively

using kernel matching pursuits (KMP). Details on the KMP algorithm may be

found in [242, 158]. To make the comparison appropriate, the active learning

approach and the KMP approach employ the same set of candidate basis func-

tions B. In particular, B is constructed as a set of radial basis functions (RBF)

[65]

B =

{
φ(x) : φ(x) = exp

(
−‖x − x̃‖2

2μ2

)
, x̃ ∈ X

}
(9.29)

where μ is adaptively adjusted by applying gradient search to maximize the

respective criteria of the active approach and the KMP with respect to μ, given

that x̃n+1 has been selected.

As indicated above, the designated training area has 128 labeled items, and

conventionally classifiers are tested on the remaining signatures, in this case
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constituting 172 items. As a first comparison, the active learning technique

developed in Sections 3 and 4 is employed to select J = 128 items from

the original 300, with these “excavated” to learn the associated labels. This

therefore defines the set Xtr and associated labels Ytr. The basis functions

{φ1, · · · , φn} are also determined adaptively using the original 300 signatures,

and here n = 10. The performance of the adaptive learning algorithm is then

tested on the remaining 172 x /∈ Xtr, although these are generally not the same

testing examples used by the KMP algorithm (the training sets do not overlap

completely). For comparison, we also show training and testing results imple-

mented via KMP, in which the 128 training examples are selected randomly

from the original 300 signatures in X . Performance comparisons are shown

in Figure 9.3, wherein we present results for active data selection (methods

in Sections 3 and 4), KMP results using the assigned 128 training examples

(the training examples were carefully designed a priori), and average results

for randomly choosing the 128 examples for KMP training (100 random selec-

tions were performed). In addition, for the latter case we also place error bars

on the results; the length of the error bar is twice the standard derivation of

the Pd for the associated false-alarm count. Therefore, if the result is Gaussian

distributed, 95% of the values lie within the error bar.

Figure 9.3. ROC curves based on 128
training examples, for which the target la-

bels were known. Being compared are

KMP with carefully or randomly designed

training set (error bars shown in the lat-

ter case) and the methods in Sections 3

and 4 (Figure originally appeared in [260]

- c©2005 IEEE used with permission).

Figure 9.4. As in Figure 9.3, but now re-

sults are only shown for adaptive training-

data selection (Sections 3 and 4) and for

random selection. Results are shown for

J = 90 training examples (Figure orig-

inally appeared in [260] - c©2005 IEEE

used with permission).

Before proceeding, we note that the ROC curves are generated by vary-

ing the threshold t, as applied to the estimated label y. For the binary UXO-
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classification problem considered here, by design we choose the label y = 1
for UXO and y = 0 for non-UXO. In practice one must choose one point on

the ROC at which to operate. A naı̈ve choice of the operating point would be

0.5 (i.e., if the classifier maps a testing feature vector x to a label y > 0.5
the item is declared UXO, and otherwise it is declared non-UXO). However,

we must account for the fact that in practice the number of non-UXO items

is often much larger than the number of UXO. We have therefore invoked the

following procedure.

We assume that the error (noise) between the true label (y = 1 or y = 0)

and the estimated label is i.i.d. Gaussian with variance of σ2. Let N0 and N1

represent respectively the number of non-UXO and UXO items in the training

set. Considering the UXO (y = 1) data, an unbiased estimator of the label

y will yield a mean of one and a minimum variance of σ2/N1. Similarly,

considering the non-UXO data (y = 0), an unbiased estimator of the label y
will have zero mean and minimum variance σ2/N0. Let H1 and H0 correspond

to the UXO and non-UXO hypotheses. Based upon the above discussion, we

model the probability density function of y for the H1 and H0 hypotheses as

p(y|H1) = N (1, σ2/N1) and p(y|H0) = N (0, σ2/N0). Rather than setting

the threshold at t = 0.5, we set the threshold at that value of y for which

p(y|H1) = p(y|H0), yielding

t =
N1 −

√
N2

1 − (N1 − N0)(N1 + σ2 log N0
N1

)

N1 − N0
(9.30)

Assuming σ2 is a small, we omit σ2 log N0
N1

, obtaining

t =

√
N1√

N1 +
√

N0
(9.31)

From (9.31), the appropriate threshold is t = 0.5 only if N0 = N1.

For example, in Figure 9.3, only 15 of the 128 actively selected training

data are UXO, and therefore N1 = 15, N0 = 113. If we set the threshold to

be t = 0.5, we detect 16% of the UXO with two false alarms. By contrast,

using the procedure discussed above (for which t = 0.27), we detect 88% of

the UXO with 25 false alarms. The operating point corresponding to t = 0.27
is indicated in Figure 9.3. We similarly plot this point in all subsequent ROCs

presented below.

We observe from the results in Figure 9.3 that the active data selection pro-

cedure produces the best ROC results (for Pd > 0.7, which is of most interest

in practice), with the KMP results from the specified training area almost as

good. It is observed that the average performance based on choosing the train-

ing set randomly is substantially below that of the two former approaches, with
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significant variability reflected in the error bars. These results demonstrate the

power of the active-data-selection algorithm introduced in Sections 3 and 4,

and also that the training data defined for JPG V is well matched to the testing

data.

In the first example we set J = 128 to be consistent with the size of the

training area specified in the JPG V test. The algorithm in Sections 3 and 4 can

be implemented for smaller values of J , reflecting less excavation required in

the training phase (for determination of target labels). It is of interest to exam-

ine algorithm performance as J is decreased from 128. In this case training is

performed using signatures and labels from the J “excavated” items, and test-

ing is performed on the remaining 300−J examples. Results are presented for

the active training procedure and for randomly choosing J training examples

(100 random instantiations), as in Figure 9.3. In Figures 9.4, 9.5, 9.6 results are

presented for J = 90, 60 and 40. Using J = 90 rather than J = 128 results

in very little degradation in ROC performance (comparing 9.3 and 9.4), with a

slight performance drop for J = 60, and a more substantial drop for J = 40.

It is interesting to note that with decreasing J , the number of test items 300−J
increases, therefore increasing the number of false-alarm opportunities. This

further highlights the quality of the results in Figures 9.4, 9.5, 9.6, vis-à-vis

Figure 9.3. In all of these and subsequent examples, the number of selected

basis functions is n = 10.

Figure 9.5. As in Figure 9.4, with J =
60 (Figure originally appeared in [260] -

c©2005 IEEE used with permission).

Figure 9.6. As in Figure 9.4, with J =
40 (Figure originally appeared in [260] -

c©2005 IEEE used with permission).

In the above examples J was specified to be matched to the size of a spec-

ified training set, or it was varied for comparison to such. However, the pro-

cedure in Sections 3 and 4 may be employed to adaptively determine the size

of the desired training set Xtr, based on the information gain as J is increased.
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Specifically, we track the information gain 1 + φ⊺(xJ)A−1φ(xJ) for increas-

ing J , and terminate the algorithm when the information gain converges. At

this point, adding a new datum to the training dataset does not provide signifi-

cant additional information to the classifier design.

For the JPG V data, the information gain 1 + φ⊺(xJ)A−1φ(xJ) is plotted

in Figure 9.8 as a function of J . Based on Figure 9.8 the size of the training

set is set to J = 65. In Figure 9.7 results are shown for J = 65, with com-

parison as before to KMP results in which the J = 65 training examples are

selected randomly. Examining the results in Figure 9.7, we observe that the

active selection of training data yields a detection probability of approximately

0.95 with approximately 35 false alarms; on average one encounters about five

times this number of false alarms to achieve the same detection probability

(when selecting the training data randomly).

Figure 9.7. ROC curves based on J =
65 training examples, comparing the adap-

tive procedure (Sections 3 and 4) to ran-

dom training data selection. Number of

training examples chosen based on Figure

9.8 (Figure originally appeared in [260] -

c©2005 IEEE used with permission).

Figure 9.8. Information gain, 1 +
φ⊺(xJ)A−1φ(xJ), of adding a new da-

tum, as a function of the number of

the training examples J , selected adap-

tively (Figure originally appeared in [260]

- c©2005 IEEE used with permission).

7. Chapter Summary

The generalization of a classifier is highly dependent on the training data set

Xtr, given the underlying label generator p(y|x). From the perspective of ex-

perimental design, Xtr control the locations at which the labeling experiments

are performed to learn the underlying label generator p(y|x). A Xtr drawn i.i.d.
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from p(x), the underlying data generator, is not optimal because it ignores the

dependence between labels at different x locations.

The active learning approach presented in this chapter accounts for this

between-label dependence by drawing Xtr according to some selection crite-

ria. The selection criteria we have developed have the appealing property that

they allow one to plan in advance the visits to the data in Xtr in performing the

labeling experiments.

The plan-in-advance approach has particular implications in remote-sensing

problems, in which one collects data from a given site and aims to specify the

identity of the object responsible for the measured field. Due to the variability

and site-dependent characteristic of many target signatures, it is often difficult

to have reliable training data a priori. Using the plan-in-advance approach de-

veloped in this chapter, one can determine a set of training data, without having

to see the labels. The data are selected based on criteria that are directly re-

lated to loss minimization and yet are independent of labels. It is after the data

selection is completed that one actually sets out to acquire the labels. Thus

the labeling experiments can be performed by following an optimal route of

visits to the selected data. In the context of landmine and UXO sensing, la-

beling experiments correspond to excavating the respective buried items. This

is a reasonable procedure, since landmines and UXO need be excavated ulti-

mately anyway, and therefore active learning essentially prioritizes the order in

which items are excavated, with the goal of ultimately excavating fewer non-

targets (false alarms) via proper data selection. The plan-in-advance approach

has been demonstrated successfully on measured magnetometer and EMI data

from an actual former bombing range, addressing the sensing of UXO.
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1. Introduction

In this chapter, we spend some time illustrating the ideas on sensor schedul-

ing in a specific context: that of a radar system. A typical pulse radar system

operates by illuminating a scene with a short pulse of electromagnetic energy at

radio frequency (RF) and collecting the energy reflected from the scene. Newer

radar systems have the capability to modify the method of illumination in sev-

eral ways. Parameters such as time between pulses or pulse repetition interval

(PRI), carrier frequency, the shape of the transmitted waveform, the shape and

direction of the beam, etc., which were typically hard-wired in previous gener-

ations of radars, may now be regarded as controllable during system operation.

All of these parameters admit the possibility of modification based on knowl-

edge of the scene, so as best to extract the required information. We remark

that scheduling “on the transmit side” is quite different from the possibility of

changing processing after receipt of the return. If different methods of process-

ing are contemplated for the radar return, then in principle these can be done
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in parallel, so that in some sense no choice between the two approaches is re-

quired. On the transmit side, in particular, parameter selections may have to

be made in an especially timely way to keep pace with the system’s operating

tempo.

Ideally we would like, on the basis of what we now know about the scene,

including “targets of interest” and uninteresting reflections, to schedule the

transmission parameters over the long-term to maximize the operationally im-

portant information returned to the operator on time scales required for oper-

ational purposes. Such a goal would demand scheduling algorithms capable

of undertaking non-myopic scheduling on a pulse-by-pulse basis. As we have

seen in earlier chapters, computational considerations make such a goal in-

feasible at the moment. Simplifications that permit suboptimal solutions are

required. Ideas associated with these are discussed in the following sections;

but first we describe the basic mathematics of radar.

2. Basic Radar

For our purposes, a radar system is comprised of a transmitter and a receiver

of electromagnetic radiation at a common frequency and with a common clock.

The clock maintains accurate times for transmission and reception of signals,

and importantly it keeps a record of phase of the carrier.

2.1 Range-Doppler Ambiguity

The transmitter is assumed to emit a signal wTx(t). This signal is a rapidly

oscillating sinusoid (the “carrier”) on which is imposed a relatively slowly

varying modulation sTx(t) (the “waveform”):

wTx(t) = sTx(t) sin(2πfct), (10.1)

where fc is the carrier frequency.

For the moment we are not concerned with the direction of transmission or

polarization of the transmit beam. While the total amount of energy depends

on a number of factors, some of it hits each reflecting element in the scene and

a small proportion of this energy is reflected back to the antenna of the receiver.

To put energy issues in perspective, the total energy returning from an element

of the scene falls off as the inverse fourth power of the distance of the element

from the radar. This means that the amount of energy entering a radar from a

small target at distance is often tiny even relative to the thermal noise in the

receiver. Significant processing is needed to extract the signal from the noise

in such circumstances.



Sensor Scheduling in Radar 223

The return to the receiver is generally assumed to be a linear superposition of

reflections from the different elements of the scene. As a result, in the current

analysis of the response of the radar to the scene, it is enough to consider the

response to a single reflector, which we shall refer to as the target.

We assume that the receiver is collocated with the transmitter, so that the

waveform returns to the receiver a time delay of τ = 2R/c later, where R is the

distance to the target and c is the speed of light. The return signal is wTx(t−τ)
multiplied by an attenuation and phase shift factor due to the distance involved,

the nature of the target, and atmospheric conditions. At this stage, we ignore

this factor. On return to the receiver, the carrier is stripped off (demodulated).

There are two channels in the receiver; the in-phase (I) channel correspond-

ing to demodulation by sin(2πfct), and the quadrature (Q) channel corre-

sponding to demodulation by cos(2πfct). This duplication of effort is required

to sense the phase (or at least the phase-differences) in the return. After de-

modulation, the signal in the I channel of the receiver is sTx(t− τ) cos(2πfcτ)
and in the Q channel is −sTx(t − τ) sin(2πfcτ). We can now regard this as a

complex waveform

sTx(t − τ)e−2πiffcτ . (10.2)

In this way, we can think even of the transmitted signal wTx(t) as having

values in the complex domain. The real and complex parts of the signal are

imposed on the I and Q channels respectively to form the transmit waveform,

so that again the complex return is

sTx(t − τ)e−2πiffcτ . (10.3)

At this point, the signal is filtered against another signal sRx(t). From a math-

ematical perspective, this produces the filtered response1

∫

R

sTx(t − τ)sRx(t − x) dt. (10.4)

So far we have assumed that the target is stationary. When the target moves

the return is modified by the Doppler effect. If this is done correctly, it results

in a “time dilation” of the return. For our purposes, where the signals have

small bandwidth relative to the carrier frequency, and the pulses are relatively

short, the narrowband approximation allows this time dilation to be closely

approximated by a frequency shift, so that if the target has a radial velocity v,

1In this chapter, overbar is used to denote complex conjugation.
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the return becomes

sTxc(t − τ)e2πifc(1−2v/c)(t−τ).

This is demodulated and filtered as in equation (10.4) to obtain

AsTxc,sRx
(τ, fd) =

∫

R

e−2πifd(t−τ)sTxc(t − τ)sRx(t − x) dt

=

∫

R

e−2πifdtsTxc(t)sRx(t − (x − τ)) dt. (10.5)

This function of time delay τ and Doppler fd is called the ambiguity function

of the transmit and receive signals. To be more precise, this is referred to as

the cross ambiguity function since the filtering kernel used by the receiver is, in

principle, different from the transmitted signal. When the filtering kernel and

transmit signal are the same, this filtering process is called matched filtering

and its result the auto-ambiguity function. Propagation through the transmis-

sion medium and electronic processing in the receiver add noise to the signal

and the effect of the matched filter is to maximize the signal power relative to

the noise power in the processed signal.

No discussion of the ambiguity function is complete without a mention of

Moyal’s Identity. This states that if f and g are finite energy signals (i.e., in

L2(R)) then Af,g is in L2(R2) and for f1, g1 also in L2(R),

〈Af1,g1 , Af,g〉 = 〈f1, f〉〈g1, g〉. (10.6)

In particular this says that if consider the auto-ambiguities of f and f1, we

obtain

〈Af1,f1 , Af,f 〉 = |〈f1, f〉|2. (10.7)

Finally, letting f = f1 we find

||Af,f ||2 = ||f ||4. (10.8)

It is clear also that Af,f (0, 0) = ||f ||2 and that this is the maximum value

of the ambiguity (by the Cauchy-Schwarz Inequality). This implies that the

ambiguity function must spread out; it cannot be concentrated close to the

origin. Thus, there is always a non-trivial trade-off between Doppler and time

delay (range) measurements. The choice of waveforms determines where this

trade-off is pitched. At one extreme, for example, long sinusoidal waveforms

will give good Doppler measurements but bad range measurements.

We return to a general range-Doppler scene; again for the moment no az-

imuth and, in this treatment will not discuss polarization. Such a scene is a
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linear combination
∑
k

σ(τk, φk)δ(t − τk, f − φk) of reflectors (scatterers) at

delays τk = 2rk/c and Doppler shifts φk = 2fcvk/c, where the range and ra-

dial velocity of the kth target are rk and vk respectively. The processed return

is ∑

k

αkAsTxc,sRx
(t − τk, f − φk). (10.9)

We end this section with a few remarks on the use of waveforms in practice.

First, as we have already remarked, there are good reasons to choose sRx =
sTxc. While this is by no means always the case, there have to be other good

reasons (in terms of achievable side-lobes in the ambiguity, for example) not to

do this. For the remainder of this section we make that assumption and restrict

our attention to matched filtering and the auto-ambiguity function.

In view of the nature of the ambiguity function, it may seem that an optimal

choice of waveform to achieve very accurate range resolution is a very short

pulse; as sharp as the available bandwidth will allow. While this solution is

sometimes adopted, it has disadvantages, the most important of which is that

such a pulse carries very little energy. In view of the 1/r4 decay in return en-

ergy from a scatterer at distance r from the radar, it is important to transmit

as much energy as other considerations will allow. Accordingly a “pulse com-

pression” approach is adopted. Waveforms sTxc are chosen that are relatively

long pulses (though, as we shall see in section 2.3, not too long) in time but are

such that their auto-correlations (i.e., their ambiguity at zero Doppler) has a

sharp peak at zero time delay and has small side-lobes away from this peak. In

other words, the ambiguity function at zero Doppler is close to a “thumbtack”

in the range direction.

We remark that for the kind of radar system we are interested in here (so-

called “pulse-Doppler radars”), the pulse is short enough that Doppler has an

insignificant effect on it. Effectively then the ambiguity is constant in the

Doppler direction. One might ask why we have spent so much time on the

ambiguity if it is so simple in this situation. The first reason is that this is to-

tally general to any kind of radar and exhibits the limits of radar as a sensor.

The second reason is that, while the effects of Doppler are relatively trivial in

this context, the study of the ambiguity function quickly shows why this is the

case. The final reason is that when we do Doppler processing in Section 2.3 it

will be important to see that theory in the context of radar ambiguity.

Probably the most commonly used (complex) waveform in radar is a linear

frequency modulated (LFM) or “chirp” pulse:

sTxc(t) = exp 2πiγt2. (10.10)
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The “chirp rate” γ determines the effectiveness of the pulse. We illustrate the

ambiguity with this example. The key feature is that the ambiguity has a ridge

200 400 600 800 1000 1200

100

200

300

400

500

600

700

800

900

Figure 10.1. Absolute value of ambiguity of a linear frequency modulated pulse.

at an angle to the range axis and decays rapidly away from this ridge. Along

the ridge is a slight ripple. The angle made by this ridge is a function of γ; in

fact, in the correct units, the tangent of the angle is γ.

2.2 Elevation and Azimuth

In addition to the measurements of range and, potentially, Doppler discussed

in the previous section, it is usually important to have a good estimate of the

azimuth of the target. In some applications the elevation is of interest too. The

focus of this discussion will be on azimuth, while we remark that the elevation

can be treated in essentially the same way. Many radars have a dish antenna of

some kind that has a fixed beam-pattern, but it is in the philosophy of this book

to consider systems in which the radar has some flexibility in the shape of its

beam, as well as the ability to rapidly switch the direction of the beam. This

is the case for systems using phased-array antennas and we discuss ambiguity

for these systems.
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Typically we are interested in scenes consisting of complex (that is, range

and phase) information at each azimuth angle, range bin and Doppler bin.2

Thus we shall regard a scene as a complex function σ(r, v, α) of range r, radial

velocity v and azimuth α. More often, it will be described by a collection of

scatterers at points (rk, vk, αk) where the complex magnitude of a scatterer is

σ(rk, vk, αk). It will also be convenient, with some abuse of notation, to think

of the scene in terms of delay τk = 2rk/c and Doppler shift φk = 2fcvk/c. The

phase of the complex number represents the phase shift on the return induced

by the carrier and the scatterer.

The array is assumed to have M antenna elements forming a horizontal

linear array, which are separated by a uniform distance δ. The transmitter

and receiver share the same antenna elements. Minor variants of this analysis

will accommodate alternative schemes. The mth antenna element transmits a

relatively slowly varying signal sTx(t) modulated onto a rapidly varying car-

rier to produce the waveform sTx(t)e
2πifct. For this analysis, it is important

that a time delay corresponding to the distance across the array face makes

an insignificant difference to the signal sTx(t); this is the role of the “slowly

varying” assumption. With this approximation, the kth scatterer receives the

waveform

sTx(t − rk)e
2πifcmδ sin αke2πifc(t−rk), (10.11)

from the mth antenna element.

We may assign a weight am (which can be complex) to each antenna el-

ement. This weight includes both a phase-shift and attenuation. Assuming

omni-directional antenna elements, the kth scatterer sees the total transmis-

sion from all channels (omitting the terms associated with carrier frequency)

as

M∑

m=1

amsTx(t − rk)e
2πifcmδ sin αk = sTx(t − rk)

M∑

m=1

ame2πifcmδ sin αk

= sTx(t − 2rk)φtr(αk),
(10.12)

where φtr(α) =
M∑

m=1
ame2πifcmδ sin α denotes the transmit pattern of the an-

tenna array as a function of azimuth. If the elements are not omni-directional,

the transmit pattern will need to be modified to accommodate the element pat-

tern. We remark that the phase and attenuation serve different purposes in

the design of the transmit pattern. The phase is used to point the beam in a

2Processed returns are typically quantized into discrete azimuth, range and Doppler values called bins.
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given direction. Thus, to produce a beam with a main lobe at an angle α from

boresight, am should equal |am| = exp 2πiθm where θm = −m sinα. The at-

tenuation is used to shape the beam. Typically, this is manifested as a trade-off

between sharpness of the main beam on the one hand, and height and spread

of side-lobes on the other.

The return in channel m′ due to the kth scatterer will be, assuming that the

scatterers are far enough away from the radar that the return can be regarded

as a plane wave,3

σ(rk, vk, αk)sTxc(t − 2rk)e
4πitfcvk/cφtr(αk)e

−2πifcm′δ sin αk , (10.13)

where the e4πitfcvk/c term in the product represents the effect of Doppler in

shifting the frequency of the carrier. The data received then will be the sum

over all scatterers in the scene

∑

k

σ(rk, vk, αk)sTxc(t − 2rk)φtr(αk)e
4πitfcvk/ce−2πifcm′δ sin αk . (10.14)

In order to extract azimuthal information, the signal is Fourier transformed

in the m′ variable. It may also be “tapered” (or “windowed”) by additional

weights wm′ . Thus we obtain

∑

m

wme2πifcmδ sin α
∑

k

σ(rk, vk, αk)sTxc(t − 2rk)φtr(αk)e4πitfcvk/ce−2πifcmδ sin αk

=
∑

k

σ(rk, vk, αk)sTxc(t − 2rk)φtr(αk)e4πitfcvk/c
∑

m

wme2πifcmδ(sin α−sin αk)

(10.15)

If we write θ(α, αk) =
∑
m

wme2πifcmδ(sin α−sin αk), we obtain the processed

return

σ(rk, vk, αk)sTxc(t − 2rk)φtr(αk)e
4πitfcvk/cθ(α, αk). (10.16)

Finally this is filtered as in Section 2.1 to obtain

∑

k

σ(rk, vk, αk)AsTxc,sRx
(u − τk, f − φk)φtr(αk)θ(α, αk). (10.17)

The important conclusion to draw from this analysis is that the range-Doppler-

azimuth ambiguity splits into a product of terms corresponding to azimuthal

ambiguity θ(α, αk)φtr(αk) on the one hand and range-Doppler ambiguity A(u−
τk, f − φk) on the other.

3This is the so-called “far-field” assumption.
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Range-Doppler ambiguity has been discussed at length in Section 2.1. The

azimuthal ambiguity is

θ(α, αk)φtr(αk)=
∑

m

wme2πifcmδ(sin α−sin αk)
M∑

m′=1

am′e2πifcm′δ sin αk

=
M∑

m,m′=1

am′wm exp
(
2πifcδ

(
m sin α + (m′ − m) sinαk

))
.

(10.18)

Typically if we are looking in the direction α, we would want to point

the transmit beam in that direction. This corresponds to a choice am′ =
rm′e−2πifcm′ sin α where rm′ > 0 for all m′. This gives an azimuthal ambi-

guity of

M∑

m,m′=1

rm′wm exp
(
2πifcδ

(
(m−m′)(sin α− sinαk)

))
= Γ(sinα− sinαk).

(10.19)

A choice of wm = rm so that the transmit and receive beam-patterns are the

same will give

Γ(s) = |
M∑

m=1

wm exp 2πiδfcms|2. (10.20)

The choice wm = 1 for all m produces

Γ(s) = |
M∑

m=1

exp 2πiδfcms|2 =
(sinπδfc(M + 1)s

sin πδfc

)
, (10.21)

which is a “periodic sinc” response. Alternative choices of attenuation produce

reduced sidelobes but at the expense of wider central beam. Roughly speak-

ing, the flatter the coefficients wm the more pronounced the sidelobes are. If

the coefficients are tapered toward the ends of the antenna, then typically the

sidelobes will be lower but the main lobe is broader. Thus a more sharply fo-

cused beam results in greater sidelobes. There is a considerable literature on

the choice of these “spatial filters” to shape the beam. We refer the reader to

standard references, such as [180, 217], for more details.

2.3 Doppler Processing

As we have seen in considering the ambiguity function, an individual wave-

form is capable of detecting the movement of a target toward or away from the

radar. However, in practice this is rarely the way the detection of range-rate is

achieved. If only range-rate (and not range) is required, as is the case, for ex-

ample, with radars for the detection of highway speeding infringements, then a
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standard solution is to transmit a continuous sinusoid. The shift in frequency is

detected by a filter that eliminates the zero-Doppler component usually domi-

nating the return and resulting from the direct return of the transmitted signal

to the receiver from the transmitter and fixed elements in the scene.

When knowledge of range is required along with range-rate, the choice of

waveforms represents a compromise to accommodate various conflicting re-

quirements. On the one hand they should be long to produce “energy on target”

and to allow Doppler to have a measurable effect. On the other hand the longer

the pulse (in a monostatic mode; i.e., when the transmitter and receiver are

collocated) the longer the “blind range.” Since in this scheme the receiver can

only receive the return when the transmitter is not illuminating the scene, there

is a distance of half the length of the pulse (in meters) that cannot be viewed

by the radar. In any case, within a pulse there should be some modulation to

produce good pulse compression.

Since an acceptable blind range conflicts with the pulse length required to

produce measurable intra-pulse Doppler, radar engineers have had to resort to a

trick that overcomes both the Doppler and blind range constraints. The method

of “Doppler processing” involves the transmission of a short waveform over

multiple pulses, with a significant “listening period” between the pulses. While

on each pulse the Doppler has negligible effect, it does have a measurable

effect over the sequence of pulses. It is important for this process that the

oscillator used to time the operation of the system maintain coherence over the

extent of these multiple pulses.

We assume that Ndp pulses sTxc(t − n∆) are transmitted at a uniform time

separation of ∆ in such a way as to retain coherence; i.e., the phase information

from the carrier is retained.

We have learned from the preceding two sections that

1 We can consider a single target;

2 We can separate the effects of range-Doppler on the one hand and az-

imuth (and elevation if required) on the other.

Accordingly we treat the case of a single scatterer at delay τ1 and Doppler fre-

quency φ1 and ignore the azimuthal dependence. As before, this exposition can

take place “at baseband;” i.e., without inclusion of the carrier term exp 2πifct.

The return from the nth pulse is then

sTxc(t − τ1 − n∆)e2πiφ1t, (10.22)
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with an appropriate multiplicative factor to account for the decay due to range

and the reflectivity of the scatterer. The intra-pulse time variable t is known as

“fast time” and the pulse count n as “slow time.”

It is assumed that the inter-pulse time ∆ is long enough that most of the

return from a given transmit pulse arrives back within the subsequent listening

period. Of course this cannot be guaranteed, especially if there are large distant

scatterers. The problem of “range-aliasing” is a significant one in radar. We

shall return to it briefly later.

We collect the Ndp returns and stack them alongside each other so that

ranges match. The effect is to appear to shift the pulses in time by an ap-

propriate multiple of ∆. Thus we obtain

s′rec,n(t, m) = sTxc(t − τ1)e
2πiφ1(t+n∆). (10.23)

Now we take a Fourier transform in the n (slow time) direction to obtain

Srec(t, ν) =

Ndp−1∑

n=0

e
−2πin ν

Ndp−1 e2πiφ1(t−n∆)sTxc(t − τ1)θ

= sTxc(t − τ1)e
2πiφ1t

Ndp−1∑

n=0

e
2πin(φ1∆− ν

Ndp
)

= sTxc(t − τ)etπiφ1tψ(ν, φ1),

(10.24)

where ψ(ν, φ) =
Ndp−1∑
n=0

e
2πin(φ1∆− ν

Ndp
)
. Note that this is (up to a phase factor)

just a “periodic sinc” function with a peak when ν = 2Nfc
vk
c ∆ and ν’s which

differ from this by multiples of Ndp.

Finally we perform a matched filter against the original waveform sRx(t) to

obtain
∫

R

sTxc(t − τ1)e
2πiφ1tsRx(t − u) dtψ(ν, φ1)

= e2πiuφ1A(u − τ1, φ1)ψ(ν, φ1),
(10.25)

where

AsTxc,sRx
(u, d) =

∫

R

sRx(t − u)e2πidtsTxc(t) dt, (10.26)

is the ambiguity function as described in Section 2.1.
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Observe now that with the assumption of small Dopplers and short pulses,

the ambiguity A(u − τ1, φ1) is approximately A(u − τ1, 0). This results in a

separation of the Doppler and range ambiguities in the same way as we split

off the azimuthal ambiguity. The Doppler ambiguity happens in slow time, the

range ambiguity in fast time.

It might be asked now what happened to Moyal’s identity and the constraints

it imposes on the range and Doppler ambiguities. Moyal’s identity still applies,

of course. We observe that the Doppler has been sampled at the rate given by

∆. This means that there is again an aliasing problem for targets of which

the range rate gives a frequency in excess of the Nyquist frequency for this

sampling rate. The smaller ∆ is, the less the effect of Doppler aliasing, but the

greater the effect of range aliasing. The total ambiguity of the pulse train in

this case has peaks at points of the form (n∆, m
∆ ) in the range-Doppler plane.

There is a trade-off then between Doppler aliasing and range aliasing. This

multi-pulse concept can be fitted into the ambiguity picture given in Section 2.1

and the trade-off between range and Doppler aliasing is just a consequence of

Moyal’s Identity. From the scheduling viewpoint, the time ∆ and the number

of pulses Ndp are both available for modification in real time.

2.4 Effects of Ambiguity

Given a scene, the radar return is produced by “convolving” it with the gen-

eralized ambiguity function.

G(t; ν, d; α, β) = A(t, 2fc
v

c
)φtr(β)θ(α, β)ψ(ν, vk), (10.27)

where, by convolution, we mean here that the processed return is just

Spr(u, ν, α) =
∑

k

σ(rk, vk, αk)G(u − 2rk; ν, vk; α, αk). (10.28)

In assessing the effect of a given radar mode, it is enough then to store for

each waveform, taper and transmit pattern the generalized ambiguity, including

(where appropriate) Doppler processing. Moreover, when we wish to test a

waveform against a predicted scene, so as to choose one that is optimal in

some quantifiable sense, it is this object that we use.

In fact the stored information can be somewhat reduced by first taking out

the transmit pattern φtr(β), since it is scene independent. Then we may regard

θ as a function of sin(α); i.e., we can define θr(y) =
∑
m

wme2πimδy, so that

θ(α, β) = θr(sin(α) − sin(β)). (10.29)
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Thus we may make the generalized ambiguity

Gr(u, ν, v, y) = A(u, 2fc
v

c
)θr(y)ψ(ν, v), (10.30)

and then the convolution equation (10.28) becomes

Spr(t, ν, α) = φtr(β)
∑

k

σ(rk, vk, αk)Gr(t − rk, ν, vk, sin(α) − sin(αk)).

(10.31)

3. Measurement in Radar

Here we discuss the issue of measurement. As we have seen in Section 2.4,

the radar measurement process amounts to a smearing of the scene by the am-

biguity function. In order to incorporate these ideas into tracking and sensor

scheduling problems, we need to find a simplification of the measurement pro-

cess. We restrict attention for the moment to a radar that is undertaking only

range and Doppler measurements, as in Section 2.1.

Our treatment here follows very closely that of van Trees in [237, Ch. 10].

As shown there, the log-likelihood associated with the measurement of range

and Doppler of a single point target at a delay τa and Doppler ωa resulting

from the use of a waveform w(t) and a matched-filter is (leaving aside con-

stants associated with the radar parameters that are unchanged throughout our

calculations),

Λ(τ, ω) = |b|2|Aw(τ − τa, ω − ωa)|2

+ 2ℜ
{
bAw(τ − τa, ω − ωa)n

∗(τ, ω)
}

+ |n(τ, ω)|2, (10.32)

where b is a complex Gaussian random variable representing the reflectivity

of the target, and n(τ, ω) is the integral of the receiver noise N(t) emanating

from the filtering and Doppler processing; i.e.,

n(τ, ω) =

∞∫

−∞

N(t)w∗(t − τ)e−iωt dt. (10.33)

The Fisher information matrix J associated with this measurement is

J =

(
Jττ Jτω

Jωτ Jωω

)
= −E

([∂2Λ(τ,ω)
∂τ2

] [∂2Λ(τ,ω)
∂τ∂ω

]
[∂2Λ(τ,ω)

∂ω∂τ

] [∂2Λ(τ,ω)
∂ω2

]
)

, (10.34)
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where the expectation is taken over the independent random processes, b and

N(t). In our situation, it can be assumed that Jτω = Jωτ . Computations yield,

again within a constant factor,

Jττ =

∞∫

−∞

ω2|W (ω)|2 dω

2π
−

( ∞∫

−∞

ω|W (ω)|2 dω

2π

)2

Jτω =

∞∫

−∞

tw(t)w′(t) dt −
∞∫

−∞

ω|W (ω)|2 dω

2π

∞∫

−∞

t|w(t)|2 dt

Jωω =

∞∫

−∞

t2|w(t)| dt −
( ∞∫

−∞

t|w(t)|2 dt
)2

.

(10.35)

For any given waveform this can be calculated. Of course the Fisher infor-

mation matrix determines the Cramér-Rao lower bound for an estimator of the

variables τ, ω. In [236], van Trees argues that in many circumstances it pro-

vides a reasonable approximation to the inverse of the covariance matrix of the

measurement process. As is easily seen, J−1 is the inverse of the covariance

matrix of a Gaussian that is the best approximation to |A(τ, ω)|2 at its peak at

(0, 0).

Accordingly J has been used as the basis for assessing the performance of a

waveform in measuring the time delay and Doppler of a target for the purposes

of scheduling. The sensor is characterized by a measurement noise covariance

matrix

R = TJ−1T, (10.36)

where T is the transformation matrix between the time delay and Doppler

measured by the receiver and the target range and velocity.

In particular it forms the basis of the seminal work of Kershaw and Evans

on this topic. We describe this work next.

4. Basic Scheduling of Waveforms in Target
Tracking

The aim of this section is to describe the work of Kershaw and Evans [131,

130] for scheduling of waveforms. This work has been at the basis of much

subsequent work in the area of waveform scheduling.
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4.1 Measurement Validation

Our assumption is that the radar produces measurements of the form

yk
r = Hxk + ωk

r , (10.37)

where r = 1, . . . mk are the detections at each time instance k, H is measure-

ment matrix and the noise ωk
r is Gaussian with zero mean and covariance Rk

as discussed in Section 3, identically distributed for all r = 1, . . . mk.

At time k the system will have produced, based on the previous measure-

ments, an estimated position xk|k−1 of the target and an innovation covariance

matrix Sk. The details about how this is done are given in the next section.

Based on these estimates we establish a validation gate. This will be the ellip-

soid

{y : (y − Hxk|k−1)
⊺(Sk)

−1(y − Hxk|k−1) < g2}, (10.38)

centered on the estimated measurement Hxk|k−1 of the target at time k, where

g is a threshold specified in advance. We shall need the volume of this ellipsoid

for later calculations. In the range-Doppler case, it is

Vk = πg2 det(Sk)
1/2. (10.39)

Only measurements yk
r lying in this ellipsoid will be considered; the rest are

discarded. This will facilitate computation and in any case eliminates outliers

that might corrupt the tracking process.

The measurements that result then are:

1 A finite number of points yk
r .

2 For each of these points a covariance matrix Rk.

4.2 IPDA Tracker

For convenience, we first describe the PDA tracker. Then we add the fea-

tures specific for the IPDA tracker . We refer to the paper of Musicki, Evans

and Stankovic [177] for a more detailed description of this.

For the moment we fix a waveform w used to make the measurements. The

target is assumed to follow a standard Gauss-Markov model. Target position

xk = (xk, ẋk, ẍk) in range-Doppler-acceleration space at time k moves with

essentially zero acceleration in range according to the dynamics

xk+1 = Fxk + νk (10.40)
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where νk is Gaussian with zero mean and covariance matrix Q (both Q and F
are independent of k). The matrix F is of the form

F =

⎛
⎝

1 ∆ ∆2

2
0 1 ∆
0 0 1

⎞
⎠ , (10.41)

where ∆ is the time step between the epochs.

Each measurement has associated with it an innovation

vk
r = yk

r − Hxk|k−1, (10.42)

where xk|k−1 is the estimate of xk given the previous measurements, yj
r for

j < k and all r.

The covariance matrix of this statistic is the innovation covariance matrix

Sk = HPk|k−1H
⊺ + Rk. (10.43)

Note that this is independent of the particular measurement yk
r and only de-

pends on the waveform used at time k through the error covariance matrix Rk

and prior data. Here Pk|k−1 is the error covariance associated with the state

estimator xk|k−1 and is calculated using the standard Riccati equations

xk|k−1 = Fxk−1|k−1, Pk|k−1 = FPk−1|k−1F
⊺ + Q. (10.44)

We write PD for the target detection probability and PG for the probability

that the target, if detected, is in the validation gate. Note that PG is just the

total Gaussian probability inside the validation gate and can be assumed to be

unity in practice, since PG is greater than 0.99 when g >
√

2 + 2.

We assume that clutter is uniformly distributed with density ρ and write

bk = 2πρ
√

det(Sk)
(1 − PDPG)

PD
= 2

ρVk

g2

(1 − PDPG)

PD
(10.45)

and

ek
r = exp

(
−vk

r (Sk)
−1vk

r

)
. (10.46)

Then the probabilities that none of the measurements resulted from the target

bk
0 and that the rth measurement is the correct one are, respectively,

bk
0 =

bk

bk +
∑
r

ek
r

, bk
r =

ek
r

bk +
∑
r

ek
r

. (10.47)
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Note that (of course)
mk∑
r=0

bk
r = 1.

We now (using the standard PDA methodology — see [83] for the most

lucid version of this) replace the innovation vk
r by the combined innovation

vk =

mk∑

r=1

bk
rv

k
r . (10.48)

Next we use the Kalman update to obtain an estimate of the state vector

xk|k:

xk|k = xk|k−1 +

mk∑

r=1

bk
rKkv

k
r , where Kk = Pk|k−1H

⊺(Sk)
−1. (10.49)

The update of the error covariance matrix is

Pk|k = Pk|k−1 −
∑

r

bk
rKkSk(Kk)

⊺ + Pk, (10.50)

where

Pk =

mk∑

r=1

bk
r

(
Kkv

k
r (Kkv

k
r )⊺ − Kkvk(Kkvk)

⊺

)
. (10.51)

A standard approximation to it is used to obtain an estimate for the error

covariance. This technique of Fortmann et al. in [83], replaces the random

elements in (10.50) by their expectations. In fact, we replace Pk and bk
0 by

Pk = E[Pk|Y k−1], b
k
0 = E[bk

0|Y k−1], (10.52)

where Y k−1 represents the measurement history at time k − 1.

We refrain from repeating the calculations of [83] here. The results are that,

if we write

q1 =
PD

2

g∫

0

r3e−r2/2 dr

I2(m, b, g) =
PD

2

∞∑

m=1

e−ρVk(ρVk)
m−1

(m − 1)!

(
2

g2

)m−1

×
g∫

0

· · ·
g∫

0

e−u2
1u2

1

b +
m∑

r=1
e−u2

r/2

du1 . . . dur

(10.53)
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where bk is defined in equation (10.45), Vk in equation (10.39) and g is the

“radius” of the validation gate, then

Pk|k(θk) ≈ Pk|k−1 − (PDPG − q1 + q2)
∑

r

bk
rKkSk(Kk)

⊺. (10.54)

Note that Fortmann et al. introduce further approximations in [83]. Specif-

ically, they note that for typical values of g, PG ≈ 1 and q1 ≈ PD. Thus

equation (10.54) simplifies to

Pk|k ≈ Pk|k−1 − q2

∑

r

bk
rKkSk(Kk)

⊺. (10.55)

Calculation of I2(m, b, g) in equation (10.53) requires a numerical integra-

tion scheme for a range of values of m, b and g. Kershaw and Evans [131] use

an approximation to q2 in the two-dimensional case:

q2 ≈ 0.997PD

1 + 0.37P−1.57
D ρVk

. (10.56)

The IPDA tracker introduces the notion of track existence into the PDA

tracker. We write χk to be the event of track existence at time k. This is

assumed to behave as a Markov chain in the sense that

P(χk|Y k−1) = p1 P(χk−1|Y k−1) + p2(1 − P(χk−1|Y k−1)), (10.57)

where p1 and p2 are between 0 and 1. The choice of these is to some extent

arbitrary, though simulations (R. Evans, private communication) indicate that

the performance of the system is not very sensitive to the choice. On the other

hand, if we assume that p1 and p2 are equal, then P(χk+1|Y k) = p1 and is

independent of the previous history. A more appropriate choice then would

have p1 > p2. There is clearly room for more work here. We write f(y|Y k−1)
for the measurement Gaussian density corresponding to the mean xk|k−1 and

covariance matrix Pk|k−1, so that this represents the density of the predicted

next measurement. Define

PG =

∫

Vk

f(y|Y k−1) dy. (10.58)

This is the probability that the next measurement will be inside the validation

gate. Let

p(y|Y k−1) =
1

PG
f(y|Y k−1) (y ∈ Vk). (10.59)
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This is the conditional probability density conditioned on the measurement

falling in the gate.

Now let

δk =

⎧
⎨
⎩

PGPD if mk = 0;

PGPD

(
1 −

mk∑
r=1

p(yk
r |Y

k−1)
ρk(yk

r )

)
if mk > 0;

(10.60)

where PD is the a priori probability of detection of a target.

We update the probability of track existence by

P(χk|Y k) =
1 − δk

1 − δk P(χk|Y k−1)
P(χk|Y k−1). (10.61)

The conditional probabilities that measurement r at time k originated from the

potential target are now given by

bk
r =

⎧
⎨
⎩

1−PDPG
1−δk

if r = 0;

PDPG
p(yk

r |Y k−1)

ρk(yk
r )

1−δk
if r > 0.

(10.62)

These are then used, as explained in the preceding part of this section, to calcu-

late the state estimate xk|k and the error covariance Pk|k (see equations (10.49–

10.52)). The Markov chain property (10.57) is used to update the track exis-

tence probability. It is this value which is thresholded to provide a true or false

track detection test.

5. Measures of Effectiveness for Waveforms

To optimize the choice of waveform at each epoch it is necessary to calculate

a cost function for all available waveforms in the library. This cost function

should be a function of:

1 the predicted clutter distribution at that epoch based on a clutter mapper

as described in, for example, [177];

2 the estimated position of the potential target at that epoch, based on the

IPDA tracker.

This section discusses two potential waveform evaluators: the single noise co-

variance (SNC) matrix and the integrated clutter measure (ICM).
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5.1 Single Noise Covariance Model

The approximate equation (10.54) for the error covariance gives a measure

of the effectiveness of each waveform. The parameter θ is used to range over

a collection of waveforms, and so the error covariances Rk = Rk(θ) depend

on this parameter θ, as do all objects calculated in terms of them. As already

indicated in Section 4.2, the covariance of the innovation vk
r equation (10.43)

and the gain matrix Kk (see equation (10.49)) are, respectively:

Sk(θ) = HPk|k−1H
⊺ + Rk(θ), Kk(θ) = Pk|k−1H

⊺Sk(θ)
−1. (10.63)

Substituting these in the approximate equation for the gain matrix, we obtain

Pk|k(θ)=Pk|k−1−q2Pk|k−1H
⊺

(
HPk|k−1H

⊺ +
∑

r

bk
rRk(θ)

)−1

HP⊺

k|k−1.

(10.64)

A suitable choice of waveform will be made to minimize the estimated track

error Pk|k(θ), or rather its determinant (or trace as it was originally used

in [131, 130]), over all choices of θ:

θ∗k = argmin
θ

det(Pk|k(θ)). (10.65)

This choice of waveform is used for the next measurement.

5.2 Integrated Clutter Measure

In this section, we assume that an estimate is available of the clutter distri-

bution in the range-Doppler plane. A simple method for doing this is given in

[177]. Write γk(t, f) for the power estimate of clutter at range (time) t and

Doppler (frequency) f at discrete time k. We assume too, as in the work of

Kershaw and Evans, that an estimate of the target state is available.

Our aim, for any potential waveform w with ambiguity Aw, is to calculate

Fk(w) =

∣∣∣∣
∫∫

Vk

(∫∫

R2

Aw(t − t′, f − f ′)γk(t
′, f ′)dt′df ′

)
dt df

∣∣∣∣ . (10.66)

This is the integrated “spill-over” into the validation window of the sidelobes

of the waveform due to the clutter. It makes sense to minimize this quantity

over all waveforms. That is, the waveform optimizer we envisage will choose

the optimal waveform at the kth time instance by

w∗
k = argmin

w
Fk(w). (10.67)
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We remark that the implementation of this measure requires significant approx-

imation that we shall discuss further.

Before going into the details of these approximations, we note that, because

phase information from complex scatterers is usually uninformative, this wave-

form evaluator is replaced by

Fk(w) =

∫∫

Vk

(∫∫

R2

|Aw(t − t′, f − f ′)||γk(t
′, f ′)|dt′df ′

)
dt df. (10.68)

This means that no account is taken of cancellation effects over multiple side-

lobes, but these are so phase dependent as to be unlikely to exist robustly. By

making this change from equation (10.66) to equation (10.68), we reduce the

possibility of large waveform sidelobes (with the center of the ambiguity on

the target) being in areas of high clutter.

5.3 Approximation of ICM

Assume that the clutter and target dynamics and that the measurements are

modeled by linear equation, perturbed by Gaussian noise

xk = Fxk−1 + νk;

yk = Hxk + ωk.
(10.69)

The noise νk in the dynamical model and the measurement noise ωk are as-

sumed to be stationary, and mutually independent, zero-mean with covariance,

in the case of νk, Q. The measurements yk are used to estimate the target

and clutter probability densities recursively. At time k these densities are de-

scribed by the mean xk|k−1 and covariance Pk|k−1. This, in particular allows

us to calculate the validation window Vk and the clutter power |γk(t
′, f ′)| for

Equation (10.68).

To make Equation (10.68) quickly calculable, we use the following approx-

imations. First, the tracking is assumed to be performed by a PDA filter based

tracker. Thus the estimate of target state is given by a single Gaussian distri-

bution or by the mixture of Gaussians, all described by individual means and

covariances. The validation window Vk, usually thought of as an ellipsoid, will

also be approximated by a single Gaussian. Also the clutter power |γk(t
′, r′)|

is given by its estimate at time k by discrete values for γ = {γ1, γ2, . . . , γm},

t′ = {t′1, t′2, . . . , t′m} and f ′ = {f ′
1, f

′
2, . . . , f

′
m}, where each γi is the power

of the clutter in the ith range-Doppler cell given by (ti, fi).
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The second approximation is the approximation of the absolute value of the

ambiguity function Aw as a Gaussian mixture

|Aw(y)| =
n∑

i=−n

αiN (y; δj ,Rj). (10.70)

This can be obtained by a least squares fitting algorithm and is performed off-

line once for each waveform. The finer the resolution of the fit, the more

realistic the algorithm is. In the context of tracking this approximation is

interpreted as an approximation of the measurement noise ω distribution by

any of the Gaussians N (y; δj ,Rj) with mean δj and covariance Rj . Note,

that δ0 is centered in the main lobe of the ambiguity function and is equal to

zero and R0 is given by covariance R as discussed in Section 3. Each δj for

j ∈ {−n, . . . ,−1, 1, . . . , n} is centered in the jth sidelobe of the ambiguity

function. Note, that 2n+1 is the number of “significant” sidelobes and is deter-

mined by a fitting algorithm. We assume that the measurements originated by

the sidelobes can be detected with probability relative to αj and to the power of

the clutter scatterer γ, from which the radar measurement is originated. Thus,

we postulate that at time k there could be up to 2n+1 measurements originated

from a single scatterer.

The target measurement probability density, used for calculating the valida-

tion window, is given by the mean Hxk|k−1 and covariance S = HPk|k−1H
⊺+

R0. This too is an approximation, justified since in a typical situation target

power is much smaller than that of clutter and its detection in the sidelobes can

be neglected.

The validation gate is given by an ellipsoid, for which probability that the

measurement is in the gate is equal some PG, usually greater than 0.99.

The probability of target detection in the main lobe is affected by the amount

of “spill-over” from the clutter into the validation window; the less spill-over,

the easier it is to detect the target.

With these approximations, Equation (10.68) is simplified as follows:

Fk(w) =

∫∫

R2

χ(Vk)

(∫∫

R2

|Aw(t − t′, f − f ′)||γk(t
′, f ′)|dt′df ′

)
dt df

≈
∫∫

R2

N (y; ŷ,S)
m∑

j=1

γj

n∑

i=−n

αiN (y; (tj , fj)
⊺ + δi,Ri)dy

=

m∑

j=1

n∑

i=−n

γjαiN (ŷ; (tj , fj)
⊺ + δi,S + Ri).

(10.71)
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In the second line, the characteristic function χ(Vk) is replaced by a Gaussian

function. In the last line the formula for the Gaussian product is used. With-

out a loss of generality we can assume that the target power is 1, then γj in

Equation (10.71) can be seen as the clutter-to-target power ratio and Fk(w)−1

represents SNR in the validation gate. While this is not rigorously justified, it

appears to be a reasonable assumption that works well in simulations. Assum-

ing that the detection was obtained by a likelihood ratio test realized via, for

example, a Neyman-Pearson type of detector, we write well-known formula

for probability of target detection Pd as

Pd = 1 − Φ(Φ−1(1 − Pf ) − Fk(w)−1), (10.72)

where Φ is a standard normal probability distribution function, and Pf is de-

sired probability of false alarm.

5.4 Simulation Results

We illustrate the ideas described in Section 5.3 with a simple example.

Given a scenario with a constant velocity small target trajectory and random,

large, slow moving clutter, two waveforms are scheduled using ICM and com-

pared to the results with those for the same waveforms used in a non-scheduled

way. The clutter-to-target power ratio γ is similar for all clutter and about 60
dB. The two waveforms are up-sweep and down-sweep linear frequency mod-

ulated (LFM) waveforms, their ambiguity function is approximated by a Gaus-

sian mixture with five Gaussian terms as shown in Figure 10.2. The tracking

is performed using an IPDA filter [178], as described earlier. Target mea-

surement using ith waveform is present with probability of detection given in

Equation (10.72) with Pf = 10−5.

To generate clutter detections, we proceeded as follows. For a given (clut-

ter) scatterer, if it is of sufficient amplitude it is detected at the main lobe of

the ambiguity function with probability α0 = 1 and in the ith sidelobe it is

detected with probability αi, i = −n,−(n − 1), ldots,−1, 1, . . . , (n − 1), n.

For a given scenario, 1000 runs were performed and the results averaged over

them. The cost as calculated in Equation (10.71). Position RMS error and

probability of target existence are represented in Figure 10.3. We observe that,

with scheduling, probability of target existence is maintained close to 1, in

contrast to the two non-scheduled cases. A similar conclusion holds for RMS

error: with scheduling the track error is smaller than without scheduling.
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Figure 10.2. Approximation of ambiguity function by Gaussian mixture for up and down

sweep waveforms.

Figure 10.3. Position root-mean-square error and probability of track existence.
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6. Scheduling of Beam Steering and Waveforms

In this section a scene consists of a collection of scatterers varying over

range, Doppler and azimuth, that have been spread (in range-Doppler) by the

waveform and (in azimuth) by the beam-shape. These ideas are described ear-

lier. We investigate a radar system capable of rapid beam steering and of wave-

form switching. The transmit waveform is chosen from a small library of such.

The operational requirement of the radar is to track a number of maneuvering

targets while performing surveillance for new potential targets. Tracking is ac-

complished by means of an Linear Multi-target Integrated Probabilistic Data

Association (LMIPDA) tracker as described in [176], which is a variant of the

IPDA tracker described in Section 4 that is designed to handle many targets

efficiently. Interacting multiple models (IMM) is used to model maneuvering

targets in the tracker. LMIPDA provides a probability of track existence, per-

mitting a “track-before-detect” technique to be adopted. “False alarm” tracks

are maintained until the probability of track existence falls below a thresh-

old. In derivations of formulae in this section, the SNC case (described in

Section 5.1) is assumed. LMIPDA-IMM is a recursive algorithm combining

multi-target data association (LMIPDA) with maneuvering target state estima-

tion implemented using IMM.

The aim is to maintain the tracks of the existing targets to within a specified

accuracy as determined by the absolute value of the determinant of the track

error covariance matrix. However, this has to be done within the time available

given that a full scan has to be performed within a prescribed interval. In

this section we give an algorithm for scheduling revisits to measure the targets

while maintaining surveillance.

6.1 Tracking of Multiple Maneuvering Targets

We assume that a radar system tracks T targets where T is a random variable

0 ≤ T ≤ T0 and the tth target is in state xt
k at epoch k. In addition, the radar

undertakes surveillance to discover new targets. This surveillance is assumed

to require a certain length of time, say τscan within every interval of length τtotal.

The remainder of the time is spent measuring targets being tracked. We aim to

schedule revisit times to targets within these constraints.

For IMM-based tracking algorithms, for example, the target trajectory is

approximated by an average over a finite number of given dynamic models. In

this context, we assume that the dynamical models are independent of the target

and associated to each is a corresponding state propagation matrix Fm (m =
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1, 2, . . . , M). The recursion for state transition is

xt(k) = Fm(k)xt(k − 1) + νt
m(k), (10.73)

where the index m is a possible value of a random variable M(k), the dy-

namical model which takes any discrete value [1, 2, · · · , M ]. Process noise

νt
1(k), · · · , νt

M (k) is Gaussian, depends on both target and dynamical model

and is independent between different values of each of these indices. The co-

variance matrix of νt
m(k) is denoted by Qt

m(k).

In the tracker, the dynamical model of the tth target M t(k) is assumed to

evolve as a Markov chain with given transition probabilities, denoted by

πt
m,ℓ = P{M t(k) = m|M t(k − 1) = ℓ} j, ℓ ∈ [1, · · · , M ]. (10.74)

It is assumed that N different measurement modes are available for each

target, each given by a measurement matrix Ht
n n = 1, 2 . . . , N :

yt(k) = Ht
n(k)xt(k) + ωt

n(k) (10.75)

where here yt(k) is the measurement to be obtained from the tth target at

time k, ωt
n(k) is the measurement noise, and n = n(k) is a control vari-

able for the measurement mode. The variable t̃ = t̃(k) represents the choice

of target to which the beam is steered at the kth epoch. The measurement

noise ωt
1(k), · · · , ωt

N (k) consists of zero-mean white and uncorrelated Gaus-

sian noise sequences with the covariance matrix of ωt
n(k) denoted by Rt

n(k).

The waveforms impinge on the measurement process through the covariance

matrix of the noise ωt
n(k), as described in Section 3.

The choice of measurement is made using the control variable n(k). In this

example, two choices are made at each epoch: the target to be measured and

the waveform used. More than one target may be in the beam and then mea-

surements of each target will be updated using the LMIPDA-IMM algorithm.

6.2 Scheduling

As already stated, at each epoch a target track and a beam direction have to

be selected. The scheduler has a list ∆ = {δ1, δ2, . . . , δK} of “revisit inter-

vals.” Each of the numbers δk is a number of epochs representing the possible

times between measurements of any of the existing targets. It is assumed for

the purposes of scheduling and tracking that during any of these revisit inter-

vals the target dynamics do not change.
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In order to determine which target to measure and which waveform to use,

for each existing target and each waveform the track error covariance P t
k−1|k−1

is propagated forward using the Kalman update equations and assuming each

of the different potential revisit intervals in the list ∆ in the dynamics. In the

absence of measurements the best we can do is to use the current knowledge to

predict forward and update the covariance matrix, dynamic model probability

density and probability of track existence. The algorithms is now modified

as follows. Forward prediction is performed separately for each dynamical

model. Because the dynamics of the target depend on the revisit time δ ∈ ∆,

these calculations are performed for each revisit time. Covariance update is

normally done with the data, but since we are interested in choosing the best

sensor mode at this stage, the following calculations are required. If the target

does not exist there will be no measurements originating from the target and

the error covariance matrix is equal to the prior covariance matrix. If the target

exists, is detected, and the measurement is received, then the error covariance

matrix is updated using the Kalman update equations. The expected covariance

update is calculated using Bayes’ rule:

Pk|k(j, δ) = (I − ψk|k−1PDPGK(φ, δ)H)Pk|k−1(j, δ), (10.76)

where ψk|k−1 is the a priori probability of track existence, and PDPG is the

probability that target is detected and its measurement is validated. K(φ, δ) is

a Kalman gain calculated for each sensor mode; i.e., for the waveform φ and

revisit time δ. Both φ and δ take discrete values from the waveform library and

the revisit time set ∆.

K(φ, δ) = Pk|k−1(j, δ)HS−1(φ), (10.77)

where S is the innovation covariance matrix, calculated as usual:

S(φ) = HPk|k−1H
⊺ + Rφ.

The above calculations are made for all combinations of revisit times in

∆ and waveforms in the library. In considering a non-myopic approach, the

number of combinations grows exponentially in the number of steps ahead,

and soon becomes impractical for implementation. Having obtained the error

covariance matrix for all possible combinations of sensor modes, the optimal

sensor mode (waveform) is then chosen for each target to be the one which

gives the longest re-visit time, while constraining the absolute value of the

determinant of the error covariance matrix to be smaller than the prescribed

upper limit K. When no feasible solution exists satisfying the constraint, we

take the solution yielding the smallest absolute value for the determinant of



248 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

Pk|k; i.e., the objective is to obtain

φ, δ = arg max ∆, subject to |Pk|k(φ, δ)| ≤ max{K, min
φ,δ

|Pk|k(φ, δ)|}.
(10.78)

Scheduling is then done to permit a full scan over the prescribed scan period

while also satisfying the constraints imposed by the revisit times obtained by

the sensor scheduler. Once a target is measured, its revisit time is re-calculated.

The solution to the above equation is not necessary unique for φ. In cases

when there is more than one φ, the waveform that gives the smallest determi-

nant of the error covariance matrix is chosen.

For the case of N -step-ahead scheduling, the revisit times and waveforms

are calculated while the target states are propagated forward over N measure-

ments. The cost function is the absolute value of the determinant of the track

error covariance after the N th measurement. Only the first of these measure-

ments is done before the revisit calculation is done again for that target, so the

second may never be implemented.

6.3 Simulation results

Here we demonstrate the effects, in simulation, of scheduling as described

in Sections 4, 5 and 6. Specifically, we compare random choice of waveform

with a scanning beam against one-step-ahead and two-step-ahead beam and

waveform scheduling. All three simulations were performed 100 times on the

same scenario. In the first case, measurements were taken at each scan with

no further measurements beyond the scan measurements permitted. In these

experiments we used a small waveform library consisting of three waveforms:

an up-sweep chirp, a down-sweep chirp and an unmodulated pulse. In the un-

scheduled case, waveforms were chosen randomly from this library. The simu-

lated scene corresponded to a surveillance area of 15 km by 15 km. The scene

contained two maneuvering land targets in stationary land clutter, which had

small random Doppler to simulate movement of vegetation in wind. While the

level of fidelity of the clutter is low, it is sufficient to demonstrate the principles

of scheduling. The number of clutter measurements at each epoch was gener-

ated by samples from a Poisson distribution with mean ∼ 5 per scan per square

kilometer. Target measurements were produced with probability of detection

0.9. The target state xt consisted of target range, target range rate and target

azimuth. The targets were performing the following maneuvers: constant ve-

locity, constant acceleration, constant deceleration and coordinated turns with

constant angular velocity. In the scheduling cases, surveillance time used ap-
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Figure 10.4. Root-mean-square error (RMSE) and revisit count for one-step-ahead versus

two-step-ahead beam and waveform scheduling.

proximately 80% of each scan period; the remaining 20% was allocated, as

described above, to maintaining tracks of existing targets.

The outcome of these experiments suggests that in the presence of clutter

tracking performance can be improved with scheduling and even more with

multiple-step-ahead scheduling as opposed to one-step-ahead. The results are

represented in Figure 10.4.

It should be observed that in Figure 10.4 the RMS error was considerably

worse, especially during the early part of the simulation, for the unscheduled

case. In fact the RMS error in the unscheduled case is larger immediately after

significant maneuvers as can be expected. Of course, in this case the revisit

time is fixed and is not plotted in the second subplot. One observes that, for

the two-step-ahead case, tracking accuracy is improved (top plots) slightly over

the one-step-ahead case, but with a significant reduction in revisits necessary

to maintain those tracks.
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7. Waveform Libraries

We have discussed how to estimate the effectiveness of individual wave-

forms in Section 5. We envisage that the choice of waveforms will be from a

relatively small library. Others have considered the design of waveforms by

the choice of parameters in a generic waveform type. For example, see [216],

one could choose waveforms of the form

wα,β(t) = e2πiαtβ . (10.79)

This has the form of a power frequency modulated waveform. Choice of dif-

ferent values of α and β provides waveforms with different range and Doppler

properties. This is effectively an infinite library. Since our interest is mainly

in understanding the concepts of sensor management, we shall restrict atten-

tion to the situation where the number of waveforms is finite. In the context

of radar, where the time between pulses is very small, computational issues

are crucial. Scheduling problems are notoriously computationally intensive,

and so it makes sense to reduce that problem by minimizing the number of

waveforms from which to make the choice. Here we discuss how to choose

libraries, bearing in mind computational constraints.

In order to choose between different radar modes, or more specifically wave-

forms, at a given epoch, a method is needed to measure the effectiveness of

such a mode in a given context. There are three issues associated with this

cost function assignment that need to be addressed. The first is the apparently

obvious statement that optimization of the cost should, in principle, produce a

desired operational outcome. However, it is often the case that, for reasons of

feasibility, cost functions represent only part of the total operational require-

ment. For example, in the context of tracking a target such as a missile, it is

fairly normal to measure the cost in terms of an estimate of the track accu-

racy such as the estimated mean-square error of the estimated target position.

On the other hand, from an operational perspective, at least for some of the

engagement between the missile and its target, it may be much more impor-

tant that the track be maintained; i.e., that the missile be not lost by the radar.

While it would appear that track error is in some sense related to track mainte-

nance, the optimal choice of radar mode to reduce track error may be different

from that required to maintain track. For real radar systems, we propose that

cost functions be based on the precise operational needs at the time with the

objective of maximizing the probability of achieving the operational goals.

The second issue is that the cost function is a function both of the library

of radar modes and of the environment. The information available about the

environment is available in two forms: information that is acquired through

exogenous sources (perhaps prior to the current collection) and information



Sensor Scheduling in Radar 251

that has been acquired in the current sequence of measurements. The former

are extremely important, especially in the context of radars observing an urban

situation where the effects on the return due to buildings, fences, and other as-

pects of the built environment can be significant. We shall, nevertheless, ignore

them in the current discussion. We focus only on the information that is ac-

quired during the deployment of the radar system. Of course if computational

constraints were not at issue, we would base cost functions on all the data that

has been acquired so far. But this is infeasible, except in rare cases. Some

processing has to be done, itself limited by computational considerations, to

extract key features that can be fed to the cost function. In much of the liter-

ature on scheduling of waveforms for tracking, this “extracted information” is

just the track error covariance.

The third and final issue we wish to address, would seem to contradict the

first. There we have espoused the idea that cost functions should be opera-

tionally significant. However, this means that theoretical developments will

be fragmented according to the cost function used. We propose therefore, for

the purposes of developing a theory of waveform and other mode libraries, a

generic cost function that has some relevance to operational costs.

One approach to this, at least in the context of tracking, is to calculate the

expected information to be obtained from a measurement with a given wave-

form, given the current state of knowledge of the scene. In this context, it is

expressed by knowledge of the target parameters – typically velocity and po-

sition. This is defined as the mutual information between the target variable

(range and Doppler) and the processed (e.g., matched filtered) radar return

resulting from the use of the waveform. This approach is along the lines dis-

cussed in Chapter 3.

The utility of a waveform library is defined by averaging over a distribution

on the possible state covariance matrices, the maximum of this expected in-

formation over all waveforms. A subset of a library is irrelevant if it does not

contribute to the utility in the sense that the library has the same utility with or

without that subset. It is possible to use this concept to obtain parsimonious

libraries involving LFM waveforms and more general “chirped” collections of

waveforms.

We point out that it is usually difficult to find an explicit and usable expres-

sion for this distribution of state covariance matrices in practice. Nonetheless

the very nature of this formalism permits us to make some general statements

about waveform libraries.

We use the model described in Section 3. In the context of our discussion in

this section, we represent the measurement obtained using the waveform φ as a
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Gaussian measurement with covariance Rφ. The current state of the system is

represented by the state covariance matrix P. Of course, the estimated position

and velocity of the target is also important for the tracking function of the

radar. But in this context they play no role in the choice of waveforms. In a

clutter-rich (and varying) scenario, the estimate of the target parameters will

clearly play a more important role. The expected information obtained from a

measurement with such a waveform, given the current state of knowledge of

the target, is

I(X; Y ) = log det(I + R−1
φ P). (10.80)

This is the mutual information between the target variables (range and Doppler)

X and the processed radar return Y resulting from the use of the waveform φ.

I is the identity matrix. We use this expected information as the measure of ef-

fectiveness of the waveform φ in this context. The more information we extract

from the situation the better.

We assume a knowledge of the possible state covariances P generated by

the tracking system. This knowledge is statistical and is represented by a prob-

ability distribution F (P) over the space of all positive definite matrices. This

distribution will be a function of the previous choices of waveform since their

Fisher matrices play a part in the calculation of this distribution, so that there

is an inherent circularity in the definition. Indeed every update of the tracker

combines the distribution Fn(P) of the covariances at time n propagated for-

ward by the dynamics with the system and measurement noises, as in, for

example the Kalman equations. Thus the distribution of state covariances at

time n + 1 is a function of the measurement policy. We make an assumption

that the distribution F (P ) is unaffected by the choice of policy.

We define the utility of a waveform library L ⊂ L2(R), with respect to a

distribution F , to be

GF (L) =

∫

P>0

max
φ∈L

log det(I + R−1
φ P) dF (P). (10.81)

Thus we have assumed that the optimal waveform is chosen in accordance with

the measure of effectiveness defined in equation (10.80) and have averaged this

over all possible current states, as represented by the covariance matrices P and

in accordance with their distribution F (P).

We consider two libraries L and L′ to be weakly equivalent, with respect to

the distribution F , if GF (L) = GF (L′), and strongly equivalent if GF (L) =
GF (L′) for all F .

We call the subset S ⊂ L weakly irrelevant with respect to the distribution

F if GF (L\S) = GF (L), and strongly irrelevant if GF (L\S) = GF (L) for
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all F . Here, \ denotes the usual set difference. In what follows we will work in

receiver coordinates, i.e., treat T above as I. This amounts to a change in pa-

rameterization of the positive definite matrices in the integral in (10.81). Again,

an invariance assumption (under the dynamics of the Gauss-Markov system)

on the distribution F (P) will make this choice of coordinates irrelevant.

While this theory continues to be explored, we discuss here just one result.

As we said in section 2.1, LFM “chirps” are important waveforms in radar

applications.

7.1 LFM Waveform Library

We investigate an LFM (“chirp”) waveform library. In this case the library

consists of

Lchirp = {φ0(t) exp(iλt2/2) | λmin ≤ λ ≤ λmax} (10.82)

where φ0(t) is an unmodulated pulse, λmin and λmax are the minimum and

maximum chirp rates supported by the radar. For this library the corresponding

measurement covariance matrices are of the form [182, 131]

Rφ = S(λ)Rφ0S(λ)⊺, (10.83)

where

S(λ) =

(
1 0
λ 1

)
. (10.84)

We have been able to prove (see [228]) that this library is strongly equivalent

to

L′
chirp = {φ0(t) exp(iλmint

2/2), φ0(t) exp(iλmaxt
2/2)}. (10.85)

That is, we do just as well if we keep only the LFMs with the minimum and

maximum rates. In the case of the LFM waveform library, the error covariance

matrices (despite a popular assumption [185]) are not rotations of each other,

but the results of shearing transformations. For Rφ0 a diagonal matrix with

ρ1, ρ2 on the diagonal, direct computation yields the following expression for

the mutual information I(X; Y ):

I(X; Y ) =
P11

ρ2
λ2 − 2

P12

ρ2
λ +

|P|
|R0|

+ 1 +
P11

ρ1
+

P22

ρ2
. (10.86)

This is a quadratic in λ with positive second derivative since P and Rφ0 are

both positive definite, and therefore achieves its maximum at the end points;
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i.e., at maximum or minimum allowed sweep rate. The optimal sweep rate is

chosen to be

λφ =

{
λmax, if λmin + λmax > P12

P11

λmin, otherwise .
(10.87)

7.2 LFM-Rotation Library

For the library under consideration here, we start with an unmodulated

waveform φ0 and allow both the “chirping” transformations (10.82) and the

fractional Fourier transformations, i.e.,

LFrFT = {exp(iθ(t2 + f2)/2)φ0 | θ ∈ Θ}, (10.88)

That is, we consider all transformations of the following form.

LFrFT = {exp(iθ(t2 + f2)/2) exp(iλt2/2)φ0 | λmin ≤ λ ≤ λmax, θ ∈ Θ}
(10.89)

where the set Θ is chosen so as not to violate the bandwidth constraints of the

radar, and f is the operator on L2(R) defined by

fφ(t) = i
d

dt
φ(t), (10.90)

Note that f and t commute up to an extra additive term (the “canonical com-

mutation relations”). To be precise,

[t, f ] = tf − ft = −iI. (10.91)

For this library the corresponding measurement covariance matrices are

given by (10.83) with

S(θ, λ) =

(
cos θ − sin θ
sin θ cos θ

)(
1 0
λ 1

)
. (10.92)

In the case of a finite number of waveforms in the library, we observe that

the utility of the rotation library improves with the number of waveforms in

the library. There exists a unique θ that maximizes the mutual information

I(X; Y ) and, similar to the pure chirp library case, maximum and minimum

allowed chirp rate λ

L′
FrFT-chirp = {exp(iθ(t2+f2)/2) exp(iλt2/2)φ0 | λ ∈ {λmin, λmax}, θ ∈ Θ}

(10.93)

is strongly equivalent to LFrFT-chirp.
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8. Conclusion

Our aim in this chapter has been to illustrate some of the ideas of sensor

scheduling in the context of radar. This has been a highly subjective view of

the issues and ideas, based to a large extent on our own ideas and work on this

subject. To understand the sensor scheduling problem for radar, and elsewhere,

it is important to be aware of the various functionalities of the sensors and

their capabilities. To do this for radar, we have described the way in which a

pulse-Doppler radar works, at least roughly. This has given some indication

of what level of flexibility is available to the designers of such a system, and

what aspects might be dynamically and adaptively tunable. We remark that,

in reality, radar engineers have to work at a much finer level of detail. Issues

associated with the limitations of the electronics play a significant role in the

design of a radar, and robustness is a key objective.

We have discussed some relatively simple techniques in radar scheduling.

Our focus has been to show, in a few areas, that scheduling is useful. It

will improve detection and tracking performance and reduce revisit time to

tracked targets while maximizing surveillance time. Some recent work by Sira

et al. [215], has shown, for example, that scheduling will significantly improve

detection of small targets in sea clutter. Nehorai [244] has also shown similar

results.

An important issue that has been largely neglected in the sensor scheduling

community is that of library design. In whatever sensor scheduling context,

the library of available sensor modes will be a key design component in the

system. What principles should guide the system designer in this context?

We have touched on this subject albeit briefly and only in the context of radar

waveforms in Section 7. A closely related aspect of the design of a scheduling

system, which has also not received much attention in the literature, is that of

the design of measures of effectiveness for the various sensor modes, and in the

radar context for waveforms in particular. Our belief is that ultimately these

measures will be based on operational criteria, but that these criteria will drive

“local” more easily computable cost functions that are more closely tied to the

system. We have initiated a discussion of measures of effectiveness within the

context of waveforms for radar in Section 5.

This is an embryonic subject and much more needs to be done. In a sense,

all of the work done so far really addresses idealizations of the true problems.

More work is needed, in particular, on the problems associated with implemen-

tation. The short time between pulses in a radar system make it very difficult

to schedule on a pulse-to-pulse basis. The calculations associated with, in par-

ticular, clutter mapping which involve large amounts of data, are probably too
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computationally intensive to be done on this time scale. Compressive sensing

ideas [71] may play a role in reducing this complexity.

Work is needed too on the potential gains of non-myopic scheduling in this

context. A real system will be required to work across multiple time scales, in-

tegrating multiple tracking functions, and scheduling over many pulses. Schedul-

ing will be used both to optimize allocation of the resource between different

operational functions, as we have discussed in Section 6, and to improve op-

erational performance by, for example, waveform and beam-shape scheduling.

For military functions, issues such as jamming are important, and scheduling

is destined to play a role here too. Ultimately, we anticipate that, against a

sophisticated adversary, game-theoretic techniques will be used to drive radar

scheduling to mitigate jamming.

Radar scheduling is replete with problems, some of which we have touched

on, and many of which we have not, and very few solutions. It represents an

exciting and challenging area of research that will drive much of the research

activity in radar signal processing over the next few years.
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1. Introduction

Over the last several decades, US defense and intelligence agencies have

developed and deployed a wide variety of sensor systems for monitoring en-

emy activity. Two well-known examples are the Keyhole family of recon-

naissance satellites that first came on-line in 1960 to obtain photo images of

ground targets using high-resolution cameras, and JSTARS, a radar-equipped

reconnaissance and surveillance aircraft first fielded for the war with Iraq in

1991. Today such sensors provide intelligence data to support nearly every

type of combat mission. To illustrate, sensors are critical in the search/track

mission that finds and maintains awareness of targets in a specified region,

in the trip-wire/warning mission that monitors and classifies traffic crossing a

designated boundary, and in the attack phase of most missions where dispersed

sensors can act in concert to reduce target tracking error and improve visibility

in zones masked by terrain.

Intelligence, reconnaissance and surveillance (ISR) sensors gather data to

detect, localize and identify targets, to assess threat levels, and to deduce en-

emy intent. Such sensors help with these functions by gathering the enemy’s

emitted signals or by measuring physical properties that characterize the ob-

jects of interest, including reflective, radiative, magnetic, acoustic, seismic,

and motion phenomena. For example, a radar system can measure the range

and range rate of a moving vehicle in order to localize it in a geospatial coordi-

nate system, and then switch waveforms to measure the vehicle signature (e.g.,

reflective intensity vs. range) in order to assess vehicle class, as discussed in

Chapter 10.
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ISR sensors include radars, sonars, electro-optical and infrared devices,

warning receivers, and electronic signal monitors. Newer sensors with a poten-

tial for tactical deployment include laser radars to provide shape information

at night, foliage-penetrating (FOPEN) radars to detect vehicles under vegeta-

tion, and hyperspectral imagers for characterizing surface materials to aid in

target identification (ID). Any of these newer sensors could conceivably be de-

ployed on an unmanned aerial vehicle (UAV). In addition, unattended ground

sensors (UGSs) are ideal devices for passive target detection, location and/or

ID in remote areas.

ISR sensors are often deployed onboard platforms that move, e.g., the cam-

era in the Keyhole spacecraft or the radar onboard the JSTARS aircraft. Since

what a platform sensor sees is constrained by where its platform goes, platform

route planning is a critical part of the puzzle. Thus, the sensor deployment

problem generally consists of both platform route control and sensor schedul-

ing, and these functions must be considered concurrently to achieve effective

performance.

Generally those sensors deployed on satellites in deep space are centrally

controlled by national organizations (national assets). For example, the Na-

tional Reconnaissance Organization fields and controls US reconnaissance satel-

lites like those in the Keyhole family to warn of potential trouble and help plan

military activities. Those sensors deployed on airborne platforms that remain

at safe distances from the battle (stand-off ranges) are controlled by theater

commanders (theater assets). And those sensors deployed close-in for tac-

tical purposes in both ground and airborne configurations are organic assets

controlled by local commanders at brigade, battalion and lower levels (tacti-

cal assets). Although there are many assets that a local commander does not

control directly, she can nonetheless access both national and theater data and

make requests of those assets for new collections; to her, those other assets are

partially controllable.

Because ISR sensors are so integral to modern warfare and also because they

are so often scarce assets, there is an urgent need to manage them effectively.

This need is widely recognized, and concerted efforts to address the techni-

cal problems associated with planning and coordinating sensor deployments

have been underway for at least two decades. These efforts continue today

in the US, especially in foundational research and development, as illustrated

by the state-of-the-art techniques and example applications presented in each

previous chapter of this book.

This chapter provides a concise picture of the sensor management problem

in a realistic military setting. In order to limit the problem scope while retain-

ing a useful essence, we focus on ISR applications against ground vehicles,
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a crucial function that serves many different military operations. We begin

with a brief summary of the history and state of sensor management for vehi-

cle ISR, and conclude by discussing a recent defense program in which sensor

management played a vital role.

2. Background

In the oldest form of ISR sensor control, an operator on a particular plat-

form employs her onboard sensors to uncover and engage targets of opportu-

nity. The operator is pre-briefed on where to search, on what sorts of targets

and backgrounds to expect, and on how to react to what is found, including

how to verify target identity, position for weapon release, and employ the sen-

sors needed by the weapon to produce a kill. The effectiveness of this manual

approach varies widely from one situation to the next according to factors such

as the chance nature of enemy actions, operator skills and workloads, and the

utility of the sensor in performing its functions. To illustrate, in the mission

called combat air patrol (CAP), a fighter aircraft is assigned to guard a desig-

nated object (e.g., a fleet at sea or an aerial tanker) and the pilot uses her radar

to find, identify and then engage incoming enemy aircraft. CAP is an example

of this highly free form, human intensive, and goal driven approach to sensor

control.

Now contrast that free-form employment philosophy with its polar oppo-

site, an approach in which the sensors on an ISR platform gather data on a

preplanned route and schedule, data that will require further off-line analysis

before it is applied. Historically, most national and some theater assets have

been used in this manner. Under this philosophy, each sensor on each platform

is given a schedule of sensing mode and pointing direction indexed to platform

location along a planned route, and both the route and the sensor schedule

remain fixed during that mission. Although such fixed plans are not able to

respond to spontaneous events such as popup threats that could force route

changes or revamp sensor use schedules, fixed plans are used today, mostly

in situations where the transport platform is out of harm’s way. To illustrate

with U-2, a reconnaissance aircraft controlled as a national asset, missions are

planned to satisfy theater-wide needs for photographic, electro-optic, infrared

and radar imagery, as well as signals intelligence. Once a mission is launched,

U-2’s route does not usually change, even though sensor taskings can and do.

Traditionally, many ISR sensor systems have been vertically integrated,

meaning that raw sensor data is received, processed and analyzed by a trained

operator who in turn determines how best to use the sensor next. Vertically

integrated systems are common in space-based intelligence gathering, and in
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situations requiring operator analysis of imagery or signals. Generally, oper-

ator intervention takes time, which complicates the sensor data exploitation

process, but produces smaller location errors and better identifications. Verti-

cally integrated systems are quite prevalent today, the JSTARS radar system

being a good example.

3. The Contemporary Situation

In military operations today, a commander allocates both her platforms and

sensor assets to detect, track, identify, fix, and engage targets of high value. To

complicate matters, high-value targets often appear among a multitude of low-

value targets and civilian components. A commander’s challenge is to employ

her sensing resources effectively to eventually engage (strike) the high-value

targets before they can meld into the background and disappear1. The avail-

able time to prosecute this challenge can be quite short because an intelligent

enemy usually employs tactics designed to minimize both his chances of being

detected and his exposure to strike.

Although a large and growing inventory of national, theater, and tactical sen-

sors exists, no single system suffices by itself. For example, the ground moving

target indicator (GMTI) mode of JSTARS, which measures Doppler-shifted

frequencies relative to the stationary ground, can defeat evasion of moving ve-

hicles by continually monitoring their motion over a large area of interest. As

good as GMTI is at following ground vehicle motion, it does not provide the

unambiguous vehicle ID that terminal engagement requires. Although a video

sensor can supply confident ID, its need to be inside the area of interest and

its limited field-of-view lead to a kind of disorienting myopia. However, when

radar and video are combined by cross-cueing the video sensor to suspicious

targets in the radar returns, high-value targets can be exposed and identified,

and a synergism of sensor types is realized. As the examples in Chapters 3 and

5 have demonstrated, objective approaches recognize and exploit such cross-

cueing opportunities by properly balancing sensor modes.

As just illustrated, the benefits of dynamic sensor cross-cueing are mani-

fest. Even so, currently it is not operationally possible to harness several col-

lection systems together to search, track and identify large numbers of targets

in a realistic environment that includes a complex mix of confuser objects.

To be sure, many of the required elements exist, e.g., sensors of diverse type,

1ISR problems intensify when personnel, not vehicles, comprise the target set because personnel are more

mobile and more able to hide and thereby deceive sensors in complex environments. Fortunately, analysis

approaches for personnel and vehicles are quite similar, but be aware that what we describe here does not

pertain directly to personnel as targets.
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communication links, a network-centric architecture, track maintenance algo-

rithms, capable registration algorithms, adaptive methods for hypothesis man-

agement, methods for relieving the computational intractability of planning

under uncertainty, and so forth. Nevertheless, when diverse platform sensor

elements need to be combined to produce a unified picture, the current intelli-

gence structure utterly fails because platform sensor collection systems cannot

cooperate sufficiently.

Success in a dynamic, complex and time-sensitive ISR situation requires

a collections management system that continually updates its allocations for

platforms and sensors in response to changing battlefield conditions. The base

reasons for the current deficit in this arena range from profound technical

problems to potentially large costs for engineering a systems-level solution.

Some of the foremost operational and technical problems include: latency in

almost every sensor data feed; incompatible and incomplete data interfaces

arising from independently developed systems that were not designed to work

together; data misaligned in the common grid (gridlock); the combinatoric

explosion of potential resource assignments that overwhelms any human and

challenges even the best optimization algorithms; data improperly correlated

with like data from other sources; inaccurate predictions of future target mo-

tion; insufficient scalability in core algorithms; insufficient recognition of op-

erational realities such as failed sensors or platform airspace conflicts; lack of

effective means for commanders to query the automated software system to

oversee its operation and gain confidence in its consistency; and sensor task-

ing that fails to balance mission needs, prioritize demands, and/or predict the

value of sensing tasks. Although many of these problems do not relate directly

to sensor management in isolation, most affect the all-source fused solution

upon which the sensor manager must reason, and are therefore important in

the larger sense.

Thus, a capability is needed to dynamically control military ISR systems to

produce situation estimates that are timely, complete, and accurate. Such ca-

pability must overcome individual system weaknesses, be responsive to com-

mander’s needs, and operate automatically in harsh environments. The US

defense and intelligence communities have recognized this challenge and are

today pursuing a variety of investigations and developments designed to im-

prove ISR sensor exploitation. An exemplar is the program named Dynamic

Tactical Targeting (DTT), an effort sponsored by the US Defense Advanced

Research Agency (DARPA) and completed in 2007. The material that follows

synopsizes the problem, the solution approach, and the results of DTT [99].
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4. Dynamic Tactical Targeting (DTT)

The mission of DTT was to develop sensor control and data fusion tech-

nologies that would make possible a tactically responsive targeting process

that could be managed by warfighters. Built as an experimental system, DTT

processed ISR data from national, theater and tactical assets to detect, iden-

tify and track large numbers of ground vehicles in a large surveillance region.

To do this, DTT fused data from all ISR sources, located and identified re-

gions/targets of interest, and dynamically tasked the tactical ISR assets to fill

coverage gaps and provide relevant sensor observations. Treating tactical as-

sets as resources and mission needs as prioritized demands, DTT assigned re-

sources to demands using a model-based closed-loop approach that adapted

to a dynamic world while accommodating a variety of problem constraints,

including the shooter’s need to engage time-sensitive targets.

Here is a motivating scenario for DTT that highlights several types of cross-

cueing opportunities. An electronic intelligence aircraft (e.g., Rivet Joint) de-

tects the radar of a mobile missile battery (e.g., SA-6) and cross-cues a the-

ater asset (e.g., U-2) to collect a synthetic aperture radar (SAR) image of the

detected area. An image analyst examines the SAR image and precisely lo-

cates the potential missile battery. This location information then cues a video-

equipped UAV (e.g., Predator) to approach the target to obtain high-resolution

imagery, from which an analyst can establish a positive visual ID. If a JSTARS

aircraft were simultaneously tasked to detect target motion using occasional

GMTI dwells (while the UAV moves on to investigate other SAR detections),

the onset of motion could be discovered, GMTI dwell rate increased, and a

track initiated on the missile battery vehicle. Kinematic tracking would con-

tinue with GMTI measurements until the vehicle approached other vehicles,

at which time the UAV could be reassigned to maintain track through a town

containing dense civilian traffic. When the target vehicle eventually reached a

location where collateral damage was expected to be low, it could be attacked.

This scenario exemplifies effective birth-to-death tracking against a high-value

target.

Note that this motivating scenario integrates complementary capabilities of

existing platform sensors to achieve a force-level capability that exceeds the

individual platform-level capabilities. Thus, DTT was a system that sought to

employ existing ISR assets to achieve its ends through smart sensing, effective

data fusion, and on-line re-planning. Although new software and doctrine were

required, new hardware was not.

The synergy derived from sensor cross-cueing exists for many of the situa-

tions experienced in typical combat. The problem for DTT was being nimble
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Figure 11.1. The major functional components of the DTT system

enough to recognize and seize these cross-cueing opportunities before they

disappeared. Solving this problem involved distributing platforms to favor-

able locations and tasking sensors in such a way that the match of sensors to

targets responded well to the evolving combat needs. Not one of the cross-

cueing examples presented above could have been entirely preplanned because

each arose spontaneously and depended on target actions that were both non-

deterministic and non-cooperative. However, deceptive enemy actions can of-

ten be thwarted by deploying complementary sensors that concurrently view

targets at multiple aspects and in many spectral bands.

Figure 11.1, which depicts the organization of the DTT system, shows it

comprised of five principal components: Commanders’ Interface, Registration;

Fusion; Prediction; and Sensor Tasking. The DTT user can enter guidance and

make requests to DTT through the Commanders’ Interface, a GUI-based com-

ponent that serves as the commanders’ portal. Sensor input enters through

Registration, which reduces errors in sensor reports by estimating and remov-

ing the systematic biases in each collection asset. Fusion is an ”all-source”

function that incorporates all available data, initiates new tracks, maintains

existing tracks, and identifies targets when ID data become available. In or-

der to anticipate future gaps in coverage where tracks could be lost, Predic-

tion projects target motion based on fused track estimates and target mobility
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models. Sensor Tasking generates and maintains synchronized collection plans

for all organic sensor assets in response to evolving information needs, fo-

cusing coverage to favor high-valued targets, and re-planning as the situation

dictates. The DTT ISR Testbed (not shown) uses capability models of the sen-

sors and platforms to emulate the external ISR environment and generate the

synthetic input needed for conducting Monte Carlo closed-loop testing.
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Figure 11.2. Preliminary results from simulation testing of DTT. Note that the rightmost

curve is the one labeled “high priority.”

Figure 11.2 shows DTT performance in terms of track life, a key metric for

DTT. A variety of scenarios and operating conditions were employed in form-

ing these preliminary results, some benign and some stressful. Three clarifying

remarks about Figure 11.2 are in order. First, tracks are initially formed from

kinematics data and must wait to be labeled until sufficient identity data have

accumulated. Of course, labeling may be correct or incorrect. Thus, the cor-

rectly labeled tracks are a subset of the labeled tracks, which themselves are

a subset of the tracked set. Second, target mislabeling occurs more frequently

and lasts longer when targets are in close proximity to one another. Sometimes

mislabeling adversely affects two tracks when labels swap as targets pass one

another. In order to reduce the likelihood of mislabeling, DTT gathers identity

data more often on closely spaced targets than on isolated targets. Third, the

Fusion component of DTT performs track stitching, meaning that participating

collection systems typically input their (labeled or unlabeled) tracks, not their
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raw sensor reports. When many input tracks are erroneous, i.e. composed from

only clutter and false alarms, Fusion’s estimate of the world state can deterio-

rate rapidly and significantly. Since erroneous tracks are generally quite short,

discounting all short tracks provides a simple means to weed out erroneous

tracks, at the expense of also eliminating good tracks that happen to be short.

The rightmost curve in Figure 11.2 shows how track life performance can im-

prove for high-value tracks in the favorable conditions created when Fusion

discounts short tracks, target identification performance is nearly perfect, and

Sensor Tasking strongly favors the highest priority objects.

Recognizing the need to reduce the response timeline against high-value

targets and also to relieve the human workload of assigning platform sensor

resources to targets, DTT built an automated system that focused on closing

the loop between the fusion engine and the sensor manager. A key element

of DTT’s solution is the generation of “information needs” as the means of

communicating sensing requirements from the other four system components

into the Sensor Tasking component. In this manner, DTT took an important

step towards objective collections management.

The second phase of work on DTT was called DTT:TEST (DTT: Tactical

Exercises and System Testing). DTT:TEST built on DTT with the goal of

demonstrating the operational utility of the system to the warfighter. Where

DTT validated a network-centric collection strategy against simulated data,

DTT:TEST evaluated DTT system performance in live exercises that employed

actual data that contained many of the artifacts and errors present in the real

world.

In addition, where DTT confined its attention to fairly traditional force-on-

force scenarios, DTT:TEST extended DTT technology to deal with newer ISR

challenges. Examples included: newer sensors in the ISR collection force,

e.g., UGSs that can intercept remote enemy traffic to extend the coverage re-

gion; more diverse target types, e.g., civilian vehicles being used for military

purposes; more evasive targets, e.g., adversaries that hide in the terrain (caves,

forests, valleys) to avoid exposure to sensing; mixed environments, e.g., coali-

tion vehicles unavoidably intermingled with civilian and threat vehicles; and

smaller staffs leading to a greater need for automation. Thus, in addition to its

efforts to prove DTT’s robustness using real data, DTT:TEST asked how DTT

could be extended to tackle these newer challenges.

Here are quantified statements of the technical objectives for the Fusion,

Control, and Command components in DTT:TEST.

Fusion - Maintain location and identity estimates on 25 military targets

moving evasively among 1,000 civilian vehicles in an area of 1,000 km2.
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Control - Generate tasking for 25 controlled airborne assets and 10 un-

controlled overhead assets to maintain 95% coverage and median track

life of 1 hour for military vehicles operating in rough terrain during in-

clement weather.

Command - Elicit prioritized mission needs spanning the full range of

Army Priority Information Requests, and present them to three collabo-

rating commanders.

Both phases of DTT are now complete. Although quantitative results have

not been released, the following general qualitative statements may be made.

Over a range of more than a dozen scenarios that varied in difficulty from

easy to stressful, median track life for the entire collection of targets was over

an hour. This result should be contrasted with the standard established in

AMSTE (Affordable Moving Surface Target Engagement, [241]) of roughly

twelve minutes, although the AMSTE and DTT scenarios were not closely

matched. In addition, in side-by-side comparisons with and without sensor

management, there were significant improvements in all measures of perfor-

mance when sensor management was turned on. The benefits of using sensor

management were greatest in the most difficult scenarios, i.e. those with the

greatest vehicular congestion and the most topographic relief.

5. Conclusion

This chapter discussed the role of sensor management in defense applica-

tions. In a subject so vast, one can only hope to convey a representative slice

that suggests some of the challenges and approaches. We have done this by fo-

cusing on vehicle detection, tracking and identification using ISR sensors, and

by providing information on history, contemporary approaches, and problems

that exist in building a responsive system. We illustrated the current state of

system-level research in this field with a discussion of DTT, a prototype system

for fusing data and controlling sensors that was evaluated in both simulation

and live exercises. General results from DTT were presented.

As with any emerging discipline, technical issues persist in defense sensor

management and deserve further research attention. The following list briefly

outlines six of the most difficult issues.

1 Tracking personnel in urban areas - In this system-level challenge, the

sensor manager attempts to achieve tracking and identification in com-

plex urban environments populated by personnel who can easily flee

and/or hide.
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2 Timely tracking of hidden vehicles - Here the system must provide suf-

ficient sensor coverage to expose partially hidden and/or time-sensitive

vehicular targets before they elude prosecution by virtue of their camou-

flage or agility.

3 Sensor diversity for improved effectiveness - This refers to managing

sensors with diverse spatial and spectral capabilities to produce multiple

looks on a difficult target to allow its early detection and successful dis-

crimination. Geometry, geography, weather and environment all enter

into the reasoning needed to select the right sequence of sensing actions.

Some believe that target recognition will profit most from such ability.

4 Layered sensing to achieve tailored effects - This concept imagines many

sensors widely dispersed in both location and phenomena (e.g., passive

and active sensors) that can be used when needed to rapidly achieve a

particular operational outcome, e.g., identification of a popup threat or

geolocation of a potential target.

5 Cooperation across regions - As a sensor control region grows in size,

its coverage can begin to overlap with neighboring regions and interac-

tions inevitably occur, or should occur. This leads to questions regarding

process scaling for both fusion and control, such as the information-

sharing paradigm and the control model, e.g., distributed, decentralized,

or something else. Although there is a significant body of work in large-

scale system control, it has yet to be applied in significant measure in

the arena of managing sensors, where practical problems like data de-

lays abound.

6 Anytime/anywhere algorithms - Many computations in any sensor allo-

cation system use optimized algorithms at various stages. When these

algorithms run slowly, there is a risk that they won’t complete before

their output is needed to make a time-sensitive decision. Algorithms

that can deliver a best available answer at all times are greatly preferred.

We hope this chapter has helped the reader recognize that practical appli-

cations in sensor management often come with extenuating circumstances that

compound the original problem and undo the simple solution. Still, we trust

that the rest of this book has instilled an appreciation for the power that modern

scientific methods can bring to solving problems of great complexity, includ-

ing those that initially appear intractable or beyond objective formulation. In

the words of Bertrand Russell (1872-1970), British author, mathematician and

philosopher, “The greatest challenge to any thinker is stating the problem in a

way that will allow a solution.”
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1. Information Theory

Given the option of making one of several different types of measurements,

e.g., Y1, . . . , Ym, one would generally prefer making the measurement that

leads to maximal uncertainty reduction or, equivalently, maximal information

gain about a signal of interest S. This is one of the prime motivations be-

hind information theoretic sensor management since information theory pro-

vides a way to systematically quantify uncertainty and information. In this

appendix we present those elements of information theory pertinent to sensor

management. We will limit our coverage to Shannon’s definitions of entropy

and conditional entropy, the data processing theorem and mutual information,

and information divergence.

1.1 Entropy and Conditional Entropy

Let Y be a measurement and S be a quantity of interest, e.g. the position

of a target or the target id. We assume that Y and S are random variables or

random vectors with joint distribution pY,S(y, s) and marginal distributions pY

and pS , respectively. The entropy of S, denoted H(S), quantifies uncertainty

in the value of S before any measurement is made, called the prior uncertainty

in S. High values of H(S) imply high uncertainty about the value of S. The
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of a continuous random variable with density pS is defined as

H(S) = −
∫

pS(s) log pS(s)ds, (12.1)

where pS denotes the probability density of S. If S = S is a continuous

random vector the definition of is similar except that the expression on the

right involves a multidimensional integral over each component of the vector

valued s. For a discrete random variable the Shannon entropy is

H(S) = −
∑

s∈S

pS(s) log pS(s),

where pS is now a probability mass function and S is its support set, i.e., the

discrete set of values s for which pS(s) > 0.

Oftentimes one is interested in the entropy of a random variable S condi-

tioned on another random variable Y . For example, the amount by which an

observation of Y reduces the entropy of S indicates the value of this observa-

tion in predicting S. There are two possible ways of defining such an entropy

quantity: the entropy of the conditional distribution pS|Y of S given Y , which

is a function of Y , and the of S given Y .

The Shannon entropy of the conditional distribution of S given Y , also

called the point conditioned Shannon entropy, is denoted H(S|Y = y) and

is defined as follows. We assume for simplicity that, given Y = y, S is a

conditionally continuous random variable with conditional (posterior) density

pS|Y (s|y) and define the entropy of this conditional density as

H(S|Y = y)
def
= −

∫
pS|Y (s|y) log pS|Y (s|y)ds.

The point conditioned entropy is a function of y. It becomes a random variable

when y is replaced by the random variable Y .

The conditional Shannon entropy H(S|Y ) of S given Y is defined as the

Shannon entropy of the conditional distribution pS|Y . This conditional entropy

can be interpreted as the uncertainty in S after the measurement Y is made,

called the posterior uncertainty. When S and Y are continuous random vari-

ables with joint density pS,Y and conditional (posterior) density pS|Y

H(S|Y ) = −
∫

dy pY (y)

∫
ds pS|Y (s|y) log pS|Y (s|y).

The conditional entropies H(S|Y ) and H(S|Y = y) are related

H(S|Y ) =

∫
H(S|Y = y)pY (y)dy.
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When S and Y are discrete random variables an analogous expression holds

for H(S|Y ) with conditional and marginal densities replaced by conditional

and marginal probability mass functions and integrals replaced by summa-

tions. A special “mixed discrete-continuous” case that frequently arises in

target tracking problems is: S is a continuously evolving random vector, e.g., a

target state vector, while Y is a discrete random vector, e.g., the binary output

of the signal detector of a radar receiver. In this case the conditional entropy is

H(S|Y ) = −
∑

y∈Y

pY (y)

∫
pS|Y (s|y) log pS|Y (s|y)ds ,

where Y is a discrete set containing all possible measurement values, pY is the

probability mass function for Y , and pS|Y (s|y) is the (assumed continuous)

posterior density of S given Y .

There are subtle but important differences between entropy for discrete vs

continuous random variables. For discrete S the entropy is always non-negative,

while for continuous S the entropy can be negative. For discrete random vari-

ables the entropy is directly related to the maximal attainable compression-rate

without loss of information about S.

1.2 Information Divergence

Let p and q be two candidate probability densities of a real random variable

S. The Kullback-Liebler (KL) divergence between p and q is defined as [152]

KL(p‖q) =

∫
p(s) log

p(s)

q(s)
ds.

The KL divergence is not symmetric in p and q and is thus is not true measure

of distance between densities. However, it does behave like a similarity mea-

sure, sometimes called a pseudo-distance, in that it is concave(convex) in p (q),

it is non-negative, and it is equal to zero when p = q.

1.3 Shannon’s Data Processing Theorem

The average reduction in uncertainty about S due to observing Y can be

quantified by the difference:

∆H(S|Y ) = H(S) −H(S|Y ).

The data processing theorem asserts that this difference is always non-negative

regardless of whether S is continuous or discrete. This theorem is easily proven
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by invoking convexity of the log function and the Jensen inequality [64] and

mathematically captures the obvious: observations are never harmful in that

they can never increase uncertainty about a signal.

1.4 Shannon Mutual Information

The difference ∆H(S|Y ) is better known as the Shannon mutual informa-

tion , denoted I(S; Y ), between S and Y . The more reduction there is in

uncertainty the higher is the mutual information. An equivalent expression for

Shannon mutual information that applies to continuous random variables is

I(S; Y ) =

∫
dy

∫
ds pS,Y (s, y) log

pS,Y (s, y)

pS(s)pY (y)
.

An analogous expression applies to discrete random variables. Shannon’s mu-

tual information can be recognized as the Kullback-Liebler (KL) divergence

between pS,Y and pSpY and can be interpreted as a measure of closeness to

independence of the joint density of S and Y .

The obvious symmetry of the mutual information expression in the random

variables S and Y implies that

I(S; Y ) = H(S) −H(S|Y ) = H(Y ) −H(Y |S).

This relation is often used in the implementation of mutual information driven

strategies of sensor management since the quantities on the right hand side of

the equality are usually more easily computed than those on the left hand side.

1.5 Further Reading

Information theory is a mature subject and there are many good sources for

the beginner. One of the most popular textbooks used in introductory gradu-

ate courses on information theory is the textbook by Cover and Thomas [64]

that is accessible to electrical engineers. The book by MacKay [164] covers

the topic from the unique perspective of machine learning and contains many

interesting applications. The classic book by Kullback [152] is a treatment of

information theory that is firmly motivated by mathematical statistics. More

mathematically advanced treatments of the subject are the books by Csiszár

and Korner [67] and Yeung [257].
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2. Markov Processes

Our ability to make effective sensor-management decisions is based fun-

damentally on our access to models. In particular, nonmyopic decision mak-

ing relies on modeling the random processes that represent uncertainty in the

system, such as target motion in tracking problems. In this section, we re-

view a framework for uncertainty modeling based on Markov processes. The

material discussed here provides the necessary background for understanding

the methods discussed throughout this book, including Kalman filtering and

partially observable Markov decision processes (POMDPs). We also provide

some pointers to sources for further study.

2.1 Definition of Markov Process

A Markov process is a stochastic process satisfying a particular property

called the Markov property, which we will define precisely below. Here, we

consider only discrete-time Markov processes, and use k = 0, 1, . . . as the time

index. (So a stochastic process here is no different from a sequence of random

variables.)

We use X to denote the state space of the process, which is the set of values

that the process can take at each time step. We also assume that associated

with X is a collection of subsets F forming a σ-algebra. In the case where X
is countable (discrete), we take F to be the power set of X . If X is a Euclidean

space, we take F to be the Borel σ-algebra. Throughout this appendix, we will

refer to these two special cases simply by the terms discrete and continuous.

A stochastic process X0, X1, . . . is a Markov process (also called a Markov

chain) if for each k = 1, 2, . . . and E ∈ F ,

P(Xk+1 ∈ E|Xk, . . . , X0) = P(Xk+1 ∈ E|Xk).

We call Xk the state of the Markov process at time k.

The condition above is called the Markov property, which boils down to

this: the conditional distribution of Xk+1 given the entire history up to time

k depends only on Xk. In other words, the future of the process is condition-

ally independent of the past, given the present. To put it a different way, the

“memory” in the process lasts only one time step.

The Markov property is in fact not as stringent a requirement as it may first

appear to be. Indeed, suppose we are given a stochastic process that fails to

satisfy the Markov property, but instead satisfies, for each k = 1, 2, . . . and
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E ∈ F ,

P(Xk+1 ∈ E|Xk, . . . , X0) = P(Xk+1 ∈ E|Xk, Xk−1);

in other words, the memory in the process is two instead of one. Then, it is

easy to see that this process gives rise to a Markov process {Yk} by defining

Yk = (Xk, Xk−1). Indeed, using this construction, any stochastic process

with memory lasting only a bounded time into the past gives rise to a Markov

process. It turns out that many scenarios in practice can be modeled as Markov

processes provided we define the state spaces appropriately.

2.2 State-transition Probability

In the discrete case, the Markov property can be expressed more simply as

follows: for each k = 1, 2, . . . and i, j, i0, . . . , ik−1 ∈ X ,

P(Xk+1 = j|Xk = i, . . . , X0 = i0) = P(Xk+1 = j|Xk = i).

It is clear that for a Markov process, once we specify P(X0 = i) and P(Xk+1 =
j|Xk = i) for each k = 0, 1, . . . and i, j ∈ X , the probability law of the pro-

cess is completely specified. In many problems of interest, the conditional

probabilities P(Xk+1 = j|Xk = i) do not depend on k. In this case, we say

that the Markov process is time-homogeneous (or simply homogeneous).

For a homogeneous Markov process with discrete state space, write pij =
P(Xk+1 = j|Xk = i), i, j ∈ X . We call this set of probabilities the state-

transition law (or simply the transition law) of the Markov process. Each pij

is called a state-transition probability (or simply a transition probability). It

is often convenient to represent the transition law using a graph, where the

nodes are the states and the arcs are labeled with transition probabilities. In

the case where X is finite (whence we can write, without loss of generality,

X = {1, 2, . . . , N}), the transition law can also be represented by a square

matrix [pij ], called the state-transition matrix (or transition matrix). Note that

any transition matrix has the property that each entry is nonnegative and each

row sums to one. Any matrix satisfying this property is called a stochastic

matrix, and is in fact the transition matrix of some Markov chain.

In the continuous case, we assume that the state-transition law can be writ-

ten in terms of conditional densities pXk+1|Xk
(xk+1|xk), xk, xk+1 ∈ X . (The

reader may assume for simplicity that X is the real line or a subset of it;

the case of multidimensional Euclidean spaces involves treating all densities

as multivariable functions.) We also assume that X0 has a density pX0 . If

pXk+1|Xk
does not depend on k, then we say that the Markov process is time-

homogeneous. In the remainder of this discussion, we consider only time-
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homogeneous Markov processes. Also, for simplicity, we will drop the sub-

scripts in the notation for the conditional densities.

2.3 Chapman-Kolmogorov Equation

Consider a discrete-state Markov process. Given n = 0, 1, . . . , we define

the n-step transition law by p
(n)
ij = P(Xn = j|X0 = i), i, j ∈ X . The n-step

transition law satisfies the Chapman-Kolmogorov equation:

p
(n+m)
ij =

∑

k∈X

p
(n)
ik p

(m)
kj , i, j ∈ X .

In the case of a finite state space, the Chapman-Kolmogorov equation has a

natural interpretation in terms of the transition matrix: the n-step transition

law is given by the nth power of the transition matrix.

In the continuous case, we can similarly define the n-step transition law in

terms of the conditional density f (n)(xn|x0), xn, x0 ∈ X . The Chapman-

Kolmogorov equation then takes the form

f (n+m)(xn+m|x0) =

∫

X
f (n)(xn|x0)f

(m)(xn+m|xn) dxn, xn+m, x0 ∈ X .

2.4 Markov reward processes

Given a Markov process, suppose we associate with each state x ∈ X a real

number R(x), called a reward. A Markov process so endowed with a reward

function is called a Markov reward process. We define the mean total reward

over a horizon H as

E

[
H−1∑

k=0

R(Xk)

]
.

Many problems in practice can be modeled as Markov reward processes—in

such a model, the mean total reward represents some quantity of interest (such

as the value of a performance metric).

It is often the case that the horizon H is very large. In such cases, for techni-

cal reasons relevant to the analysis of Markov processes, the objective function

is often expressed as a limit (i.e., with an infinite horizon). A sensible limiting

objective function is the infinite horizon (or long-term) average reward:

lim
H→∞

E

[
1

H

H−1∑

k=0

R(Xk)

]
.



276 FOUNDATIONS AND APPLICATIONS OF SENSOR MANAGEMENT

Another common limiting objective function is the infinite horizon discounted

reward:

lim
H→∞

E

[
H−1∑

k=0

βkR(Xk)

]
,

where β is a number between 0 and 1 called the discount factor. .

2.5 Partially Observable Markov Processes

Given a Markov process and a set Y (with a σ-algebra F of subsets of

Y), suppose we associate with each state x ∈ X a conditional distribution

P(Y ∈ E|x), E ∈ F . We call Y the observation space, and the conditional

distribution P(Y ∈ E|x), E ∈ F , the observation law. A Markov process

so endowed with an observation law is called a partially observable Markov

processes or a hidden Markov model.

The reason we use the terms “partially observable” and “hidden” is that we

think of Y as the set of observations we have of the “underlying” Markov pro-

cess, but we cannot directly observe the underlying process. If X0, X1, . . .
represents the underlying Markov process, then all we can observe is the ran-

dom sequence Y0, Y1, . . . , where each Yk has conditional distribution given

Xk specified by the observation law. The sequence Y0, Y1, . . . is assumed to be

conditionally independent given X0, X1, . . . . Many practical processes, espe-

cially in sensing applications, are well modeled by hidden Markov models. For

example, Xk may represent the location of a target at time k, and Yk may be a

radar measurement of that location. The transition law in this case represents

the motion of the target, and the observation law represents the relationship

between the target location and the radar measurement.

Even though we cannot directly access Xk, the observations provide us

with some information on Xk. In fact, at each k, we can compute the a

posteriori (or posterior) distribution of Xk given the history of observations

Ik = {Y0, . . . , Yk−1}. We call this posterior distribution the belief state or

information state at time k, and here it is denoted πk. The sequence of belief

states satisfies the Markov property, and is therefore a legitimate Markov pro-

cess, albeit with a rather unwieldy state space—the set of all distributions on

X . It turns out that given the belief state at time k and the observation Yk, we

can calculate the belief state at time k + 1 using a simple update procedure, as

we will show below.

For the case of a discrete Markov process with discrete observation space,

suppose the transition law is given by pij , i, j ∈ X . Suppose y0, y1, . . . are the

observations. Let πk represent the belief state at time k, which is a conditional
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probability mass function:

πk(i) = P(Xk = i|Y0 = y0, . . . , Yk−1 = yk−1), i ∈ X .

Also define the “updated belief state” taking into account the observation yk:

π̂k(i) = P(Xk = i|Y0 = y0, . . . , Yk = yk), i ∈ X .

Then πk+1 can be derived from πk and Yk using the following two-step

procedure:

1. Calculate the “updated belief state” π̂k (taking into account the observa-

tion yk) using Bayes’ rule:

π̂k(j) =
P(Yk = yk|Xk = j)πk(j)∑

ℓ∈X P(Yk = yk|Xk = ℓ)πk(ℓ)
, j ∈ X .

2. Calculate the belief state πk+1 based on π̂k and the transition law:

πk+1(j) =
∑

i∈X

π̂k(i)pij , j ∈ X .

By reversing the order of 1. and 2. one obtains an equivalent algorithm for

updating π̂k to π̂k+1.

For the case of a continuous Markov process with continuous observation

space (real numbers), suppose the transition law is given by the conditional

density p(xk+1|xk), and the observation law is given by the conditional density

q(yk|xk). The belief state at time k is then represented by a density function

πk. The two-step update procedure to calculate πk+1 based on πk and yk is

given analogously as follows:

1. Calculate the “updated belief state” taking into account the observation

yk, using Bayes’ rule:

π̂k(xk) =
q(yk|xk)πk(xk)∫
X q(yk|x)πk(x) dx

, xk ∈ X .

2. Calculate the belief state πk+1 based on π̂k and the transition law:

πk+1(xk+1) =

∫

X
π̂k(xk)p(xk+1|xk) dxk, xk+1 ∈ X .

If the transition and observation laws both arise from linear equations, and the

initial density pX0 is Gaussian, then the belief states remain Gaussian over
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time. In this case, the above update procedure can be reduced to a procedure to

update just the mean and variance (or covariance in the multidimensional case)

of the belief state. This procedure is called the Kalman filter.

If we augment the definition of a partially observable Markov process with

control actions, then we obtain a partially observable Markov decision process

(POMDP), as defined in Chapter 2. The two-step update procedure for belief

states remains valid provided we include the action into the observation and

transition laws.

2.6 Further Reading

Our discussion here assumes a basic understanding of probability and sto-

chastic processes. An excellent recent book that provides this background

and that also includes a chapter on Markov chains is by Gubner [97]. Many

books focusing on Markov processes exist. A small but useful book by Ross

[197] remains an accessible classic. The book by Çinlar [53] provides an ex-

cellent in-depth treatment of discrete state space Markov processes. Meyn

and Tweedie [170] treat continuous (and other even more general) state space

Markov processes—their treatment necessarily involves heavy mathematical

machinery.

3. Stopping Times

We briefly present the concept of stopping time which plays an important

role in the solution of the MAB problem discussed in Chapter 6. We proceed

as follows: We first present all relevant definitions in Section 3.1. We give

an example of a stopping time in Section 3.2. Finally, we characterize the

stopping times that achieve the Gittins index in the classical MAB problem in

Section 3.3 and suggest some further reading material for the advanced reader

in Section 3.4.

3.1 Definitions

Definition 12.1 (Probability Space) A probability space (Ω,F , P )
consists of a sample space Ω, a σ-field (σ-algebra) F of the subsets of Ω,

and a probability measure P on the elements of F .

Definition 12.2 (σ-field generated by a random variable) Let

X : (Ω,F , P ) → (R,B(R), P̂ ) be a random variable. Denote by σ(X) the
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smallest σ-field with respect to which X is measurable. Then

σ(X) = {A ∈ F : ∃B ∈ B(R), X−1(B) = A}.

The σ-field σ(X) represents the “information” obtained about the experiment

described by (Ω,F , P ) after observing X . This can be explained as follows.

First consider a probability space (Ω,F , P ) which represents a random exper-

iment. An event E ∈ F can be thought of as a “yes-no question” that can be

answered after we observe the outcome of the experiment. Then σ(X) is the

collection of all “yes-no questions” that can be answered after observing X .

Definition 12.3 (increasing family of σ-fields) A family {F ,Ft;
t = 0, 1, 2, . . . } of σ-fields is called increasing if Ft ⊂ Ft+1 ⊂ F for all

t = 0, 1, 2, . . . .

Ft represents the information about the evolution of a system that is available

to an observer/decision-maker at time t, t = 0, 1, 2, . . . . When the observer has

perfect recall, (that is, it remembers everything that it has seen and everything

that it has done in the past) then Ft ⊂ Ft+1, ∀t and {F ,Ft; t = 0, 1, 2, . . . } is

an increasing family of σ-fields.

Definition 12.4 (Stopping Time) Let N̄ := {0, 1, 2, . . . ,+∞}. A ran-

dom variable τ : (Ω,F , P ) → (N̄ , 2N̄ , P̂ ) is a stopping time with respect to

the increasing family of σ-fields {F ,Ft; t = 0, 1, 2, . . . } if the event {τ =
t} := {ω : τ(ω) = t} ∈ Ft for all t = 0, 1, 2, . . . .

Any constant random variable equal to a non-negative integer or +∞ is a stop-

ping time. A stopping time can be thought of as the time when a given random

event E happens, with the convention that it takes the value +∞ if E never

happens. Alternatively, τ can be thought of as the time when a gambler playing

a game decides to quit. Whether or not he quits at time t depends only on the

information up to and including time t; so {τ = t} ∈ Ft.

3.2 Example

Let {Xt; t = 0, 1, 2, . . . } be a time-homogeneous finite-state Markov chain

defined on (Ω,F , P ) with state space S, and matrix of transition probabili-

ties {Qij ; i, j ∈ S}. Assume that the evolution of the Markov chain is per-

fectly observed by an observer that has perfect recall. The observer has per-

fect recall, its information Ft at time t is given by σ(X0, X1, . . . , Xt), since

σ(X0, X1, . . . , Xt) represents all the “yes-no questions” about events in F
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that the observer can answer after observing X0, X1, . . . , Xt. Furthermore,

{F ,Ft; t = 0, 1, 2, . . . } is an increasing family of σ-fields. Consider a non-

empty subset A of the state of space, that is, A ⊂ S, A �= ∅. Define for all

ω ∈ Ω,

τA(ω) := min{t : Xt(ω) ∈ A}.

The random variable τA defines the first instant of time the Markov chain enters

set A, and is called the hitting time of A. It is a stopping time with respect to

the family of σ-fields {F ,Ft; t = 0, 1, 2, . . . }.

3.3 Stopping Times for Multi-armed Bandit
Problems

Consider the classical MAB problem of Chapter 6 with finite-state Marko-

vian machines. The Gittins index of machine i, i = 1, . . . , k in this case is

given by Eq (6.13). The stopping time that maximizes the RHS of (6.13) is the

hitting time of an appropriate subset of the state space {1, 2, . . . ,∆i} of ma-

chine i. This set is the stopping set Si

(
xi(Ni(τl))

)
determined in Section 2.4.

In the case of non-Markovian machines the Gittins index of machine i, i =
1, . . . , k is given the (6.8). The stopping time that maximizes the RHS of (6.8)

can be described as follows: Let xτl
i :=

(
xi(0), . . . , xi(Ni(τl))

)
. Define an

appropriate family S(τl) as {SNi(τl)+r
i ; r = 1, 2, 3, . . . } where,

S
Ni(τl+r)
i (xτl

i ) ⊂ R
Ni(τl)+r, r = 1, 2, . . .

Let

τ̂l+1(S(τl)) = min{t > τl : xt
i ∈ S

Ni(t)
i ; Ni(t) = Ni(τl) + t − τl + 1}

Define S∗(τl) by

S∗(τl) = arg max
S(τl)

E

⎡
⎣

τ̂l+1

(
S(τ1

)
−1∑

t=τl(ω)

βtRi

(
Xi

(
Ni(τl) + t − τl(ω)

))
|xτl

i

⎤
⎦

E

⎡
⎣

τ̂l+1

(
S(τ1

)
−1∑

t=τl(ω)

βt|xτl
i

⎤
⎦

.

(12.2)

Then τl+1 = τ̂l+1(S∗(τl)). In general, for non-Markovian machines, maxi-

mizing RHS of (12.2) over all choices of S(τl) is difficult, and computing the

index is non-trivial.
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3.4 Further Reading

Even though the notion of stopping times is intuitively simple, its formal

treatment tends to be at an advanced level. Most graduate-level textbooks on

probability theory contain a treatment of stopping times. See, for example,

Billingsley [32], Shireyaev [210], and Jacod and Protter [117]. Stopping times

is a fundamental concept in martingale theory and in optimal stopping prob-

lems. Reference books on these topics contain a more exhaustive treatment of

stopping times. We refer the reader to Dellacherie and Meyer [69] for a treat-

ment of stopping times in the context of martingales, and to Chow, Robins, and

Siegmund [59], and Shireyaev [209] for a treatment of stopping times in the

context of optimal stopping problems.
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